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Preface

The subject of financial time series analysis has attracted substantial attention in
recent years, especially with the 2003 Nobel awards to Professors Robert Engle and
Clive Granger. At the same time, the field of financial econometrics has undergone
various new developments, especially in high-frequency finance, stochastic volatil-
ity, and software availability. There is a need to make the material more complete
and accessible for advanced undergraduate and graduate students, practitioners, and
researchers. The main goals in preparing this second edition have been to bring the
book up to date both in new developments and empirical analysis, and to enlarge
the core material of the book by including consistent covariance estimation under
heteroscedasticity and serial correlation, alternative approaches to volatility mod-
eling, financial factor models, state-space models, Kalman filtering, and estimation
of stochastic diffusion models.

The book therefore has been extended to 10 chapters and substantially revised
to include S-Plus commands and illustrations. Many empirical demonstrations and
exercises are updated so that they include the most recent data.

The two new chapters are Chapter 9, Principal Component Analysis and Factor
Models, and Chapter 11, State-Space Models and Kalman Filter. The factor mod-
els discussed include macroeconomic, fundamental, and statistical factor models.
They are simple and powerful tools for analyzing high-dimensional financial data
such as portfolio returns. Empirical examples are used to demonstrate the appli-
cations. The state-space model and Kalman filter are added to demonstrate their
applicability in finance and ease in computation. They are used in Chapter 12 to
estimate stochastic volatility models under the general Markov chain Monte Carlo
(MCMC) framework. The estimation also uses the technique of forward filtering
and backward sampling to gain computational efficiency.

A brief summary of the added material in the second edition is:

1. To update the data used throughout the book.
2. To provide S-Plus commands and demonstrations.

3. To consider unit-root tests and methods for consistent estimation of the
covariance matrix in the presence of conditional heteroscedasticity and serial
correlation in Chapter 2.

Xvii



xviii PREFACE

4. To describe alternative approaches to volatility modeling, including use of
high-frequency transactions data and daily high and low prices of an asset in
Chapter 3.

. To give more applications of nonlinear models and methods in Chapter 4.

. To introduce additional concepts and applications of value at risk in Chapter 7.
. To discuss cointegrated vector AR models in Chapter 8.

. To cover various multivariate volatility models in Chapter 10.

o 0 1 N W

. To add an effective MCMC method for estimating stochastic volatility models
in Chapter 12.

The revision benefits greatly from constructive comments of colleagues, friends,
and many readers on the first edition. I am indebted to them all. In particular, I
thank J. C. Artigas, Spencer Graves, Chung-Ming Kuan, Henry Lin, Daniel Pefia,
Jeff Russell, Michael Steele, George Tiao, Mark Wohar, Eric Zivot, and students
of my MBA classes on financial time series for their comments and discussions,
and Rosalyn Farkas, production editor, at John Wiley. I also thank my wife and
children for their unconditional support and encouragement. Part of my research in
financial econometrics is supported by the National Science Foundation, the High-
Frequency Finance Project of the Institute of Economics, Academia Sinica, and the
Graduate School of Business, University of Chicago.

Finally, the website for the book is:

gsbwww.uchicago.edu/fac/ruey.tsay/teaching/fts2.

RUEY S. TsAy

University of Chicago
Chicago, llinois



Preface for the First Edition

This book grew out of an MBA course in analysis of financial time series that [ have
been teaching at the University of Chicago since 1999. It also covers materials of
Ph.D. courses in time series analysis that I taught over the years. It is an introductory
book intended to provide a comprehensive and systematic account of financial
econometric models and their application to modeling and prediction of financial
time series data. The goals are to learn basic characteristics of financial data,
understand the application of financial econometric models, and gain experience in
analyzing financial time series.

The book will be useful as a text of time series analysis for MBA students with
finance concentration or senior undergraduate and graduate students in business,
economics, mathematics, and statistics who are interested in financial econometrics.
The book is also a useful reference for researchers and practitioners in business,
finance, and insurance facing value at risk calculation, volatility modeling, and
analysis of serially correlated data.

The distinctive features of this book include the combination of recent devel-
opments in financial econometrics in the econometric and statistical literature. The
developments discussed include the timely topics of value at risk (VaR), high-
frequency data analysis, and Markov chain Monte Carlo (MCMC) methods. In
particular, the book covers some recent results that are yet to appear in academic
journals; see Chapter 6 on derivative pricing using jump diffusion with closed-
form formulas, Chapter 7 on value at risk calculation using extreme value theory
based on a nonhomogeneous two-dimensional Poisson process, and Chapter 9 on
multivariate volatility models with time-varying correlations. MCMC methods are
introduced because they are powerful and widely applicable in financial economet-
rics. These methods will be used extensively in the future.

Another distinctive feature of this book is the emphasis on real examples and
data analysis. Real financial data are used throughout the book to demonstrate
applications of the models and methods discussed. The analysis is carried out by
using several computer packages; the SCA (the Scientific Computing Associates)

Xix



XX PREFACE FOR THE FIRST EDITION

for building linear time series models, the RATS (regression analysis for time series)
for estimating volatility models, and the S-Plus for implementing neural networks
and obtaining postscript plots. Some commands required to run these packages
are given in appendixes of appropriate chapters. In particular, complicated RATS
programs used to estimate multivariate volatility models are shown in Appendix A
of Chapter 9. Some Fortran programs written by myself and others are used to
price simple options, estimate extreme value models, calculate VaR, and carry out
Bayesian analysis. Some data sets and programs are accessible from the World
Wide Web at http://www.gsb.uchicago.edu/fac/ruey.tsay/teaching/fts.

The book begins with some basic characteristics of financial time series data in
Chapter 1. The other chapters are divided into three parts. The first part, consisting
of Chapters 2 to 7, focuses on analysis and application of univariate financial time
series. The second part of the book covers Chapters 8 and 9 and is concerned with
the return series of multiple assets. The final part of the book is Chapter 10, which
introduces Bayesian inference in finance via MCMC methods.

A knowledge of basic statistical concepts is needed to fully understand the book.
Throughout the chapters, I have provided a brief review of the necessary statistical
concepts when they first appear. Even so, a prerequisite in statistics or business
statistics that includes probability distributions and linear regression analysis is
highly recommended. A knowledge of finance will be helpful in understanding the
applications discussed throughout the book. However, readers with advanced back-
ground in econometrics and statistics can find interesting and challenging topics in
many areas of the book.

An MBA course may consist of Chapters 2 and 3 as a core component, followed
by some nonlinear methods (e.g., the neural network of Chapter 4 and the applica-
tions discussed in Chapters 5-7 and 10). Readers who are interested in Bayesian
inference may start with the first five sections of Chapter 10.

Research in financial time series evolves rapidly and new results continue to
appear regularly. Although I have attempted to provide broad coverage, there are
many subjects that I do not cover or can only mention in passing.

I sincerely thank my teacher and dear friend, George C. Tiao, for his guid-
ance, encouragement, and deep conviction regarding statistical applications over the
years. I am grateful to Steve Quigley, Heather Haselkorn, Leslie Galen, Danielle
LaCouriere, and Amy Hendrickson for making the publication of this book pos-
sible, to Richard Smith for sending me the estimation program of extreme value
theory, to Bonnie K. Ray for helpful comments on several chapters, to Steve Kou
for sending me his preprint on jump diffusion models, to Robert E. McCulloch for
many years of collaboration on MCMC methods, to many students in my courses
on analysis of financial time series for their feedback and inputs, and to Jeffrey
Russell and Michael Zhang for insightful discussions concerning analysis of high-
frequency financial data. To all these wonderful people I owe a deep sense of
gratitude. I am also grateful for the support of the Graduate School of Business,
University of Chicago and the National Science Foundation. Finally, my heart-
felt thanks to my wife, Teresa, for her continuous support, encouragement, and
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understanding; to Julie, Richard, and Vicki for bringing me joy and inspirations;
and to my parents for their love and care.

RUEY S. Tsay

University of Chicago
Chicago, Illinois






CHAPTER1

Financial Time Series and
Their Characteristics

Financial time series analysis is concerned with the theory and practice of asset
valuation over time. It is a highly empirical discipline, but like other scientific
fields theory forms the foundation for making inference. There is, however, a
key feature that distinguishes financial time series analysis from other time series
analysis. Both financial theory and its empirical time series contain an element of
uncertainty. For example, there are various definitions of asset volatility, and for a
stock return series, the volatility is not directly observable. As a result of the added
uncertainty, statistical theory and methods play an important role in financial time
series analysis.

The objective of this book is to provide some knowledge of financial time
series, introduce some statistical tools useful for analyzing these series, and gain
experience in financial applications of various econometric methods. We begin
with the basic concepts of asset returns and a brief introduction to the processes
to be discussed throughout the book. Chapter 2 reviews basic concepts of linear
time series analysis such as stationarity and autocorrelation function, introduces
simple linear models for handling serial dependence of the series, and discusses
regression models with time series errors, seasonality, unit-root nonstationarity, and
long-memory processes. The chapter also provides methods for consistent estima-
tion of the covariance matrix in the presence of conditional heteroscedasticity and
serial correlations. Chapter 3 focuses on modeling conditional heteroscedasticity
(i.e., the conditional variance of an asset return). It discusses various economet-
ric models developed recently to describe the evolution of volatility of an asset
return over time. The chapter also discusses alternative methods to volatility mod-
eling, including use of high-frequency transactions data and daily high and low
prices of an asset. In Chapter 4, we address nonlinearity in financial time series,
introduce test statistics that can discriminate nonlinear series from linear ones,
and discuss several nonlinear models. The chapter also introduces nonparametric

Analysis of Financial Time Series, Second Edition By Ruey S. Tsay
Copyright © 2005 John Wiley & Sons, Inc.



2 FINANCIAL TIME SERIES AND THEIR CHARACTERISTICS

estimation methods and neural networks and shows various applications of non-
linear models in finance. Chapter 5 is concerned with analysis of high-frequency
financial data and its application to market microstructure. It shows that nonsyn-
chronous trading and bid—ask bounce can introduce serial correlations in a stock
return. It also studies the dynamic of time duration between trades and some
econometric models for analyzing transactions data. In Chapter 6, we introduce
continuous-time diffusion models and Ito’s lemma. Black—Scholes option pric-
ing formulas are derived and a simple jump diffusion model is used to capture
some characteristics commonly observed in options markets. Chapter 7 discusses
extreme value theory, heavy-tailed distributions, and their application to financial
risk management. In particular, it discusses various methods for calculating value
at risk of a financial position. Chapter 8 focuses on multivariate time series anal-
ysis and simple multivariate models with emphasis on the lead—lag relationship
between time series. The chapter also introduces cointegration, some cointegra-
tion tests, and threshold cointegration and applies the concept of cointegration to
investigate arbitrage opportunity in financial markets. Chapter 9 discusses ways
to simplify the dynamic structure of a multivariate series and methods to reduce
the dimension. It introduces and demonstrates three types of factor model to ana-
lyze returns of multiple assets. In Chapter 10, we introduce multivariate volatility
models, including those with time-varying correlations, and discuss methods that
can be used to reparameterize a conditional covariance matrix to satisfy the pos-
itiveness constraint and reduce the complexity in volatility modeling. Chapter 11
introduces state-space models and the Kalman filter and discusses the relationship
between state-space models and other econometric models discussed in the book.
It also gives several examples of financial applications. Finally, in Chapter 12,
we introduce some newly developed Markov chain Monte Carlo (MCMC) meth-
ods in the statistical literature and apply the methods to various financial research
problems, such as the estimation of stochastic volatility and Markov switching
models.

The book places great emphasis on application and empirical data analysis.
Every chapter contains real examples and, on many occasions, empirical character-
istics of financial time series are used to motivate the development of econometric
models. Computer programs and commands used in data analysis are provided
when needed. In some cases, the programs are given in an appendix. Many real
data sets are also used in the exercises of each chapter.

1.1 ASSET RETURNS

Most financial studies involve returns, instead of prices, of assets. Campbell, Lo,
and MacKinlay (1997) give two main reasons for using returns. First, for average
investors, return of an asset is a complete and scale-free summary of the investment
opportunity. Second, return series are easier to handle than price series because
the former have more attractive statistical properties. There are, however, several
definitions of an asset return.
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Let P, be the price of an asset at time index t. We discuss some definitions of
returns that are used throughout the book. Assume for the moment that the asset
pays no dividends.

One-Period Simple Return
Holding the asset for one period from date r — 1 to date r would result in a simple
gross return

Py

I+ R =" o P=P_i(l+Ry). (1.1)

t—1

The corresponding one-period simple net return or simple return is

P P, — P _
R, = t 1= t tl.

(1.2)
Py Py

Multiperiod Simple Return
Holding the asset for k periods between dates  — k and ¢ gives a k-period simple
gross return

P, P P,_ P _
1+ Rk = —— = 1 T2l 22t
Py P1 P P
= +R)A+R—1)-- (1 + R—gs1)
k-1
=[Ja+Rr-p.
j=0

Thus, the k-period simple gross return is just the product of the k one-period simple
gross returns involved. This is called a compound return. The k-period simple net
return is R;[k] = (P; — Pi—_;)/ Pi—.

In practice, the actual time interval is important in discussing and comparing
returns (e.g., monthly return or annual return). If the time interval is not given,
then it is implicitly assumed to be one year. If the asset was held for k years, then
the annualized (average) return is defined as
. 1/k
Annualized{R,[k]} = | [ [(1 + Ri—)) —1.

j=0

This is a geometric mean of the k one-period simple gross returns involved and
can be computed by

k—1
1
Annualized{R; [K]} = exp | - Y In(+R_) | -1
j=0

where exp(x) denotes the exponential function and In(x) is the natural logarithm
of the positive number x. Because it is easier to compute arithmetic average than
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geometric mean and the one-period returns tend to be small, one can use a first-order
Taylor expansion to approximate the annualized return and obtain

k—1
, 1
Annualized{R, [k]} ~ ZO Ri_j. (1.3)
J=

Accuracy of the approximation in Eq. (1.3) may not be sufficient in some applica-
tions, however.

Continuous Compounding

Before introducing continuously compounded return, we discuss the effect of com-
pounding. Assume that the interest rate of a bank deposit is 10% per annum and
the initial deposit is $1.00. If the bank pays interest once a year, then the net
value of the deposit becomes $1(1 4+ 0.1) = $1.1 one year later. If the bank pays
interest semiannually, the 6-month interest rate is 10%/2 = 5% and the net value is
$1(1 +0.1/2)> = $1.1025 after the first year. In general, if the bank pays interest
m times a year, then the interest rate for each payment is 10%/m and the net value
of the deposit becomes $1(1 + 0.1/m)™ one year later. Table 1.1 gives the results
for some commonly used time intervals on a deposit of $1.00 with interest rate of
10% per annum. In particular, the net value approaches $1.1052, which is obtained
by exp(0.1) and referred to as the result of continuous compounding. The effect of
compounding is clearly seen.

In general, the net asset value A of continuous compounding is

A = Cexp(r x n), (1.4)

where r is the interest rate per annum, C is the initial capital, and n is the number
of years. From Eq. (1.4), we have

C = Aexp(—r x n), (1.5)

which is referred to as the present value of an asset that is worth A dollars n years
from now, assuming that the continuously compounded interest rate is » per annum.

Table 1.1. Illustration of the Effects of Compounding®

Number of Interest Rate

Type Payments per Period Net Value
Annual 1 0.1 $1.10000
Semiannual 2 0.05 $1.10250
Quarterly 4 0.025 $1.10381
Monthly 12 0.0083 $1.10471
Weekly 52 0.1/52 $1.10506
Daily 365 0.1/365 $1.10516
Continuously 00 $1.10517

“The time interval is 1 year and the interest rate is 10% per annum.
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Continuously Compounded Return
The natural logarithm of the simple gross return of an asset is called the continu-
ously compounded return or log return:

Py

r,:ln(l—l—R,):lnP

t—1

= Pt — Pt-1, (1.6)

where p; = In(P;). Continuously compounded returns r, enjoy some advantages
over the simple net returns R;. First, consider multiperiod returns. We have

rilk] =1In(1 + R;[k]) = In[(1 + R)(1 + Ri—1) - - - (1 + Ri—g+1)]
=In(1+R) +In(1 + R—1) +--- +1In(l + Ri—41)

=ri+r—1+-+ k-

Thus, the continuously compounded multiperiod return is simply the sum of con-
tinuously compounded one-period returns involved. Second, statistical properties
of log returns are more tractable.

Portfolio Return

The simple net return of a portfolio consisting of N assets is a weighted average
of the simple net returns of the assets involved, where the weight on each asset is
the percentage of the portfolio’s value invested in that asset. Let p be a portfolio
that places weight w; on asset i. Then the simple return of p at time 7 is R, ; =
ZlN:l w; R;;, where R;; is the simple return of asset i.

The continuously compounded returns of a portfolio, however, do not have the
above convenient property. If the simple returns R;; are all small in magnitude, then
we have r,; ~ ZlNz | Wirir, wWhere rp, ; is the continuously compounded return of
the portfolio at time ¢. This approximation is often used to study portfolio returns.

Dividend Payment
If an asset pays dividends periodically, we must modify the definitions of asset
returns. Let D, be the dividend payment of an asset between dates t — 1 and ¢ and
P, be the price of the asset at the end of period 7. Thus, dividend is not included
in P;. Then the simple net return and continuously compounded return at time ¢
become

_ P+ D

R =———1, ry =In(P; + D;) — In(P—y).
P

Excess Return
Excess return of an asset at time ¢ is the difference between the asset’s return and
the return on some reference asset. The reference asset is often taken to be riskless

such as a short-term U.S. Treasury bill return. The simple excess return and log
excess return of an asset are then defined as

Z, = R, — Ry, r =Tt — Tor,s (1.7)



6 FINANCIAL TIME SERIES AND THEIR CHARACTERISTICS

where Ry, and r(, are the simple and log returns of the reference asset, respectively.
In the finance literature, the excess return is thought of as the payoff on an arbitrage
portfolio that goes long in an asset and short in the reference asset with no net
initial investment.

Remark. A long financial position means owning the asset. A short position
involves selling an asset one does not own. This is accomplished by borrowing the
asset from an investor who has purchased it. At some subsequent date, the short
seller is obligated to buy exactly the same number of shares borrowed to pay back
the lender. Because the repayment requires equal shares rather than equal dollars,
the short seller benefits from a decline in the price of the asset. If cash dividends are
paid on the asset while a short position is maintained, these are paid to the buyer
of the short sale. The short seller must also compensate the lender by matching
the cash dividends from his own resources. In other words, the short seller is also
obligated to pay cash dividends on the borrowed asset to the lender. 0

Summary of Relationship
The relationships between simple return R; and continuously compounded (or log)
return r; are

r,=1n(l+R1), Rt=ert_1.

If the returns R, and r, are in percentages, then
r,=100In | 1+ R . R, =100(/10 — 1),
100

Temporal aggregation of the returns produces

I+ Rkl =0+ R)A+Ri—1)--- (1 + Ri—41),
rlkl =ri+r—1+ - 1

If the continuously compounded interest rate is  per annum, then the relationship
between present and future values of an asset is

A =Cexp(r xn), C = Aexp(—r xn).

Example 1.1. If the monthly log return of an asset is 4.46%, then the corre-
sponding monthly simple return is 100[exp(4.46/100) — 1] = 4.56%. Also, if the
monthly log returns of the asset within a quarter are 4.46%, —7.34%, and 10.77%,
respectively, then the quarterly log return of the asset is (4.46 — 7.34 + 10.77)% =
7.89%.
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1.2 DISTRIBUTIONAL PROPERTIES OF RETURNS

To study asset returns, it is best to begin with their distributional properties. The
objective here is to understand the behavior of the returns across assets and over
time. Consider a collection of N assets held for 7 time periods, say, t =1, ..., T.
For each asset i, let r;; be its log return at time 7. The log returns under study
are {ry;i=1,...,N;t=1,...,T}. One can also consider the simple returns
{Riy;i=1,...,N;t=1,..., T} and the log excess returns {z;;i=1,...,N;
t=1,...,T}.

1.2.1 Review of Statistical Distributions and Their Moments

We briefly review some basic properties of statistical distributions and the moment
equations of a random variable. Let R be the k-dimensional Euclidean space. A
point in R* is denoted by x € R*. Consider two random vectors X = X1, ..., X))
and Y = (Yy,...,Y,) . Let P(X € A, Y € B) be the probability that X is in the
subspace A C R* and Y is in the subspace B C R?. For most of the cases consid-
ered in this book, both random vectors are assumed to be continuous.

Joint Distribution
The function
Fxy(x,y;0)=P(X <x,Y <y;0),

where x € R”, y € R?, and the inequality “<” is a component-by-component oper-
ation, is a joint distribution function of X and Y with parameter 6. Behavior of X

and Y is characterized by Fy y(x,y; ). If the joint probability density function
fey(x,y;0) of X and Y exists, then

X ry
Fxy(x,y;0) :/ f fey(w,z;0)dzdw.
—0Q —0Q

In this case, X and Y are continuous random vectors.

Marginal Distribution
The marginal distribution of X is given by

Fx(x;0) = Fxy(x,00,...,00;0).
Thus, the marginal distribution of X is obtained by integrating out Y. A similar
definition applies to the marginal distribution of Y.
If Kk =1, X is a scalar random variable and the distribution function becomes

Fx(x) = P(X <x;0),

which is known as the cumulative distribution function (CDF) of X. The CDF of a
random variable is nondecreasing (i.e., Fx(x;) < Fx(x) if x; < x») and satisfies



8 FINANCIAL TIME SERIES AND THEIR CHARACTERISTICS

Fx(—o00) =0 and Fx(oo) = 1. For a given probability p, the smallest real number
xp such that p < Fx(x)) is called the pth quantile of the random variable X. More
specifically,

xp = inf{x|p < Fx(x)}.
X
We use the CDF to compute the p value of a test statistic in the book.

Conditional Distribution
The conditional distribution of X given ¥ < y is given by

PX <x,Y<y0)

Fxjy<y(x;0) = PY <0

If the probability density functions involved exist, then the conditional density of
X givenY =y is

foy(x,y:0)

506 (1.8)

fxly(x§ 0) =

where the marginal density function fy(y; @) is obtained by

o0

A0 = [ foGiod
—00
From Eq. (1.8), the relation among joint, marginal, and conditional distributions is

Jry(x, 9:0) = fuy (x5 0) x f,(: ). (1.9)

This identity is used extensively in time series analysis (e.g., in maximum like-
lihood estimation). Finally, X and Y are independent random vectors if and only

ift fyy(x;0) = fi(x;0). In this case, fi y(x,y;0) = fi(x;0)f,(y;0).

Moments of a Random Variable
The ¢th moment of a continuous random variable X is defined as

my = E(X% = /oo xt f(x)dx,

—0o0

where E stands for expectation and f(x) is the probability density function of X.
The first moment is called the mean or expectation of X. It measures the central
location of the distribution. We denote the mean of X by u,. The fth central
moment of X is defined as

me = EL(X — ju)'] = f (r — o) f (x) dx
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provided that the integral exists. The second central moment, denoted by axz, mea-
sures the variability of X and is called the variance of X. The positive square root,
o,, of variance is the standard deviation of X. The first two moments of a random
variable uniquely determine a normal distribution. For other distributions, higher
order moments are also of interest.

The third central moment measures the symmetry of X with respect to its mean,
whereas the fourth central moment measures the tail behavior of X. In statistics,
skewness and kurtosis, which are normalized third and fourth central moments
of X, are often used to summarize the extent of asymmetry and tail thickness.
Specifically, the skewness and kurtosis of X are defined as

_ 3 _ 4
S() = E [M} K = E [M]

o} ol
The quantity K (x) — 3 is called the excess kurtosis because K (x) = 3 for a normal
distribution. Thus, the excess kurtosis of a normal random variable is zero. A
distribution with positive excess kurtosis is said to have heavy tails, implying that
the distribution puts more mass on the tails of its support than a normal distribution
does. In practice, this means that a random sample from such a distribution tends
to contain more extreme values. Such a distribution is said to be leptokurtic. On
the other hand, a distribution with negative excess kurtosis has short tails (e.g.,
a uniform distribution over a finite interval). Such a distribution is said to be

platykurtic.

In application, skewness and kurtosis can be estimated by their sample counter-
parts. Let {x1, ..., x7} be a random sample of X with T observations. The sample
mean is

1
fo =7 ), (1.10)
=1
the sample variance is
T
1
) A N2
& =ﬁ;<x,—ux>, (L11)
the sample skewness is
T
N 1
S()= —— — i)’ 1.12
W= 83 ,;(x' ) (1.12)
and the sample kurtosis is
T
N 1
K@) = —— — . 1.13
™) = G153 ;(xt ) (1.13)

Under the normality assumption, S(x) and K (x) — 3 are distributed asymptotically
as normal with zero mean and variances 6/ 7 and 24/ T, respectively; see Snedecor
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and Cochran (1980, p. 78). These asymptotic properties can be used to test the
normality of asset returns. Given an asset return series {r,...,rr}, to test the
skewness of the returns, we consider the null hypothesis H, : S(r) = 0 versus the
alternative hypothesis H, : S(r) # 0. The z-ratio statistic of the sample skewness
in Eq. (1.12) is

S(r)
V6T

The decision rule is as follows. Reject the null hypothesis at the « significance
level, if [t| > Zy/2, where Z, ), is the upper 100(e/2)th quantile of the standard
normal distribution. Alternatively, one can compute the p-value of the test statistic
t and reject H, if and only if the p-value is less than «.

Similarly, one can test the excess kurtosis of the return series using the hypothe-
ses H, : K(r) —3 =0 versus H, : K(r) — 3 # 0. The test statistic is

=

_ Ie(r) -3
- J24/T "’

which is asymptotically a standard normal random variable. The decision rule is to
reject H, if and only if the p-value of the test statistic is less than the significance
level «. Jarque and Bera (1987) combine the two prior tests and use the test
statistic

82 | (K(r) —3)?

JB = ,
6/T 24/T

which is asymptotically distributed as a chi-squared random variable with 2 degrees
of freedom, to test for the normality of r,. One rejects H, of normality if the p-value
of the J B statistic is less than the significance level.

Example 1.2. Consider the daily simple returns of the IBM stock used in
Table 1.2. The sample skewness and kurtosis of the returns are parts of the descrip-
tive (or summary) statistics that can be obtained easily using various statistical
software packages. Both SCA and S-Plus are used in the demonstration, where
‘d-ibmvwewsp6203.txt’ is the data file name. Note that in SCA the kurtosis
denotes excess kurtosis. From the output, the excess kurtosis is high, indicating
that the daily simple returns of IBM stock have heavy tails. To test the symmetry
of return distribution, we use the test statistic

00775 193
T0.024 0 T

which gives a p-value of about 0.001, indicating that the daily simple returns of
IBM stock are significantly skewed to the right at the 5% level.
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Table 1.2. Descriptive Statistics for Daily and Monthly Simple and

Log Returns of Selected Indexes and Stocks®

11

Standard Excess

Security Start Size Mean Deviation Skewness Kurtosis Minimum Maximum

Daily Simple Returns (%)
SP 62/7/3 10446 0.033 0.945 —-095 2576  —20.47 9.10
\AV 62/7/3 10446 0.045 0.794 —0.76 18.32  —17.14 8.66
EW 62/7/3 10446 0.085 0.726 —0.89 1342 —10.39 6.95
IBM 62/7/3 10446 0.052 1.648 —0.08 10.21  —-22.96 13.16
Intel 72/12/15 7828 0.131 2.998 —0.16 585 —29.57 26.38
M 62/7/3 10446 0.054 1.465 —0.28 12.87  —25.98 11.54
Microsoft ~ 86/3/14 4493 0.157 2.505 —-0.25 8.75 —=30.12 19.57
Citi-Group 86/10/30 4333 0.110 2.289 —0.10 6.79 —21.74 20.76

Daily Log Returns (%)

SP 62/7/3 10446 0.029 0.951 —1.41 3691 2290 8.71
\AV 62/7/3 10446 0.041 0.895 —1.06 2391 —18.80 8.31
EW 62/7/3 10446 0.082 0.728 —1.29 1470  —10.97 6.72
IBM 62/7/3 10446 0.039 1.649 —-0.25 12.60  —26.09 12.37
Intel 72/12/15 7828 0.086 3.013 —0.54 7.54  —35.06 23.41
M 62/7/3 10446 0.044 1.469 —-0.69  20.06 —30.08 10.92
Microsoft ~ 86/3/14 4493 0.126 2.518 —-0.73 13.23 —35.83 17.87
Citi-Group 86/10/30 4333 0.084 2.289 —0.21 747  =2451 18.86

Monthly Simple Returns (%)
SP 62/1 936 0.64 5.63 —0.35 926 —29.94 42.22
VW 26/1 936 0.95 5.49 —0.18 7.52  —28.98 38.27
EW 26/1 936 1.31 7.49 —1.54 1446  —31.18 65.51
IBM 26/1 936 1.42 7.11 —-0.27 2,15 —=26.19 35.38
Intel 73/1 372 2.71 13.42 —0.26 243 —44.87 62.50
3M 46/2 695 1.37 6.53 —0.24 0.96  —27.83 25.80
Microsoft 86/4 213 3.37 11.95 —0.53 1.40 3435 51.55
Citi-Group 86/11 206 2.20 9.52 —0.18 0.87 —34.48 26.08

Monthly Log Returns (%)
SP 26/1 936 0.48 5.62 —0.50 7.77  —35.58 35.22
\AV 26/1 936 0.79 5.48 —0.54 6.72 3422 32.41
EW 26/1 936 1.04 7.21 —0.29 8.40  —37.37 50.38
IBM 26/1 936 1.16 7.02 —0.15 2.04 -30.37 30.29
Intel 73/1 372 1.80 13.37 —0.60 290 —59.54 48.55
3M 46/2 695 1.16 6.43 —0.06 125  -32.61 22.95
Microsoft 86/4 213 2.66 11.48 —0.01 1.19  —42.09 41.58
Citi-Group 86/11 206 1.73 9.55 —0.65 2.08 —42.28 23.18

“Returns are in percentages and the sample period ends on December 31, 2003. The statistics are defined
in egs. (1.10)—(1.13). VW, EW, and SP denote value-weighted, equal-weighted, and S&P composite

index.
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SCA Demonstration

% denotes explanation.

input date, ibm, vw, ew, sp. file ’‘d-ibmvwewsp6203.txt’
% Load data into SCA and name the columns date,

% ibm, vw, ew, and sp.

ibm=ibm*100 % Compute percentage returns

desc ibm % Obtain descriptive statistics of ibm

VARIABLE NAME Is IBM
NUMBER OF OBSERVATIONS 10446
NUMBER OF MISSING VALUES 0

STATISTIC STD. ERROR STATISTIC/S.E.
MEAN 0.0523 0.0161 3.2457
VARIANCE 2.7163
STD DEVIATION 1.6481
C.V. 31.4900
SKEWNESS 0.0775 0.0240
KURTOSIS 10.2144 0.0479

QUARTILE
MINIMUM -22.9630
1ST QUARTILE -0.8380
MEDIAN 0.0000
3RD QUARTILE 0.8805
MAXIMUM 13.1640

RANGE

MAX - MIN 36.1270
Q3 - 01 1.7185

S-Plus Demonstration
> is the prompt character and % marks explanation.

module (finmetrics) % Load the Finmetrics module.

o

x=matrix(scan(file='d-ibmvwewsp6203.txt’),5) % Load data
ibm=x[2,]*100 % compute percentage returns

o

summaryStats (ibm) % obtain summary statistics

V V. V V

Sample Quantiles:
min 10 median 30 max
-22.96 -0.838 0 0.8807 13.16

Sample Moments:
mean std skewness kurtosis

0.05234 1.648 0.0775 13.22

Number of Observations: 10446
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1.2.2 Distributions of Returns

The most general model for the log returns {r;;;i =1,...,N;t=1,...,T}isits
joint distribution function:

Fe(rin, oo rNts Mz, oo IN2S <25 T - T Y5 0), (1.14)

where Y is a state vector consisting of variables that summarize the environment
in which asset returns are determined and @ is a vector of parameters that uniquely
determine the distribution function F;(.). The probability distribution F,(.) governs
the stochastic behavior of the returns r;; and Y. In many financial studies, the state
vector Y is treated as given and the main concern is the conditional distribution of
{ris} given Y. Empirical analysis of asset returns is then to estimate the unknown
parameter @ and to draw statistical inference about the behavior of {r;} given some
past log returns.

The model in Eq. (1.14) is too general to be of practical value. However, it
provides a general framework with respect to which an econometric model for
asset returns r; can be put in a proper perspective.

Some financial theories such as the capital asset pricing model (CAPM) of
Sharpe (1964) focus on the joint distribution of N returns at a single time index
t (i.e., the distribution of {ry, ..., ry}). Other theories emphasize the dynamic
structure of individual asset returns (i.e., the distribution of {r;q, ..., r;7} for a given
asset 7). In this book, we focus on both. In the univariate analysis of Chapters 2—7,
our main concern is the joint distribution of {r,-,}tT=l for asset i. To this end, it is
useful to partition the joint distribution as

F(riv,...,rir; 0) = F(ri)F(ria|lry) - F(riplriz—1, ..., ri1)
T
= Fri) [ [ FCulri, ..o, (1.15)
=2

where, for simplicity, the parameter € is omitted. This partition highlights the
temporal dependencies of the log return r;;. The main issue then is the specification
of the conditional distribution F(ry|ri;—1,.), in particular, how the conditional
distribution evolves over time. In finance, different distributional specifications
lead to different theories. For instance, one version of the random-walk hypothesis

is that the conditional distribution F(ri|ri;—1,...,ri1) is equal to the marginal
distribution F(r;). In this case, returns are temporally independent and, hence, not
predictable.

It is customary to treat asset returns as continuous random variables, especially
for index returns or stock returns calculated at a low frequency, and use their
probability density functions. In this case, using the identity in Eq. (1.9), we can
write the partition in Eq. (1.15) as

T
friv,orir; 0) = f(rir; 0) l—[ fidlrig—1, ..., rin, 0). (1.16)

=2



14 FINANCIAL TIME SERIES AND THEIR CHARACTERISTICS

For high-frequency asset returns, discreteness becomes an issue. For example, stock
prices change in multiples of a tick size on the New York Stock Exchange (NYSE).
The tick size was one-eighth of a dollar before July 1997 and was one-sixteenth of
a dollar from July 1997 to January 2001. Therefore, the tick-by-tick return of an
individual stock listed on the NYSE is not continuous. We discuss high-frequency
stock price changes and time durations between price changes later in Chapter 5.

Remark. On August 28, 2000, the NYSE began a pilot program with seven
stocks priced in decimals and the American Stock Exchange (AMEX) began a
pilot program with six stocks and two options classes. The NYSE added 57 stocks
and 94 stocks to the program on September 25 and December 4, 2000, respec-
tively. All NYSE and AMEX stocks started trading in decimals on January 29,
2001. 0

Equation (1.16) suggests that conditional distributions are more relevant than
marginal distributions in studying asset returns. However, the marginal distributions
may still be of some interest. In particular, it is easier to estimate marginal distribu-
tions than conditional distributions using past returns. In addition, in some cases,
asset returns have weak empirical serial correlations, and, hence, their marginal
distributions are close to their conditional distributions.

Several statistical distributions have been proposed in the literature for the
marginal distributions of asset returns, including normal distribution, lognormal dis-
tribution, stable distribution, and scale-mixture of normal distributions. We briefly
discuss these distributions.

Normal Distribution

A traditional assumption made in financial study is that the simple returns {R; |t =
1,..., T} are independently and identically distributed as normal with fixed mean
and variance. This assumption makes statistical properties of asset returns tractable.
But it encounters several difficulties. First, the lower bound of a simple return is
—1. Yet the normal distribution may assume any value in the real line and, hence,
has no lower bound. Second, if R; is normally distributed, then the multiperiod
simple return Rj; [k] is not normally distributed because it is a product of one-period
returns. Third, the normality assumption is not supported by many empirical asset
returns, which tend to have a positive excess kurtosis.

Lognormal Distribution

Another commonly used assumption is that the log returns r, of an asset are inde-
pendent and identically distributed (iid) as normal with mean p and variance o.
The simple returns are then iid lognormal random variables with mean and variance

given by

2
E(R;) = exp (u + “—) —1,  Var(R,) = exp(2u + oH)[exp(o?) — 1].

2
(1.17)
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These two equations are useful in studying asset returns (e.g., in forecasting using
models built for log returns). Alternatively, let m and m, be the mean and variance
of the simple return R,, which is lognormally distributed. Then the mean and
variance of the corresponding log return r, are

E@r;) =In mp + 1 . Var(r,) = In (1 + Lz) )
V1+my/(1+my)? (1 +my)

Because the sum of a finite number of iid normal random variables is normal,
r[k] is also normally distributed under the normal assumption for {r,}. In addition,
there is no lower bound for r,, and the lower bound for R, is satisfied using
1 4+ R; = exp(r;). However, the lognormal assumption is not consistent with all
the properties of historical stock returns. In particular, many stock returns exhibit
a positive excess kurtosis.

Stable Distribution

The stable distributions are a natural generalization of normal in that they are
stable under addition, which meets the need of continuously compounded returns
r;. Furthermore, stable distributions are capable of capturing excess kurtosis shown
by historical stock returns. However, non-normal stable distributions do not have a
finite variance, which is in conflict with most finance theories. In addition, statistical
modeling using non-normal stable distributions is difficult. An example of non-
normal stable distributions is the Cauchy distribution, which is symmetric with
respect to its median but has infinite variance.

Scale Mixture of Normal Distributions

Recent studies of stock returns tend to use scale mixture or finite mixture of normal
distributions. Under the assumption of scale mixture of normal distributions, the log
return r, is normally distributed with mean p and variance o ie,r,~N (i, o).
However, o2 is a random variable that follows a positive distribution (e.g., o2
follows a gamma distribution). An example of finite mixture of normal distribu-
tions is

re~ (1= X)N(u, o) + XN (i, 03),

where X is a Bernoulli random variable such that P(X = 1) =« and P(X =0) =
l—awithl<a<l, 012 is small, and 022 is relatively large. For instance, with
a = 0.05, the finite mixture says that 95% of the returns follow N (u, 012) and 5%
follow N (u, 022). The large value of 022 enables the mixture to put more mass at the
tails of its distribution. The low percentage of returns that are from N (y, 0'22) says
that the majority of the returns follow a simple normal distribution. Advantages
of mixtures of normal include that they maintain the tractability of normal, have
finite higher order moments, and can capture the excess kurtosis. Yet it is hard to
estimate the mixture parameters (e.g., the « in the finite-mixture case).



16 FINANCIAL TIME SERIES AND THEIR CHARACTERISTICS

0.4

Normal

Figure 1.1. Comparison of finite mixture, stable, and standard normal density functions.

Figure 1.1 shows the probability density functions of a finite mixture of normal,
Cauchy, and standard normal random variable. The finite mixture of normal is
(1—-X)N@O, 1)+ X x N(0, 16) with X being Bernoulli such that P(X = 1) =
0.05, and the density function of Cauchy is

1

= —00<x<O00.
a(l + x2)

fx)
It is seen that the Cauchy distribution has fatter tails than the finite mixture of
normal, which, in turn, has fatter tails than the standard normal.

1.2.3 Multivariate Returns

Let r, = (ri;, ..., rn;) be the log returns of N assets at time 7. The multivariate
analyses of Chapters 8 and 10 are concerned with the joint distribution of {"t};T=1~
This joint distribution can be partitioned in the same way as that of Eq. (1.15).
The analysis is then focused on the specification of the conditional distribution
function F(r;|r;—1,...,r1,0). In particular, how the conditional expectation and
conditional covariance matrix of r, evolve over time constitute the main subjects
of Chapters 8 and 10.

The mean vector and covariance matrix of a random vector X = (X1, ..., X,)
are defined as

E(X)=p, =[EX1),..., EXp)],
Cov(X) = X, = E[(X — ) (X — p,)'],
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provided that the expectations involved exist. When the data {x;,...,x7} of X
are available, the sample mean and covariance matrix are defined as

1 1
= T E X, Xy= 71 E (x; — o) (xr — 1ty
=1 =1

These sample statistics are consistent estimates of their theoretical counterparts
provided that the covariance matrix of X exists. In the finance literature, the mul-
tivariate normal distribution is often used for the log return r;.

1.2.4 Likelihood Function of Returns

The partition of Eq. (1.15) can be used to obtain the likelihood function of the
log returns {ry, ..., rr} of an asset, where for ease in notation the subscript i is
omitted from the log return. If the conditional distribution f(r;|r,—1, ..., 7, 80) is
normal with mean u, and variance atz, then @ consists of the parameters in p, and
o and the likelihood function of the data is

. —(r,—u,)z
[, 0) = f(nﬂ)]‘[ra — ) (1.18)
t t

where f(ry; 0) is the marginal density function of the first observation ry. The value
of @ that maximizes this likelihood function is the maximum likelihood estimate
(MLE) of 6. Since the log function is monotone, the MLE can be obtained by
maximizing the log likelihood function,

T

1 . _ . 1 2 (”z—,U«t)2
nfE s 8) =1 £ 0) = < > (In@m) + In(o?) + — )

=2 t

which is easier to handle in practice. The log likelihood function of the data can
be obtained in a similar manner if the conditional distribution f (r/|r;—1, ..., 71;0)
is not normal.

1.2.5 Empirical Properties of Returns

The data used in this section are obtained from the Center for Research in Secu-
rity Prices (CRSP) of the University of Chicago. Dividend payments, if any, are
included in the returns. Figure 1.2 shows the time plots of monthly simple returns
and log returns of International Business Machines (IBM) stock from January 1926
to December 2003. A time plot shows the data against the time index. The upper
plot is for the simple returns. Figure 1.3 shows the same plots for the monthly
returns of value-weighted market index. As expected, the plots show that the basic
patterns of simple and log returns are similar.
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Figure 1.2. Time plots of monthly returns of IBM stock from January 1926 to December 2003. The
upper panel is for simple returns, and the lower panel is for log returns.
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Figure 1.3. Time plots of monthly returns of the value-weighted index from January 1926 to December
2003. The upper panel is for simple returns, and the lower panel is for log returns.
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Table 1.2 provides some descriptive statistics of simple and log returns for
selected U.S. market indexes and individual stocks. The returns are for daily and
monthly sample intervals and are in percentages. The data spans and sample sizes
are also given in the table. From the table, we make the following observations.
(a) Daily returns of the market indexes and individual stocks tend to have high
excess kurtosis. For monthly series, the returns of market indexes have higher
excess kurtosis than individual stocks. (b) The mean of a daily return series is
close to zero, whereas that of a monthly return series is slightly larger. (c) Monthly
returns have higher standard deviations than daily returns. (d) Among the daily
returns, market indexes have smaller standard deviations than individual stocks.
This is in agreement with common sense. (¢) The skewness is not a serious prob-
lem for both daily and monthly returns. (f) The descriptive statistics show that the
difference between simple and log returns is not substantial.

Figure 1.4 shows the empirical density functions of monthly simple and log
returns of IBM stock. Also shown, by a dashed line, in each graph is the nor-
mal probability density function evaluated by using the sample mean and standard
deviation of IBM returns given in Table 1.2. The plots indicate that the normality
assumption is questionable for monthly IBM stock returns. The empirical den-
sity function has a higher peak around its mean, but fatter tails than that of the
corresponding normal distribution. In other words, the empirical density function is
taller and skinnier, but with a wider support than the corresponding normal density.

0.06 0.06 —
0.05 0.05
0.04 — 0.04 —
= 2
2 0.03 2 0.03 —
(0] [0}
© ©
0.02 0.02
0.01 0.01
0.0 4 - 0.0 4 —
T T T T T T T T T T
—40 -20 0 20 40 -40 -20 0 20 40
simple return log return

Figure 1.4. Comparison of empirical and normal densities for the monthly simple and log returns of
IBM stock. The sample period is from January 1926 to December 2003. The left plot is for simple
returns and the right plot for log returns. The normal density, shown by the dashed line, uses the sample
mean and standard deviation given in Table 1.2.
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1.3 PROCESSES CONSIDERED

Besides the return series, we also consider the volatility process and the behavior of
extreme returns of an asset. The volatility process is concerned with the evolution
of conditional variance of the return over time. This is a topic of interest because, as
shown in Figures 1.2 and 1.3, the variabilities of returns vary over time and appear
in clusters. In application, volatility plays an important role in pricing options and
risk management. By extremes of a return series, we mean the large positive or
negative returns. Table 1.2 shows that the minimum and maximum of a return series
can be substantial. The negative extreme returns are important in risk management,
whereas positive extreme returns are critical to holding a short position. We study
properties and applications of extreme returns, such as the frequency of occurrence,
the size of an extreme, and the impacts of economic variables on the extremes, in
Chapter 7.

Other financial time series considered in the book include interest rates, exchange
rates, bond yields, and quarterly earning per share of a company. Figure 1.5 shows
the time plots of two U.S. monthly interest rates. They are the 10-year and 1-year
Treasury constant maturity rates from April 1954 to March 2004. As expected,
the two interest rates moved in unison, but the 1-year rates appear to be more
volatile. Figure 1.6 shows the daily exchange rate between the U.S. dollar and

(a)

15 —
10
[0]
©
5
0 | | | | |
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0 T T T T T
1960 1970 1980 1990 2000
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Figure 1.5. Time plots of monthly U.S. interest rates from April 1953 to March 2004: (a) the 10-year
Treasury constant maturity rate and (b) the 1-year maturity rate.
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Figure 1.6. Time plot of daily exchange rate between U.S. dollar and Japanese yen from January 3,
2000 to March 26, 2004: (a) exchange rate and (b) changes in exchange rate.

the Japanese yen from January 2000 to March 2004. From the plot, the exchange
rate encountered occasional big changes in the sampling period. Table 1.3 provides
some descriptive statistics for selected U.S. financial time series. The monthly bond
returns obtained from CRSP are Fama bond portfolio returns from January 1952
to December 2003. The interest rates are obtained from the Federal Reserve Bank
of St. Louis. The weekly 3-month Treasury bill rate started on January 8, 1954,
and the 6-month rate started on December 12, 1958. Both series ended on April 9,
2004. For the interest rate series, the sample means are proportional to the time to
maturity, but the sample standard deviations are inversely proportional to the time
to maturity. For the bond returns, the sample standard deviations are positively
related to the time to maturity, whereas the sample means remain stable for all
maturities. Most of the series considered have positive excess kurtosis.

With respect to the empirical characteristics of returns shown in Table 1.2,
Chapters 2—4 focus on the first four moments of a return series and Chapter 7
on the behavior of minimum and maximum returns. Chapters 8 and 10 are con-
cerned with moments of and the relationships between multiple asset returns, and
Chapter 5 addresses properties of asset returns when the time interval is small. An
introduction to mathematical finance is given in Chapter 6.
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Table 1.3. Descriptive Statistics of Selected U.S. Financial Time Series”

Standard Excess

Maturity Mean  Deviation  Skewness  Kurtosis  Minimum  Maximum

Monthly Bond Returns: January 1952 to December 2003, T = 624

1-12 months 0.47 0.36 243 12.67 —0.40 3.52
24-36 months 0.53 0.99 1.40 12.93 —4.90 9.33
48—-60 months 0.53 1.42 0.62 4.97 —5.78 10.06
61-120 months ~ 0.55 1.71 0.63 4.86 —7.35 10.92

Monthly Treasury Rates: April 1953 to March 2004, T = 612

1 year 5.80 3.01 0.96 1.27 —0.82 16.72
3 years 6.21 2.86 0.89 0.81 —1.47 16.22
5 years 6.41 2.79 0.88 0.67 —1.85 15.93
10 years 6.60 2.73 0.83 0.42 —2.29 15.32

Weekly Treasury Bill Rates: End on February 16, 2001

3 months 5.51 2.76 1.14 1.88 —0.58 16.76
6 months 6.08 2.56 1.26 1.82 —2.35 15.76

“The data are in percentages. The weekly 3-month Treasury bill rate started from January 8, 1954 and
the 6-month rate started from December 12, 1958. Data sources are given in the text.

EXERCISES

1.1.

1.2.

Consider the daily stock returns of American Express (axp), Caterpillar (cat),
and Starbucks (sbux) from January 1994 to December 2003. The data are
simple returns given in the file d-3stock.txt (date, axp, cat, sbux).

(a) Express the simple returns in percentages. Compute the sample mean,
standard deviation, skewness, excess kurtosis, minimum, and maximum
of the percentage simple returns.

(b) Transform the simple returns to log returns.

(c) Express the log returns in percentages. Compute the sample mean, stan-
dard deviation, skewness, excess kurtosis, minimum, and maximum of the
percentage log returns.

(d) Test the null hypothesis that the mean of the log returns of each stock
is zero. (Perform three separate tests.) Use 5% significance level to draw
your conclusion.

Answer the same questions as Exercise 1.1 but using monthly stock returns for
IBM, CRSP value-weighted index (VW), CRSP equal-weighted index (EW),
and S&P composite index from January 1975 to December 2003. The returns
of the indexes include dividend distributions. Data file is m- ibm3dx7503 . txt.
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1.3. Consider the monthly stock returns of S&P composite index from January
1975 to December 2003 in Exercise 1.2. Answer the following questions:

(a) What is the average annual log return over the data span?

(b) Assume that there were no transaction costs. If one invested $1.00 on the
S&P composite index at the beginning of 1975, what was the value of the
investment at the end of 2003?

1.4. Consider the daily log returns of American Express stock from January 1994
to December 2003 as in Exercise 1.1. Use the 5% significance level to perform
the following tests. (a) Test the null hypothesis that the skewness measure of
the returns is zero. (b) Test the null hypothesis that the excess kurtosis of the
returns is zero.

1.5. Daily foreign exchange rates (spot rates) can be obtained from the Federal
Reserve Bank in Chicago. The data are the noon buying rates in New York City
certified by the Federal Reserve Bank of New York. Consider the exchange
rates between the U.S. dollar and the Canadian dollar, euro, U.K. pound, and
Japanese yen from January 2000 to March 2004. (a) Compute the daily log
return of each exchange rate. (b) Compute the sample mean, standard devia-
tion, skewness, excess kurtosis, minimum, and maximum of the log returns of
each exchange rate. (c) Discuss the empirical characteristics of the log returns
of exchange rates.
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CHAPTER 2

Linear Time Series Analysis
and Its Applications

In this chapter, we discuss basic theories of linear time series analysis, introduce
some simple econometric models useful for analyzing financial time series, and
apply the models to asset returns. Discussions of the concepts are brief with empha-
sis on those relevant to financial applications. Understanding the simple time series
models introduced here will go a long way to better appreciate the more sophis-
ticated financial econometric models of the later chapters. There are many time
series textbooks available. For basic concepts of linear time series analysis, see
Box, Jenkins, and Reinsel (1994, Chapters 2 and 3) and Brockwell and Davis
(1996, Chapters 1-3).

Treating an asset return (e.g., log return r, of a stock) as a collection of random
variables over time, we have a time series {r;}. Linear time series analysis provides
a natural framework to study the dynamic structure of such a series. The theories
of linear time series discussed include stationarity, dynamic dependence, autocor-
relation function, modeling, and forecasting. The econometric models introduced
include (a) simple autoregressive (AR) models, (b) simple moving-average (MA)
models, (c) mixed autoregressive moving-average (ARMA) models, (d) seasonal
models, (e) unit-root nonstationarity, (f) regression models with time series errors,
and (g) fractionally differenced models for long-range dependence. For an asset
return r,, simple models attempt to capture the linear relationship between r, and
information available prior to time ¢. The information may contain the historical
values of r, and the random vector Y in Eq. (1.14) that describes the economic envi-
ronment under which the asset price is determined. As such, correlation plays an
important role in understanding these models. In particular, correlations between the
variable of interest and its past values become the focus of linear time series anal-
ysis. These correlations are referred to as serial correlations or autocorrelations.
They are the basic tool for studying a stationary time series.

Analysis of Financial Time Series, Second Edition By Ruey S. Tsay
Copyright © 2005 John Wiley & Sons, Inc.

24



CORRELATION AND AUTOCORRELATION FUNCTION 25
2.1 STATIONARITY

The foundation of time series analysis is stationarity. A time series {r;} is said to
be strictly stationary if the joint distribution of (r;, ..., r,) is identical to that of
(141> - - -» ') Tor all £, where k is an arbitrary positive integer and (fq, ..., ) is
a collection of k positive integers. In other words, strict stationarity requires that the
joint distribution of (r;, ..., ;) is invariant under time shift. This is a very strong
condition that is hard to verify empirically. A weaker version of stationarity is often
assumed. A time series {r,} is weakly stationary if both the mean of r, and the
covariance between r; and r,_, are time-invariant, where ¢ is an arbitrary integer.
More specifically, {r;} is weakly stationary if (a) E(r;) = u, which is a constant,
and (b) Cov(r;, r;—¢) = y¢, which only depends on £. In practice, suppose that we
have observed T data points {r;|t =1, ..., T}. The weak stationarity implies that
the time plot of the data would show that the T values fluctuate with constant
variation around a fixed level. In applications, weak stationarity enables one to
make inferences concerning future observations (e.g., prediction).

Implicitly, in the condition of weak stationarity, we assume that the first two
moments of r, are finite. From the definitions, if r; is strictly stationary and its
first two moments are finite, then r, is also weakly stationary. The converse is
not true in general. However, if the time series r, is normally distributed, then
weak stationarity is equivalent to strict stationarity. In this book, we are mainly
concerned with weakly stationary series.

The covariance y, = Cov(ry, r;—¢) is called the lag-¢ autocovariance of r;.
It has two important properties: (a) yp = Var(r,) and (b) y_¢ = y¢. The sec-
ond property holds because Cov(r;, r;——¢)) = Cov(ri——p), 1) = Cov(riqe, 1) =
Cov(ry, r1y—¢), where t; =1 + £.

In the finance literature, it is common to assume that an asset return series is
weakly stationary. This assumption can be checked empirically provided that a
sufficient number of historical returns are available. For example, one can divide
the data into subsamples and check the consistency of the results obtained across
the subsamples.

2.2 CORRELATION AND AUTOCORRELATION FUNCTION

The correlation coefficient between two random variables X and Y is defined as

__Cov(X,¥) _ EIX —p)(Y — )]
SVaX)Var(Y)  JEX = ) 2EQY — py)*

Px,y

where p, and pu, are the mean of X and Y, respectively, and it is assumed that the
variances exist. This coefficient measures the strength of linear dependence between
X and Y, and it can be shown that —1 < p, , < 1 and p, , = py . The two random
variables are uncorrelated if p, , = 0. In addition, if both X and Y are normal
random variables, then p, , = 0 if and only if X and Y are independent. When the
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sample {(x,, y,)}tT:1 is available, the correlation can be consistently estimated by
its sample counterpart

Yl =D =)
NOSANTIE S ST

Px,y =

where ¥ = (Y[, x,)/T and ¥ = (X_, v/)/ T are the sample mean of X and Y,
respectively.

Autocorrelation Function (ACF)

Consider a weakly stationary return series r,. When the linear dependence between
r, and its past values r,_; is of interest, the concept of correlation is generalized
to autocorrelation. The correlation coefficient between r; and r;_, is called the
lag-£ autocorrelation of r, and is commonly denoted by p,;, which under the weak
stationarity assumption is a function of £ only. Specifically, we define

oy — Cov(ri,ri—e)  _ Covlre,ri—e) _ re 2.1

/ Var(r;) Var(r;_) Var(r) Y0

where the property Var(r,) = Var(r,_,) for a weakly stationary series is used. From
the definition, we have pgp = 1, py = p—¢, and —1 < p; < 1. In addition, a weakly
stationary series r, is not serially correlated if and only if p; = 0 for all £ > 0.
For a given sample of returns {r, tT=1’ let 7 be the sample mean (i.e., 7 =
(Z,T:I rt) /T. Then the lag-1 sample autocorrelation of r; is

_ X =D =)
VGRS

Under some general conditions, p; is a consistent estimate of p;. For example, if
{r;} is an independent and identically distributed (iid) sequence and E (r,z) < 00,
then p; is asymptotically normal with mean zero and variance 1/T; see Brockwell
and Davis (1991, Theorem 7.2.2). This result can be used in practice to test the
null hypothesis H, : p; = 0 versus the alternative hypothesis H, : p; # 0. The test
statistic is the usual 7 ratio, which is /T 51, and follows asymptotically the standard
normal distribution. In general, the lag-¢ sample autocorrelation of r; is defined as

P

A ZzT=u1(”t =7r)(r—¢—T)

S —F)?

. 0<e<T-—1. (2.2)

If {r;} is an iid sequence satisfying E (r,z) < 00, then g, is asymptotically normal
with mean zero and variance 1/T for any fixed positive integer £. More generally,
if r, is a weakly stationary time series satisfying r, = u + Z:'I:o Yia;—;, where
Yo = 1,¢ is a non-negative integer, and {a;} is a Gaussian white noise series,
then pg is asymptotically normal with mean zero and variance (1 +2 Z?:l pl.z)/ T
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for ¢ > q. This is referred to as Bartlett’s formula in the time series literature;
see Box, Jenkins, and Reinsel (1994). For more information about the asymptotic
distribution of sample autocorrelations, see Fuller (1976, Chapter 6) and Brockwell
and Davis (1991, Chapter 7).

Testing Individual ACF
For a given positive integer ¢, the previous result can be used to test H, : py =0
versus H, : p¢ # 0. The test statistic is

b
Ja+2xo gyt

t-ratio =

If {r;} is a stationary Gaussian series satisfying p; =0 for j > ¢, the t-ratio
is asymptotically distributed as a standard normal random variable. Hence, the
decision rule of the test is to reject H, if |t-ratio| > Z,/>, where Z, ), is the
100(1 — «/2)th percentile of the standard normal distribution.

In finite samples, p; is a biased estimator of p,. The bias is on the order of
1/T, which can be substantial when the sample size 7" is small. In most financial
applications, T is relatively large so that the bias is not serious.

Portmanteau Test
Financial applications often require to test jointly that several autocorrelations of
r; are zero. Box and Pierce (1970) propose the Portmanteau statistic

Q*m)=TY p;
(=1

as a test statistic for the null hypothesis H, : p; = --- = p,, = 0 against the alter-
native hypothesis H, : p; # 0 for some i € {1, ..., m}. Under the assumption that
{r;} is an iid sequence with certain moment conditions, Q*(m) is asymptotically a
chi-squared random variable with m degrees of freedom.

Ljung and Box (1978) modify the Q*(m) statistic as below to increase the power
of the test in finite samples:

pi

T—¢

Qm) =T(T+2)) 2.3)
=1

The decision rule is to reject H, if Q(m) > Xc%’ where x§ denotes the 100(1 — «)th
percentile of a chi-squared distribution with m degrees of freedom. Most software
packets will provide the p-value of Q(m). The decision rule is then to reject H,
if the p-value is less than or equal to «, the significance level.

In practice, the selection of m may affect the performance of the Q(m) statistic.
Several values of m are often used. Simulation studies suggest that the choice of
m =~ In(T') provides better power performance. This general rule needs modification
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in analysis of seasonal time series for which autocorrelations with lags at multiples
of the seasonality are more important.

The statistics gy, 02, . .. defined in Eq. (2.2) is called the sample autocorrelation
function (ACF) of r,. It plays an important role in linear time series analysis. As a
matter of fact, a linear time series model can be characterized by its ACF, and linear
time series modeling makes use of the sample ACF to capture the linear dynamic of
the data. Figure 2.1 shows the sample autocorrelation functions of monthly simple
and log returns of IBM stock from January 1926 to December 1997. The two sample
ACFs are very close to each other, and they suggest that the serial correlations of
monthly IBM stock returns are very small, if any. The sample ACFs are all within
their two standard-error limits, indicating that they are not significantly different
from zero at the 5% level. In addition, for the simple returns, the Ljung—Box
statistics give Q(5) = 5.4 and Q(10) = 14.1, which correspond to p-values of 0.37
and 0.17, respectively, based on chi-squared distributions with 5 and 10 degrees of
freedom. For the log returns, we have Q(5) = 5.8 and Q(10) = 13.7 with p-values
0.33 and 0.19, respectively. The joint tests confirm that monthly IBM stock returns
have no significant serial correlations. Figure 2.2 shows the same for the monthly
returns of the value-weighted index from the Center for Research in Security Prices
(CRSP), University of Chicago. There are some significant serial correlations at

(a) Simple returns
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Figure 2.1. Sample autocorrelation functions of monthly (a) simple returns and (b) log returns of

IBM stock from January 1926 to December 1997. In each plot, the two horizontal lines denote two
standard-error limits of the sample ACF.
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(a) Simple returns
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Figure 2.2. Sample autocorrelation functions of monthly (a) simple returns and (b) log returns of the
value-weighted index of U.S. markets from January 1926 to December 1997. In each plot, the two
horizontal lines denote two standard-error limits of the sample ACF.

the 5% level for both return series. The Ljung—Box statistics give Q(5) = 27.8
and Q(10) = 36.0 for the simple returns and Q(5) = 26.9 and Q(10) = 32.7 for
the log returns. The p-values of these four test statistics are all less than 0.0003,
suggesting that monthly returns of the value-weighted index are serially correlated.
Thus, the monthly market index return seems to have stronger serial dependence
than individual stock returns.

In the finance literature, a version of the capital asset pricing model (CAPM)
theory is that the return {r,} of an asset is not predictable and should have no auto-
correlations. Testing for zero autocorrelations has been used as a tool to check
the efficient market assumption. However, the way by which stock prices are
determined and index returns are calculated might introduce autocorrelations in
the observed return series. This is particularly so in analysis of high-frequency
financial data. We discuss some of these issues in Chapter 5.

SCA Demonstration
Output edited and % denotes explanation.

input ibm. file 'm-ibm2697.txt’ % Load data
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)

acf ibm. maxl 10. % Compute 10 lags of ACF.

NAME OF THE SERIES . . . . . . . . . . IBM
TIME PERIOD ANALYZED . . . . . . . . . 1 TO 864
MEAN OF THE (DIFFERENCED) SERIES . . . 0.0142
STANDARD DEVIATION OF THE SERIES . . . 0.0670
T-VALUE OF MEAN (AGAINST ZERO) . . . . 6.2246

AUTOCORRELATIONS % ACF(lag 1 to 10), Standard error, Q(m)

1- 10 .07 .01 -.02 -.01 -.01 -.01 -.00 .07 .05 .04
ST.E. .03 .03 .03 .03 .03 .03 .03 .03 .03 .03
Q 4.8 4.9 5.4 5.4 5.4 5.5 5.510.2 12.6 14.1

p=1l-cdfc(5.4,5)

o\°

Calculate p-value

\o

print p s Print p-value

.369

S-Plus Demonstration
Output edited and > denotes the prompt character.

> ibm=scan(file='m-ibm2697.txt’) % Load data
> autocorTest (ibm, lag=5) % Perform Q(5) test

Test for Autocorrelation: Ljung-Box
Null Hypothesis: no autocorrelation
Test Statistics:

Test Stat 5.4474
p.value 0.3638

Dist. under Null: chi-square with 5 degrees of freedom
Total Observ.: 864

°

> ibm=log (ibm+1) % Convert into log returns
> autocorTest (ibm, lag=5)

Test Statistics:

Test Stat 5.7731
p.value 0.3289

Dist. under Null: chi-square with 5 degrees of freedom
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2.3 WHITE NOISE AND LINEAR TIME SERIES

White Noise

A time series r, is called a white noise if {r;} is a sequence of independent and
identically distributed random variables with finite mean and variance. In particular,
if 7, is normally distributed with mean zero and variance o2, the series is called a
Gaussian white noise. For a white noise series, all the ACFs are zero. In practice, if
all sample ACFs are close to zero, then the series is a white noise series. Based on
Figures 2.1 and 2.2, the monthly returns of IBM stock are close to white noise,
whereas those of the value-weighted index are not.

The behavior of sample autocorrelations of the value-weighted index returns
indicates that for some asset returns it is necessary to model the serial dependence
before further analysis can be made. In what follows, we discuss some simple time
series models that are useful in modeling the dynamic structure of a time series.
The concepts presented are also useful later in modeling volatility of asset returns.

Linear Time Series
A time series r, is said to be linear if it can be written as

o0
re=p+ Y Via i, (2.4)
i=0

where u is the mean of r;, Yo = 1, and {a,} is a sequence of independent and iden-
tically distributed random variables with mean zero and a well-defined distribution
(i.e., {a,} is a white noise series). It will be seen later that a, denotes the new
information at time ¢ of the time series and is often referred to as the innovation
or shock at time ¢. In this book, we are mainly concerned with the case where a,
is a continuous random variable. Not all financial time series are linear, however.
We study nonlinearity and nonlinear models in Chapter 4.

For a linear time series in Eq. (2.4), the dynamic structure of r, is governed by
the coefficients v;, which are called the 1r-weights of r, in the time series literature.
If r, is weakly stationary, we can obtain its mean and variance easily by using the
independence of {a,} as

E(r)=p,  Var(r) =07 Y ¥, 2.5)
i=0

where oaz is the variance of a,. Because Var(r;) < oo, {wl-z} must be a convergent
sequence, that is, 101.2 — 0 and i — oo. Consequently, for a stationary series, impact
of the remote shock a;_; on the return r; vanishes as i increases.

The lag-¢ autocovariance of r; is

oo oo
ve=Cov(r re) = E | (Y _wiari | [ D vjaiy
i=0 j=0
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o0
=E Z Yivja—ia; o j
i,j=0
oo oo
=Y ViV E@ ) =02 Y Vv (2.6)
Jj=0 Jj=0

Consequently, the y-weights are related to the autocorrelations of 7, as follows:

0 . .
P Ye _ Zi:o Yivise ¢>0. 2.7

VO_I"‘Z?EH//?’ B

where ¥y = 1. Linear time series models are econometric and statistical models
used to describe the pattern of the y-weights of r,. For a weakly stationary time
series, ¥; — 0 asi — oo and, hence, p; converges to zero as £ increases. For asset
returns, this means that, as expected, the linear dependence of current return r, on
the remote past return r,_, diminishes for large ¢.

2.4 SIMPLE AUTOREGRESSIVE MODELS

The fact that the monthly return r, of CRSP value-weighted index has a statistically
significant lag-1 autocorrelation indicates that the lagged return r,_; might be useful
in predicting r;. A simple model that makes use of such predictive power is

re=¢o + ¢1ri—1 + ar, (2.8)

where {a,;} is assumed to be a white noise series with mean zero and variance
o2. This model is in the same form as the well-known simple linear regression
model in which r, is the dependent variable and r,_; is the explanatory variable.
In the time series literature, model (2.8) is referred to as an autoregressive (AR)
model of order 1 or simply an AR(1) model. This simple model is also widely
used in stochastic volatility modeling when r, is replaced by its log volatility; see
Chapters 3 and 12.

The AR(1) model in Eq. (2.8) has several properties similar to those of the
simple linear regression model. However, there are some significant differences
between the two models, which we discuss later. Here it suffices to note that an
AR(1) model implies that, conditional on the past return r,_;, we have

E(ri|ri—1) = ¢o + ¢1ri—1,  Var(ri|r,_y) = Var(a,) = 0.

That is, given the past return r,_, the current return is centered around ¢y + ¢17,—1
with standard deviation o,. This is a Markov property such that conditional on r,_j,
the return r, is not correlated with r,_; for i > 1. Obviously, there are situations
in which r,_; alone cannot determine the conditional expectation of r, and a more
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flexible model must be sought. A straightforward generalization of the AR(1) model
is the AR(p) model

re=¢o+ iri—1+ -+ Qpri—p +a, (2.9

where p is a non-negative integer and {a,} is defined in Eq. (2.8). This model
says that the past p values r,—; (i = 1,..., p) jointly determine the conditional
expectation of r, given the past data. The AR(p) model is in the same form as
a multiple linear regression model with lagged values serving as the explanatory
variables.

2.4.1 Properties of AR Models

For effective use of AR models, it pays to study their basic properties. We discuss
properties of AR(1) and AR(2) models in detail and give the results for the general
AR(p) model.

AR(1) Model

We begin with the sufficient and necessary condition for weak stationarity of the
AR(1) model in Eq. (2.8). Assuming that the series is weakly stationary, we have
E(r;) = p, Var(r;) = y9, and Cov(rs,r;—j) = y;, where u and yy are constant
and y; is a function of j, not . We can easily obtain the mean, variance, and
autocorrelations of the series as follows. Taking the expectation of Eq. (2.8) and
because E(a;) = 0, we obtain

E(r)) = ¢o+ p1E(ri—1).

Under the stationarity condition, E(r;) = E(r,—;) = p and hence

p=go+ou or E()=p=- ho_
— ¢
This result has two implications for r,. First, the mean of r, exists if ¢ # 1.
Second, the mean of r, is zero if and only if ¢9 = 0. Thus, for a stationary AR(1)
process, the constant term ¢y is related to the mean of r, and ¢y = 0 implies that
E(r;) =0.
Next, using ¢ = (1 — ¢1)u, the AR(1) model can be rewritten as

re— = ¢1(r—1 — 1) +a. (2.10)
By repeated substitutions, the prior equation implies that

re— = a; + ¢1a;- +¢1zat—2+"'

= gla . @11)
i=0
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Thus, r, — p is a linear function of a,_; for i > 0. Using this property and the
independence of the series {a;}, we obtain E[(r; — w)a;+1] = 0. By the stationarity
assumption, we have Cov(r,_1,a;) = E[(r;—1 — )a;] = 0. This latter result can
also be seen from the fact that ,_; occurred before time ¢ and a; does not depend
on any past information. Taking the square, then the expectation of Eq. (2.10), we
obtain

Var(r;) = ¢? Var(r,_) + o2,

where o2 is the variance of @, and we make use of the fact that the covariance
between r,_; and a, is zero. Under the stationarity assumption, Var(r;) = Var(r,_1),
so that

provided that qblz < 1. The requirement of qblz < 1 results from the fact that the
variance of a random variable is bounded and non-negative. Consequently, the weak
stationarity of an AR(1) model implies that —1 < ¢; < 1. Yet if —1 < ¢y < 1,
then by Eq. (2.11) and the independence of the {a,} series, we can show that the
mean and variance of r, are finite; see Eq. (2.5). In addition, by Eq. (2.6), all the
autocovariances of r, are finite. Therefore, the AR(1) model is weakly stationary. In
summary, the necessary and sufficient condition for the AR(1) model in Eq. (2.8)
to be weakly stationary is |¢;| < 1.

Autocorrelation Function of an AR(1) Model
Multiplying Eq. (2.10) by a,, using the independence between a; and r,_;, and
taking expectation, we obtain

Ela,(r, — )] = Ela;(ri—1 — )1+ E(a}) = E(a}) = o,

where o2 is the variance of a,. Multiplying Eq. (2.10) by (r,_¢ — 1), taking expec-
tation, and using the prior result, we have

_ (]51)/1—|—0'02 if £ =0,
A it £ >0,

where we use y; = y_;. Consequently, for a weakly stationary AR(1) model in
Eq. (2.8), we have

2

Var(ry) = yp = and yr = d1ye—1, for £ > 0.

o
1—¢?’

From the latter equation, the ACF of r; satisfies

o =@1pe—1, for £>0.
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(a) (b)
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Figure 2.3. The autocorrelation function of an AR(1) model: (a) for ¢y = 0.8 and (b) for ¢; = —0.8.

Because pp = 1, we have p;, = qﬁf. This result says that the ACF of a weakly
stationary AR(1) series decays exponentially with rate ¢ and starting value py = 1.
For a positive ¢, the plot of ACF of an AR(1) model shows a nice exponential
decay. For a negative ¢;, the plot consists of two alternating exponential decays
with rate ¢>12. Figure 2.3 shows the ACF of two AR(1) models with ¢; = 0.8 and
¢ = —0.8.

AR(2) Model
An AR(2) model assumes the form

rr = Qo+ Q1111 + Parr 2 + ay. (2.12)

Using the same technique as that of the AR(1) case, we obtain

®o

E(Vt)=ll«=m

provided that ¢ + ¢, # 1. Using ¢g = (1 — ¢ — ¢2) 11, we can rewrite the AR(2)
model as

(ry —w) =Q1(ri—1 — ) +Pa(ri—2 — ) +a;.
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Multiplying the prior equation by (r,—¢ — ), we have
(re—e — ) (r = ) = @1 (r—e — W) (ri—1 — )
+ G2 (ri—g — ) (r—2 — ) + (re—¢ — way.
Taking expectation and using E[(r;—¢ — n)a,] = 0 for £ > 0, we obtain
Ye = $1ve-1 + p2ye—2, for £>0.

This result is referred to as the moment equation of a stationary AR(2) model.
Dividing the above equation by yp, we have the property

pe = ¢1pe—1 + P2p¢—2, for £>0, (2.13)

for the ACF of r,. In particular, the lag-1 ACF satisfies

o1 = P10+ P20p-1 = ¢1 + P2p01.
Therefore, for a stationary AR(2) series r,, we have py = 1,

¢
1—¢’
Oe = 100-1 + P2pe—2, €>2.

o1

The result of Eq. (2.13) says that the ACF of a stationary AR(2) series satisfies the
second-order difference equation

(1 —¢1B—¢2B*)p; =0,

where B is called the back-shift operator such that Bpy = p¢—1. This difference
equation determines the properties of the ACF of a stationary AR(2) time series.
It also determines the behavior of the forecasts of r;. In the time series literature,
some people use the notation L instead of B for the back-shift operator. Here L
stands for lag operator. For instance, Lr; = r,—; and Ly = Yi—1.

Corresponding to the prior difference equation, there is a second-order polyno-
mial equation

1 —¢ix — x> =0. (2.14)
Solutions of this equation are
¢1 £\ 7 + 42

X =
—2¢,

In the time series literature, inverses of the two solutions are referred to as the
characteristic roots of the AR(2) model. Denote the two solutions by w; and w,.
If both w; are real valued, then the second-order difference equation of the model
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can be factored as (1 — w;B)(l — wy;B) and the AR(2) model can be regarded
as an AR(1) model operating on top of another AR(1) model. The ACF of r,
is then a mixture of two exponential decays. If ¢f + 4¢, < 0, then w; and w,
are complex numbers (called a complex conjugate pair), and a plot of the ACF
of r, would show a picture of damping sine and cosine waves. In business and
economic applications, complex characteristic roots are important. They give rise to
the behavior of business cycles. It is then common for economic time series models
to have complex-valued characteristic roots. For an AR(2) model in Eq. (2.12) with
a pair of complex characteristic roots, the average length of the stochastic cycles is

_ 27
~ cos7 g1/ 2/=d)]

where the cosine inverse is stated in radians. If one writes the complex solutions
as a £ bi, where i = +/—1, then we have ¢, = 2a, ¢» = —(a> + b?), and
2

- cos~(a/va® +b?)’

where +/a? + b? is the absolute value of a & bi.
Figure 2.4 shows the ACFs of four stationary AR(2) models. Part (b) is the
ACF of the AR(2) model (1 — 0.6B + 0.4B?)r, = a,. Because ¢12 +4¢, = 0.36 +

(a) (c)
1.0 - 1.0 -
0.5 H ‘ ‘ ‘ | 0.5 +
60.0 |||I|. E_)0.0 ||||||.
< <
-0.5 -0.5
-1.0 74 | | | | -1.0 74 | | | |
0 5 10 15 20 0 5 10 15 20
lag lag
(b) (d)
1.0 1.0
0.5 1 | 0.5 |
S 00 T & 00 a
< < |
—-0.5 -0.5
-1.07 T T T T -1.07, | | | |
0 5 10 15 20 0 5 10 15 20
lag lag

Figure 2.4. The autocorrelation function of an AR(2) model: (a) ¢; = 1.2 and ¢, = —0.35, (b) ¢ =
0.6 and ¢, = —0.4, (c) ¢; = 0.2 and ¢, = 0.35, and (d) ¢; = —0.2 and ¢, = 0.35.
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4 x (—0.4) = —1.24 < 0, this particular AR(2) model contains two complex char-
acteristic roots, and hence its ACF exhibits damping sine and cosine waves. The
other three AR(2) models have real-valued characteristic roots. Their ACFs decay
exponentially.

Example 2.1. As an illustration, consider the quarterly growth rate of the U.S.
real gross national product (GNP), seasonally adjusted, from the second quarter of
1947 to the first quarter of 1991. This series shown in Figure 2.5 is also used
in Chapter 4 as an example of nonlinear economic time series. Here we simply
employ an AR(3) model for the data. Denoting the growth rate by r,, we can use
the model building procedure of the next subsection to estimate the model. The
fitted model is

ry = 0.0047 4+ 0.35r,—1 + 0.18r,_» — 0.14r,_3 +a;,, 6, =0.0098.  (2.15)
Rewriting the model as
re —0.35r,_1 — 0.18r;_5 + 0.14r;_3 = 0.0047 + a;,
we obtain a corresponding third-order difference equation

(1 -0.35B —0.18B% 4+ 0.14B%) =0,

growth
o —_
|
—

o
——t—
o
o—
—
1

l 1'lyv1 "v

T T T T T
1950 1960 1970 1980 1990
year

Figure 2.5. Time plot of the growth rate of U.S. quarterly real GNP from 1947.11 to 1991.1. The data
are seasonally adjusted and in percentages.
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which can be factored as
(14 0.52B)(1 — 0.87B + 0.27B%) = 0.

The first factor (1 + 0.52B) shows an exponentially decaying feature of the GNP
growth rate. Focusing on the second-order factor 1 — 0.87B — (=0.27)B% =0, we
have ¢f +4¢ = 0.87> + 4(—0.27) = —0.3231 < 0. Therefore, the second factor
of the AR(3) model confirms the existence of stochastic business cycles in the
quarterly growth rate of the U.S. real GNP. This is reasonable as the U.S. econ-
omy went through expansion and contraction periods. The average length of the
stochastic cycles is approximately

_2(3.14159)
~ cos7 g1/ =]

= 10.83 quarters,

which is about 3 years. If one uses a nonlinear model to separate the U.S. economy
into “expansion” and “contraction” periods, the data show that the average duration
of contraction periods is about three quarters and that of expansion periods is about
3 years; see the analysis in Chapter 4. The average duration of 10.83 quarters is
a compromise between the two separate durations. The periodic feature obtained
here is common among growth rates of national economies. For example, similar
features can be found for many OECD countries.

Stationarity

The stationarity condition of an AR(2) time series is that the absolute values of
its two characteristic roots are less than one or, equivalently, its two characteristic
roots are less than one in modulus. Under such a condition, the recursive equation
in (2.13) ensures that the ACF of the model converges to zero as the lag ¢ increases.
This convergence property is a necessary condition for a stationary time series. In
fact, the condition also applies to the AR(1) model where the polynomial equation
is 1 — ¢1x = 0. The characteristic root is w = 1/x = ¢, which must be less than
1 in modulus for r, to be stationary. As shown before, p; = ¢f for a stationary
AR(1) model. The condition implies that p, — 0 as £ — oo.

AR(p) Model
The results of AR(1) and AR(2) models can readily be generalized to the general
AR(p) model in Eq. (2.9). The mean of a stationary series is

®o
l—¢1——¢,

E(r;) =

provided that the denominator is not zero. The associated polynomial equation of
the model is

1= g1x — ox® — oo — ppx? =0,
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which is referred to as the characteristic equation of the model. If all the solutions
of this equation are greater than one in modulus, then the series r, is stationary.
Again, inverses of the solutions are the characteristic roots of the model. Thus,
stationarity requires that all characteristic roots are less than 1 in modulus. For a
stationary AR(p) series, the ACF satisfies the difference equation

(1—¢1B—¢2B>—---—¢,B")py =0, for £>0.

A plot of the ACF of a stationary AR(p) model would then show a mixture of
damping sine and cosine patterns and exponential decays depending on the nature
of its characteristic roots.

2.4.2 Identifying AR Models in Practice

In application, the order p of an AR time series is unknown and must be specified
empirically. This is referred to as the order determination of AR models, and it
has been extensively studied in the time series literature. Two general approaches
are available for determining the value of p. The first approach is to use the partial
autocorrelation function, and the second approach uses some information criterion
function.

Partial Autocorrelation Function (PACF)

The PACF of a stationary time series is a function of its ACF and is a useful
tool for determining the order p of an AR model. A simple, yet effective way to
introduce PACF is to consider the following AR models in consecutive orders:

re = o1 + 1111 + e,

rr = Qo2+ Pr2r—1 + h2or—2 + €,

re = Qo3+ P137—1 + $23r—2 + Y3373 + e,

T = Qo4+ Prari—1 +doari2 + G343 + Paar, 4+ eq,

where ¢ ;, ¢; ;, and {e;,} are, respectively, the constant term, the coefficient of
ri—i, and the error term of an AR(j) model. These models are in the form of a
multiple linear regression and can be estimated by the least squares method. As
a matter of fact, they are arranged in a sequential order that enables us to apply
the idea of partial F' test in multiple linear regression analysis. The estimate qSLl
of the first equation is called the lag-1 sample PACF of r,. The estimate qu,z of
the second equation is the lag-2 sample PACF of r,. The estimate $3.3 of the third
equation is the lag-3 sample PACF of r,, and so on.

From the definition, the lag-2 PACF 432,2 shows the added contribution of r,_,
to r, over the AR(1) model r;, = ¢g + ¢17:—1 + e1;. The lag-3 PACF shows the
added contribution of r,_3 to r, over an AR(2) model, and so on. Therefore, for



SIMPLE AUTOREGRESSIVE MODELS 41

Table 2.1. Sample Partial Autocorrelation Function and
Akaike Information Criterion for the Monthly Simple Returns
of CRSP Value-Weighted Index from January 1926 to
December 1997

p 1 2 3 4 5
PACF 0.11 —0.02  —0.12 0.04 0.07
AIC 5807 -5.805 —5.817 —5816 —5.819
p 6 7 8 9 10
PACF | —0.06 0.02 0.06 0.06 ~0.01
AIC 5821 -5819 —5820 -5.821 —5818

an AR(p) model, the lag-p sample PACF should not be zero, but q§ ;,; should be
close to zero for all j > p. We make use of this property to determine the order
p. For a stationary Gaussian AR(p) model, it can be shown that the sample PACF
has the following properties:

. (]3,,, p converges to ¢, as the sample size 7' goes to infinity.
o qgu converges to zero for all £ > p.

o The asymptotic variance of gﬁu is 1/T for £ > p.

These results say that, for an AR(p) series, the sample PACF cuts off at lag p.

As an example, consider the monthly simple returns of CRSP value-weighted
index from January 1926 to December 1997. Table 2.1 gives the first 10 lags of
a sample PACF of the series. With 7 = 864, the asymptotic standard error of the
sample PACF is approximately 0.03. Therefore, using the 5% significance level,
we identify an AR(3) or AR(5) model for the data (i.e., p = 3 or 5).

As another example, Figure 2.6 shows the PACF of the GNP growth rate series
of Example 2.1. The two dotted lines of the plot denote the approximate two
standard-error limits +(2/+/176). The plot suggests an AR(3) model for the data
because the first three lags of sample PACF appear to be large.

Information Criteria

There are several information criteria available to determine the order p of an AR
process. All of them are likelihood based. For example, the well-known Akaike
information criterion (AIC) (Akaike, 1973) is defined as

-2 2
AIC = T In(likelihood) + T X (number of parameters), (2.16)

where the likelihood function is evaluated at the maximum likelihood estimates
and T is the sample size. For a Gaussian AR(¢) model, AIC reduces to

2
AIC(0) = In(57) + -
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Figure 2.6. Sample partial autocorrelation function of the U.S. quarterly real GNP growth rate from
1947.11 to 1991.1. The dotted lines give an approximate pointwise 95% confidence interval.

where &[2 is the maximum likelihood estimate of craz, which is the variance of a;,
and 7T is the sample size; see Eq. (1.18). The first term of the AIC in Eq. (2.16)
measures the goodness of fit of the AR(¢) model to the data whereas the second
term is called the penalty function of the criterion because it penalizes a candidate
model by the number of parameters used. Different penalty functions result in
different information criteria.

Another commonly used criterion function is the (Schwarz) Bayesian informa-
tion criterion (BIC). For a Gaussian AR(¢) model, the criterion is

BIC(¢) = In(67) + ¢ lnT(T).

The penalty for each parameter used is 2 for AIC and In(7") for BIC. Thus, BIC
tends to select a lower AR model when the sample size is moderate or large.

Selection Rule

To use AIC to select an AR model in practice, one computes AIC(¢) for £ =
0,..., P, where P is a prespecified positive integer, and selects the order k that
has the minimum AIC value.

Table 2.1 also gives the AIC for p = 1, ..., 10. The AIC values are close to each
other with minimum —5.821 occurring at p = 6 and 9, suggesting that an AR(6)
model is preferred by the criterion. This example shows that different approaches
for order determination may result in different choices of p. There is no evidence to
suggest that one approach outperforms the other in a real application. Substantive
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information of the problem under study and simplicity are two factors that also
play an important role in choosing an AR model for a given time series.

Again, consider the growth rate series of the U.S. quarterly real GNP of Example
2.1. The AIC obtained from the Finmetrics module of S-Plus also identifies an
AR(3) model. Here the criterion value has been adjusted so that the minimum AIC
is zero.

> gnp=scan (file="g-gnp4791.txt"’)
> ord=ar (gnp)
> ord$aic
[1] 27.569 2.608 1.590 0.000 0.273 2.203
[7] 4.017 .992 5.826 7.523 7.822 9.581
[13] 7.398 .943 10.912 12.895 14.298 16.279
[19] 18.100 20.050 22.007 23.436 25.378
> ordSorder
[1] 3

o ul

Parameter Estimation

For a specified AR(p) model in Eq. (2.9), the conditional least squares method,
which starts with the (p + 1)th observation, is often used to estimate the parameters.
Specifically, conditioning on the first p observations, we have

re=¢o+¢1ri1+--+bpripta, t=p+1,...,T,

which is in the form of a multiple linear regression and can be estimated by the
least squares method. Denote the estimate of ¢; by ¢;. The fitted model is

Fr= (?’O +<131"t—1 + - +(]3prt—p
and the associated residual is
a; =r; — Iy
The series {a,} is called the residual series, from which we obtain

T ~D
A2 Zt=p+l a;

AT T -1
If the conditional likelihood method is used, the estimates of ¢; remain unchanged,
but the estimate of o> becomes 6> = 62 x (T —2p — 1)/(T — p). For illustration,
consider an AR(3) model for the monthly simple returns of the value-weighted
index in Table 2.1. The fitted model is

ry = 0.0103 4+ 0.104r,—; — 0.010r,_» — 0.120r,_3 + a;, 6, = 0.054.

The standard errors of the coefficients are 0.002, 0.034, 0.034, and 0.034, respec-
tively. Except for the lag-2 coefficient, all parameters are statistically significant at
the 1% level.
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For this example, the AR coefficients of the fitted model are small, indicating that
the serial dependence of the series is weak, even though it is statistically significant
at the 1% level. The significance of $o of the entertained model implies that the
expected mean return of the series is positive. In fact, £ = 0.0103/(1 — 0.104 +
0.010 + 0.120) = 0.01, which is small, but has an important long-term implication.
It implies that the long-term return of the index can be substantial. Using the
multiperiod simple return defined in Chapter 1, the average annual simple gross
return is [ [T2% (1 + R)]"** — 1~ 0.1053. In other words, the monthly simple
returns of the CRSP value-weighted index grew about 10.53% per annum from
1926 to 1997, supporting the common belief that equity market performs well in
the long term. A $1 investment at the beginning of 1926 would be worth about
$1350 at the end of 1997.

Model Checking

A fitted model must be examined carefully to check for possible model inadequacy.
If the model is adequate, then the residual series should behave as a white noise.
The ACF and the Ljung—Box statistics in Eq. (2.3) of the residuals can be used to
check the closeness of a; to a white noise. For an AR(p) model, the Ljung—Box
statistic Q (m) follows asymptotically a chi-squared distribution with m — g degrees
of freedom, where g denotes the number of AR coefficients used in the model. The
adjustment in the degrees of freedom is made based on the number of constraints
added to the residuals a, from fitting an AR(p) to an AR(0) model. If a fitted
model is found to be inadequate, it must be refined. For instance, if some of the
estimated AR coefficients are not significantly different from zero, then the model
should be simplified by trying to remove those insignificant parameters. If residual
ACF shows additional serial correlations, then the model should be extended to
take care of the those correlations.

Consider the residual series of the fitted AR(3) model for the monthly value-
weighted simple returns. We have Q(12) = 16.9 with p-value 0.050 based on
its asymptotic chi-squared distribution with 9 degrees of freedom. Thus, the null
hypothesis of no residual serial correlation in the first 12 lags is barely not rejected
at the 5% level. However, since the lag-2 AR coefficient is not significant at the
5% level, one can refine the model as

ry =0.0102 4+ 0.103r,_y — 0.122r,_3 + a;,, 6, = 0.0542,

where all the estimates are significant at the 5% level. The residual series gives
Q0(12) = 17.2 with p-value 0.070 (based on Xlzo)- The model is adequate in mod-
eling the dynamic linear dependence of data.

SCA Demonstration
Output edited.

input vw. file 'm-vw2697.txt’

tsm ml. model (1,2,3)vw=c+noise. % Model specification
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estim ml. hold resi(rl).

SUMMARY FOR UNIVARIATE TIME SERIES MODEL -- M1

DIFFERENCING

VARIABLE TYPE OF ORIGINAL
VARIABLE OR CENTERED

45

VW RANDOM ORIGINAL NONE

PAR. VAR. NUM./ FACTOR ORDER CONS- VALUE STD T
LABEL NAME DENOM. TRAINT ERROR VALUE
1C CNST 1 0 NONE .0103 .0019 5.34
2 VW AR 1 1 NONE .1041 .0338 3.08
3 VW AR 1 2 NONE -.0103 .0340 -.30
4 VW AR 1 3 NONE -.1204 .0338 -3.56
EFFECTIVE NUMBER OF OBSERVATIONS 861

R-SQUARE Coe e 0.025

RESIDUAL STANDARD ERROR. 0.541903E-01
acf rl. maxl 12.

NAME OF THE SERIES R1

TIME PERIOD ANALYZED ... 4 TO 864

MEAN OF THE (DIFFERENCED) SERIES 0.0000

STANDARD DEVIATION OF THE SERIES 0.0542

T-VALUE OF MEAN (AGAINST ZERO) 0.0000
AUTOCORRELATIONS

1- 12 .01 .01 -.01 .03 .09 -.05 .01 .04 .08 -.00 -.03 .01
ST.E. .03 .03 .03 .03 .03 .03 .03 .03 .03 .03 .03 .03
Q .0 .1 .2 1.0 7.4 9.3 9.3 10.6 15.8 15.8 16.8 16.9
p=1-cdfc(16.9,9) % Compute p value.

print p

.050

S-Plus Demonstration

Output edited and > is the prompt character.

> vw=scan (file="m-vw2697.txt")
> ar3=0LS (vw~ar(3))
> summary (ar3)

Call:
OLS (formula = vw ~ ar(3))
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Residuals:
Min 10 Median 30 Max
-0.2845 -0.0259 0.0025 0.0288 0.3705

Coefficients:
Value Std. Error t value Pr(>|t])
(Intercept) 0.0103 0.0019 5.3314 0.0000
lagl 0.1041 0.0339 3.0716 0.0022
lag2 -0.0103 0.0341 -0.3016 0.7630
lag3 -0.1204 0.0339 -3.5538 0.0004
Regression Diagnostics:
R-Squared 0.0258
Adjusted R-Squared 0.0224
Durbin-Watson Stat 1.9890
> autocorTest (ar3sresiduals, lag=12)
Test for Autocorrelation: Ljung-Box
Null Hypothesis: no autocorrelation
Test Statistics:
Test Stat 16.9367
p.value 0.1520 % S-Plus uses 12 degrees of freedom.

> 1l-pchisqg(16.9367,9) % Calculate p-value using 9 df.
[1] 0.04971652

2.4.3 Goodness of Fit

A commonly used statistic to measure goodness of fit of a stationary model is the
R-square (R?) defined as

Residual sum of squares

R*=1
Total sum of squares
For a stationary AR(p) time series model with 7" observations {r;|t = 1,..., T},
the measure becomes
T
R2 -1 Zt:p—H 4

T =T ., —_5°
Zt=p+l(rf - r)2

where 7 = (ZIT=p+1 r)/(T — p). It is easy to show that 0 < R? < 1. Typically,
a larger R? indicates that the model provides a closer fit to the data. However,
this is only true for a stationary time series. For the unit-root nonstationary series



SIMPLE AUTOREGRESSIVE MODELS 47

discussed later in this chapter, R of an AR(1) fit converges to one when the sample
size increases to infinity, regardless of the true underlying model of r;.

For a given data set, it is well-known that R%is a nondecreasing function of
the number of parameters used. To overcome this weakness, an adjusted R* is
proposed, which is defined as

Variance of residuals

Adj-R> =1 :
Variance of r;

>
SR

=1—

)
S

where 672 is the sample variance of r,. This new measure takes into account the
number of parameters used in the fitted model. However, it is no longer between
0 and 1.

2.4.4 Forecasting

Forecasting is an important application of time series analysis. For the AR(p)
model in Eq. (2.9), suppose that we are at the time index % and interested in
forecasting rj,1¢, where £ > 1. The time index £ is called the forecast origin and
the positive integer ¢ is the forecast horizon. Let 7, (£) be the forecast of 1,4, using
the minimum squared error loss function and Fj, be the collection of information
available at the forecast origin A. Then, the forecast 7 (¢) is chosen such that

E{[rnse — P (O 1Fy} < min E[(e 9% Fyl,

where g is a function of the information available at time A (inclusive), that is,
a function of Fj,. We referred to 7,(£) as the (-step ahead forecast of r, at the
forecast origin h.

1-Step Ahead Forecast
From the AR(p) model, we have

Fhat = @0 + Q1rp + -+ Pprpp1—p + apyi.

Under the minimum squared error loss function, the point forecast of r,4; given
Fy = {rp, rp—1, ...} is the conditional expectation

14
(1) = E(a | Fn) = go+ Y dirns1—i»

i=1

and the associated forecast error is

en(l) = rpp1 — 7p(D) = apqr.
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Consequently, the variance of the 1-step ahead forecast error is Var[e,(1)] =
Var(apy1) = oaz. If a; is normally distributed, then a 95% 1-step ahead interval
forecast of rj, 41 is 7, (1) & 1.96 x 0. For the linear model in Eq. (2.4), a,,1 is also
the 1-step ahead forecast error at the forecast origin 7. In the econometric literature,
a;+ is referred to as the shock to the series at time 7 + 1.

In practice, estimated parameters are often used to compute point and interval
forecasts. This results in a conditional forecast because such a forecast does not
take into consideration the uncertainty in the parameter estimates. In theory, one
can consider parameter uncertainty in forecasting, but it is much more involved.
When the sample size used in estimation is sufficiently large, then the conditional
forecast is close to the unconditional one.

2-Step Ahead Forecast
Next, consider the forecast of rj,4, at the forecast origin 4. From the AR(p) model,
we have

Fit2 = @0 + Q1rnv1 + -+ Pprava—p + anta.

Taking conditional expectation, we have

P (2) = E(rpsal F) = ¢o + ¢17n(1) + orp + - - + dprago—p

and the associated forecast error
en(2) = rpqo — () = $ilrngr — Fn(D1 + ang2 = apyo + drany.

The variance of the forecast error is Var[e,(2)] = (1 + ¢>%)oa2. Interval forecasts
of rp4+o can be computed in the same way as those for rj,4. It is interesting to
see that Var[e,(2)] > Var[e,(1)], meaning that as the forecast horizon increases
the uncertainty in forecast also increases. This is in agreement with common sense
that we are more uncertain about rj4, than r,4; at the time index & for a linear
time series.

Multistep Ahead Forecast
In general, we have

Fhae = Qo + G1rnre—1+ -+ + Qprage—p + ante.

The £-step ahead forecast based on the minimum squared error loss function is the
conditional expectation of rj,4, given Fj, which can be obtained as

P
Fa(l) = o+ Y difn(l — i),
i=1

where it is understood that 7, (i) = rj,y; if i < 0. This forecast can be computed
recursively using forecasts 7, (i) for i = 1,...,¢ — 1. The ¢-step ahead forecast
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Table 2.2. Multistep Ahead Forecasts of an AR(3) Model for the Monthly Simple
Returns of CRSP Value-Weighted Index with Forecast Origin of 858

Step 1 2 3 4 5 6

Forecast 0.0088 0.0020 0.0050 0.0097 0.0109 0.0106
Standard error 0.0542 0.0546 0.0546 0.0550 0.0550 0.0550
Actual 0.0762  —0.0365 0.0580  —0.0341 0.0311 0.0183

error is e, (£) = rp¢ — 7,(€). It can be shown that for a stationary AR(p) model,
7, (£) converges to E(r,) as £ — 0o, meaning that for such a series long-term point
forecast approaches its unconditional mean. This property is referred to as the
mean reversion in the finance literature. For an AR(1) model, the speed of mean
reversion is measured by the half-life defined as k = In(0.5/|¢1|). The variance of
the forecast error then approaches the unconditional variance of r;.

Table 2.2 contains the 1-step to 6-step ahead forecasts and the standard errors
of the associated forecast errors at the forecast origin 858 for the monthly simple
return of the value-weighted index using an AR(3) model that was reestimated
using the first 858 observations. The actual returns are also given. Because of
the weak serial dependence in the series, the forecasts and standard deviations of

0.2

-0.2

I I I I I I I
852 854 856 858 860 862 864

month

Figure 2.7. Plot of I-step to 6-step ahead out-of-sample forecasts for the monthly log returns of the
CRSP value-weighted index. The forecast origin is ¢ = 858. The forecasts are denoted by o and the
actual observations by black dots. The two dashed lines denote two standard-error limits of the forecasts.
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forecast errors converge to the sample mean and standard deviation of the data
quickly. For the first 858 observations, the sample mean and standard error are
0.0098 and 0.0550, respectively.

Figure 2.7 shows the 1-step to 6-step ahead out-of-sample forecasts and their two
standard-error limits for the monthly log returns of value-weighted index. These
forecasts are produced by the following AR(5) model:

r; = 0.0075 4 0.103r,_; + 0.002r,_5 — 0.1147,_3 + 0.032r,_4 + 0.084r;_s + ay,

where &, = 0.054, which was built based on the procedure discussed earlier. For
this particular series, the forecasts are close to the actual values that are all within
the 95% interval forecasts.

2.5 SIMPLE MOVING-AVERAGE MODELS

We now turn to another class of simple models that are also useful in modeling
return series in finance. These models are called moving-average (MA) models.
There are several ways to introduce MA models. One approach is to treat the
model as a simple extension of white noise series. Another approach is to treat the
model as an infinite-order AR model with some parameter constraints. We adopt
the second approach. As shown in Chapter 5, the bid—ask bounce in stock trading
may introduce an MA(1) structure in a return series.

There is no particular reason, but simplicity, to assume a priori that the order
of an AR model is finite. We may entertain, at least in theory, an AR model with
infinite order as

e =0+ P1ri—1 +pari2 + -+ ay.

However, such an AR model is not realistic because it has infinite many parameters.
One way to make the model practical is to assume that the coefficients ¢; satisfy
some constraints so that they are determined by a finite number of parameters. A
special case of this idea is

re=o —Oiri_1 — Ofr,_a — 613 — -+ ay, (2.17)

where the coefficients depend on a single parameter 0; via ¢; = —9{ for i > 1.
For the model in Eq. (2.17) to be stationary, #; must be less than one in absolute
value; otherwise, 9{ and the series will explode. Because |6;| < 1, we have 9{ — 0
as i — oo. Thus, the contribution of r,_; to r, decays exponentially as i increases.
This is reasonable as the dependence of a stationary series r; on its lagged value
r,—;, if any, should decay over time.

The model in Eq. (2.17) can be rewritten in a rather compact form. To see this,
rewrite the model as

Fed O 0 = +a. (2.18)
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The model for r,_; is then
Fo1 4+ 01r—2 + 0fri3 + - = ¢o + ar_1. (2.19)
Multiplying Eq. (2.19) by 6; and subtracting the result from Eq. (2.18), we obtain
re=¢o(l —01) +a; —Ora;—1,

which says that, except for the constant term, r, is a weighted average of shocks a,
and a,_;. Therefore, the model is called an MA model of order 1 or MA(1) model
for short. The general form of an MA(1) model is

rr =co+a —60ia,_y, or r,=co+ (1—061B)ay, (2.20)

where c( is a constant and {a,} is a white noise series. Similarly, an MA(2) model
is in the form

rr =co+a; —60ia;,_1 — Ora;_o, (2.21)
and an MA(g) model is
re=co+a —6a_1—--—0a,_4, (2.22)
orr,=co+ (1 —6;B—---—6,B"a,, where g > 0.

2.5.1 Properties of MA Models

Again, we focus on the simple MA(1) and MA(2) models. The results of MA(q)
models can easily be obtained by the same techniques.

Stationarity

MA models are always weakly stationary because they are finite linear combina-
tions of a white noise sequence for which the first two moments are time-invariant.
For example, consider the MA(1) model in Eq. (2.20). Taking expectation of the
model, we have

E(rt) = Co,
which is time-invariant. Taking the variance of Eq. (2.20), we have
Var(r;) = o7 +6fol = (1 +6])o?,

where we use the fact that @, and a,_; are uncorrelated. Again, Var(r,) is time-
invariant. The prior discussion applies to general MA(g) models, and we obtain
two general properties. First, the constant term of an MA model is the mean of the
series (i.e., E(r;) = co). Second, the variance of an MA(g) model is

Var(r;) = (1467 + 65 + - +6))0,.
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Autocorrelation Function
Assume for simplicity that ¢g = 0 for an MA(1) model. Multiplying the model by
rr—¢, We have

Fi—oly = Fe—gQy — O171—¢Ap—1.
Taking expectation, we obtain
Y= —91%2, and y, =0, for £>1.
Using the prior result and the fact that Var(r;) = (1 + 912)%2, we have

-6

= —) =0, for £>1.
1rer

po=1, pi

Thus, for an MA(1) model, the lag-1 ACF is not zero, but all higher order ACFs
are zero. In other words, the ACF of an MA(1) model cuts off at lag 1. For the
MA(2) model in Eq. (2.21), the autocorrelation coefficients are

—01 + 6,0, —6

== = =0, for ¢>2.
1reevel T ireire ™

L1

Here the ACF cuts off at lag 2. This property generalizes to other MA models. For
an MA(g) model, the lag-g ACF is not zero, but py = 0 for £ > g. Consequently,
an MA(q) series is only linearly related to its first g lagged values and hence is a
“finite-memory”” model.

Invertibility
Rewriting a zero-mean MA(1) model as a, = r; + 01a,—1, one can use repeated
substitutions to obtain

a =r +0r,_ + Glzr,_z + ert—3 + .-

This equation expresses the current shock @, as a linear combination of the present
and past returns. Intuitively, 91] should go to zero as j increases because the remote
return r;_; should have very little impact on the current shock, if any. Consequently,
for an MA(1) model to be plausible, we require |6;| < 1. Such an MA(1) model
is said to be invertible. If |6;| = 1, then the MA(1) model is noninvertible. See
Section 2.6.5 for further discussion on invertibility.

2.5.2 Identifying MA Order

The ACEF is useful in identifying the order of an MA model. For a time series r,
with ACF pg, if p, # 0, but p, = 0 for £ > g, then r; follows an MA(g) model.
Figure 2.8 shows the time plot of monthly simple returns of the CRSP equal-
weighted index from January 1926 to December 2003 and the sample ACF of the
series. The two dashed lines shown on the ACF plot denote the two standard-error
limits. It is seen that the series has significant ACF at lags 1, 3, and 9. There are
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Figure 2.8. Time plot and sample autocorrelation function of the monthly simple returns of the CRSP
equal-weighted index from January 1926 to December 2003.

some marginally significant ACFs at higher lags, but we do not consider them here.
Based on the sample ACF, the following MA(9) model

re=co+a — a1 —03a,_3 — Oga, o

is identified for the series. Note that, unlike the sample PACF, the sample ACF
provides information on the nonzero MA lags of the model.

2.5.3 Estimation

Maximum likelihood estimation is commonly used to estimate MA models. There
are two approaches for evaluating the likelihood function of an MA model. The
first approach assumes that the initial shocks (i.e., a, for r < 0) are zero. As such,
the shocks needed in likelihood function calculation are obtained recursively from
the model, starting with a; =r; — ¢y and a; = r, — co + 61a;. This approach is
referred to as the conditional likelihood method and the resulting estimates are the
conditional maximum likelihood estimates. The second approach treats the initial
shocks a;, t < 0, as additional parameters of the model and estimates them jointly
with other parameters. This approach is referred to as the exact likelihood method.
The exact likelihood estimates are preferred over the conditional ones, especially



54 LINEAR TIME SERIES ANALYSIS AND ITS APPLICATIONS

when the MA model is close to being noninvertible. The exact method, however,
requires more intensive computation. If the sample size is large, then the two types
of maximum likelihood estimates are close to each other. For details of conditional
and exact likelihood estimates of MA models, readers are referred to Box, Jenkins,
and Reinsel (1994) or Chapter 8.

For illustration, consider the monthly simple return series of the CRSP equal-
weighted index and the specified MA(9) model. The conditional maximum likeli-
hood method produces the fitted model

r =0.013 4+ a, +0.181a,_; — 0.121a,_3 + 0.122a, 9, 6, = 0.0724, (2.23)

where standard errors of the coefficient estimates are 0.003, 0.032, 0.032, and
0.032, respectively. The Ljung—Box statistics of the residuals give Q(12) = 15.0
with p-value 0.091, which is based on an asymptotic chi-squared distribution with
9 degrees of freedom. The model appears to be adequate in modeling the linear
dynamic dependence of the data. The exact maximum likelihood method produces
the fitted model

ry =0.013 4+ a, + 0.183a,_; — 0.120a,_3 + 0.123a,—9, &, = 0.0724, (2.24)

where standard errors of the estimates are 0.003, 0.032, 0.032, and 0.032, respec-
tively. The Ljung—Box statistics of the residuals give Q(12) = 15.2 with p-value
0.086. This fitted model is also adequate. Comparing models (2.23) and (2.24),
we see that, for this particular instance, the difference between the conditional and
exact likelihood methods is negligible.

2.5.4 Forecasting Using MA Models

Forecasts of an MA model can easily be obtained. Because the model has finite
memory, its point forecasts go to the mean of the series quickly. To see this, assume
that the forecast origin is & and let Fj, denote the information available at time A.
For the 1-step ahead forecast of an MA(1) process, the model says

Thyl = Co + apy1 — Oray.
Taking the conditional expectation, we have
Fn(1) = E(rpg1|Fp) = co — Orap,
en(l) = rpp1 — in(D) = apgr.

The variance of the 1-step ahead forecast error is Var[e, (1)] = oaz. In practice, the
quantity a, can be obtained in several ways. For instance, assume that ay = 0,
then a; = r; — ¢p, and we can compute a, for 2 <t < h recursively by using a, =
ry — co + 61a,—1. Alternatively, it can be computed by using the AR representation
of the MA(1) model; see Section 2.6.5.
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For the 2-step ahead forecast, from the equation

Fpe2 = Co + apt2 — O1apya,

we have

P (2) = E(rpq2lFy) = co,
en(2) = rpqpo — 1h(2) = apyo — Orap4r.

The variance of the forecast error is Var[e,(2)] = (1 + 8]2)%2, which is the variance
of the model and is greater than or equal to that of the 1-step ahead forecast error.
The prior result shows that for an MA(1) model the 2-step ahead forecast of the
series is simply the unconditional mean of the model. This is true for any forecast
origin h. More generally, 7,(£) = co for £ > 2. In summary, for an MA(1) model,
the 1-step ahead point forecast at the forecast origin / is ¢y — 6;a; and the multistep
ahead forecasts are cp, which is the unconditional mean of the model. If we plot
the forecasts 7, (£) versus £, we see that the forecasts form a horizontal line after
one step. Thus, for MA(1) models, mean-reverting only takes 1 time period.
Similarly, for an MA(2) model, we have

Tht = €0 + apgp — O1apo—1 — Orape—2,
from which we obtain

Pp(1) = co — G1ap — Orap_1,
7h(2) = co — bhap,

) =cy, for £>2.

Thus, the multistep ahead forecasts of an MA(2) model go to the mean of the series
after two steps. The variances of forecast errors go to the variance of the series
after two steps. In general, for an MA(g) model, multistep ahead forecasts go to
the mean after the first g steps.

Table 2.3 gives some forecasts of the MA(9) model in Eq. (2.23) for the monthly
simple returns of the equal-weighted index at the forecast origin & = 926 (Febru-
ary 2003). The sample mean and standard error of the first 926 observations of
the series are 0.0126 and 0.0751, respectively. As expected, the table shows that
(a) the 10-step ahead forecast is the sample mean, and (b) the standard deviations
of the forecast errors converge to the standard deviation of the series as the forecast
horizon increases.

Summary
A brief summary of AR and MA models is in order. We have discussed the fol-
lowing properties:

e For MA models, the ACF is useful in specifying the order because the ACF
cuts off at lag g for an MA(q) series.
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Table 2.3. Forecast Performance of a MA(9) Model for the Monthly Simple Returns
of the CRSP Equal-Weighted Index“

Step 1 2 3 4 5

Forecast 0.0140 —0.0050 0.0158 —0.0008 0.0171
Standard error 0.0726 0.0737 0.0737 0.0743 0.0743
Actual 0.0097 0.0983 0.1330 0.0496 0.0617
Step 6 7 8 9 10

Forecast 0.0257 0.0009 0.0149 0.0099 0.0126
Standard error 0.0743 0.0743 0.0743 0.0743 0.0748
Actual 0.0475 0.0252 0.0810 0.0381 0.0391

“The forecast origin is February 2003 with 2 = 926. The model is estimated by the conditional maxi-
mum likelihood method.

e For AR models, the PACF is useful in order determination because the PACF
cuts off at lag p for an AR(p) process.

e An MA series is always stationary, but for an AR series to be stationary, all
of its characteristic roots must be less than 1 in modulus.

e For a stationary series, the multistep ahead forecasts converge to the mean of
the series and the variances of forecast errors converge to the variance of the
series.

2.6 SIMPLE ARMA MODELS

In some applications, the AR or MA models discussed in the previous sections
become cumbersome because one may need a high-order model with many param-
eters to adequately describe the dynamic structure of the data. To overcome this
difficulty, the autoregressive moving-average (ARMA) models are introduced; see
Box, Jenkins, and Reinsel (1994). Basically, an ARMA model combines the ideas
of AR and MA models into a compact form so that the number of parameters used
is kept small. For the return series in finance, the chance of using ARMA models is
low. However, the concept of ARMA models is highly relevant in volatility model-
ing. As a matter of fact, the generalized autoregressive conditional heteroscedastic
(GARCH) model can be regarded as an ARMA model, albeit nonstandard, for
the at2 series; see Chapter 3 for details. In this section, we study the simplest
ARMA(1,1) model.
A time series r, follows an ARMA(1,1) model if it satisfies

re—¢ir—1 = ¢o+ar — Ora;—1, (2.25)
where {a;} is a white noise series. The left-hand side of Eq. (2.25) is the AR

component of the model and the right-hand side gives the MA component. The
constant term is ¢. For this model to be meaningful, we need ¢; # 6;; otherwise,
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there is a cancellation in the equation and the process reduces to a white noise
series.

2.6.1 Properties of ARMA(1,1) Models

Properties of ARMA(1,1) models are generalizations of those of AR(1) models
with some minor modifications to handle the impact of the MA(1) component. We
start with the stationarity condition. Taking expectation of Eq. (2.25), we have

E(r) —$1E(r—1) = ¢o+ E(a;) — 01 E(a,—1).

Because E(a;) = 0 for all i, the mean of r; is

%o
1 — ¢
provided that the series is weakly stationary. This result is exactly the same as that
of the AR(1) model in Eq. (2.8).

Next, assuming for simplicity that ¢y = 0, we consider the autocovariance func-
tion of r,. First, multiplying the model by a, and taking expectation, we have

E(r)=pn=

E(ra;) = E@}) — 01 E(aia,1) = E(a}) = 0. (2.26)
Rewriting the model as
re = ¢iri—1 +ar — 6ha,-y
and taking the variance of the prior equation, we have
Var(r,) = ¢F Var(r,—1) + 02 + 0362 — 20101 E (ri—1a,—1).-

Here we make use of the fact that r,_; and a; are uncorrelated. Using Eq. (2.26),
we obtain

Var(r) — ¢7 Var(r,_1) = (1 — 2161 + 67)o,.

Therefore, if the series r, is weakly stationary, then Var(r,) = Var(r,—;) and we
have
(1 —2¢101 +67)02

Var(r;) = [ ¢2
1

Because the variance is positive, we need ¢12 < 1 (i.e., |¢1] < 1). Again, this is
precisely the same stationarity condition as that of the AR(1) model.

To obtain the autocovariance function of r,;, we assume ¢y = 0 and multiply the
model in Eq. (2.25) by r,_, to obtain

Fili—g — Q1 1Fi—g = iF—g — O01a;_171—¢.
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For ¢ = 1, taking expectation and using Eq. (2.26) for t — 1, we have

i —¢ivo = —6102,

where yy = Cov(r;, r,—¢). This result is different from that of the AR(1) case for
which y; — ¢1y9 = 0. However, for £ = 2 and taking expectation, we have

2 —¢in =0,
which is identical to that of the AR(1) case. In fact, the same technique yields
Ye—¢1ye—1 =0, for €>1. (2.27)

In terms of the ACF, the previous results show that for a stationary ARMA(L,1)
model

2
Glaa

p1=¢1 — . pe=dd1pe_1, for £>1.
Yo

Thus, the ACF of an ARMA(1,1) model behaves very much like that of an AR(1)
model except that the exponential decay starts with lag 2. Consequently, the ACF
of an ARMA(1,1) model does not cut off at any finite lag.

Turning to the PACF, one can show that the PACF of an ARMA(1,1) model
does not cut off at any finite lag either. It behaves very much like that of an MA(1)
model except that the exponential decay starts with lag 2 instead of lag 1.

In summary, the stationarity condition of an ARMA(1,1) model is the same as
that of an AR(1) model, and the ACF of an ARMA(1,1) exhibits a pattern similar
to that of an AR(1) model except that the pattern starts at lag 2.

2.6.2 General ARMA Models
A general ARMA(p, g) model is in the form

P q
= ¢o+ Zdh‘h—i +a — Zgiat—iv
i=1 i=1

where {a;} is a white noise series and p and ¢ are non-negative integers. The AR
and MA models are special cases of the ARMA(p, ¢) model. Using the back-shift
operator, the model can be written as

(1—¢B—---—¢,B)yrp=¢o+ (1 —-6B—---—6,Baq,. (2.28)
The polynomial 1 —¢1B —--- — ¢,B” is the AR polynomial of the model. Sim-
ilarly, 1 —61B — --- —6,B9 is the MA polynomial. We require that there are

no common factors between the AR and MA polynomials; otherwise the order
(p, q) of the model can be reduced. Like a pure AR model, the AR polynomial



SIMPLE ARMA MODELS 59

introduces the characteristic equation of an ARMA model. If all of the solutions
of the characteristic equation are less than 1 in absolute value, then the ARMA
model is weakly stationary. In this case, the unconditional mean of the model is

E(r) =¢o/(L =1 — -+ = ¢p).

2.6.3 Identifying ARMA Models

The ACF and PACF are not informative in determining the order of an ARMA
model. Tsay and Tiao (1984) propose a new approach that uses the extended auto-
correlation function (EACF) to specify the order of an ARMA process. The basic
idea of EACEF is relatively simple. If we can obtain a consistent estimate of the AR
component of an ARMA model, then we can derive the MA component. From the
derived MA series, we can use the ACF to identify the order of the MA component.

Derivation of the EACF is relatively involved; see Tsay and Tiao (1984) for
details. Yet the function is easy to use. The output of the EACF is a two-way table,
where the rows correspond to AR order p and the columns to MA order g. The
theoretical version of the EACF for an ARMA(1,1) model is given in Table 2.4.
The key feature of the table is that it contains a triangle of O’s with the upper left
vertex located at the order (1,1). This is the characteristic we use to identify the
order of an ARMA process. In general, for an ARMA(p, ¢) model, the triangle of
O’s will have its upper left vertex at the (p, g) position.

For illustration, consider the monthly log stock returns of the 3M Company from
February 1946 to December 1997. There are 623 observations. The return series
and its sample ACF are shown in Figure 2.9. The ACF indicates that there are
no significant serial correlations in the data at the 5% level. Table 2.5 shows the
sample EACF and a corresponding simplified table for the series. The simplified
table is constructed by using the following notation:

1. X denotes that the absolute value of the corresponding EACF is greater than
or equal to 2/+/T, which is twice the asymptotic standard error of the EACF.

2. O denotes that the corresponding EACF is less than 2/+/T in modulus.

Table 2.4. Theoretical EACF Table for an ARMA(1,1) Model*

MA
AR 0 1 2 3 4 5 6 7
0 X X X X X X X X
1 X (0] O o (6] O (0] O
2 * X O o (6] O o O
3 * * X o (6] O O O
4 * * * X (6] O (0] O
5 * * * * X O o O

@ X denotes nonzero, O denotes zero, and * denotes either zero or nonzero.
This latter category does not play any role in identifying the order (1,1).
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Figure 2.9. Time plot and sample autocorrelation function of the monthly log stock returns of 3M
Company from February 1946 to December 1997.

Table 2.5. Sample Extended Autocorrelation Function and a Simplified Table for the

Monthly Log Returns of 3M Stock from February 1946 to December 1997

Sample Extended Autocorrelation Function

MA Order: g
p 0 1 2 3 4 5 6 7 8 9 10 11 12
0 —-0.05 —0.04 —-0.07 —0.01 0.02 0.06 —0.00 0.02 —0.01 —-0.06 0.03 0.09 0.01
1 —-049 0.01 —0.06 —0.03 —0.00 0.06 0.01 001 —0.01 —0.05 0.02 0.08 0.02
2 —045 —0.18 —0.05 0.01 —0.02 0.06 003 0.02 —0.01 —0.00 0.01 0.05 0.05
3 -0.18 0.15 040 —0.01 —0.01 0.05 —0.00 0.03 —0.03 —0.00 0.00 0.02 0.05
4 042 0.04 039 —0.08 —0.01 0.01 —0.01 0.04 0.02 002 —0.00 0.01 0.03
5 -0.13 024 041 007 023 001 0.01 005 —0.03 0.02 —-0.01 000 0.04
6 —0.07 —-0.37 0.06 031 020 —0.09 001 0.06 —0.03 0.02 —0.01 0.00 0.03
Simplified EACF Table
MA Order: ¢
p O 1 2 3 4 5 6 7 8 9 10 11 12
0 0 o 0o o 0o o o o o o o X o
1 X 0 0o o o o o o o o o o o
2 X X 0O 0O O O o o o o o o o
3 X X X 0 o o o o o o o o o
4 X O X O O O o O o o o o o
5 X X X 0O X O o O o o o o o
6 0O X O X X O O o o o o o o
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The simplified table clearly exhibits a triangular pattern of O’s with its upper left
vertex at the order (p, ¢) = (0,0). The only exception is a single X in the first row,
which corresponds to a sample EACF of 0.09 that is only slightly greater than
2/4/623 = 0.08. Therefore, the EACF suggests that the monthly log returns of 3M
stock follow an ARMA(0,0) model (i.e., a white noise series). This is in agreement
with the result suggested by the sample ACF in Figure 2.9.

The information criteria discussed earlier can also be used to select ARMA
models. Typically, for some prespecified positive integers P and Q, one computes
AIC (or BIC) for ARMA(p, g) models, where 0 < p < P and 0 <¢g < Q, and
selects the model that gives the minimum AIC (or BIC). This approach requires
maximum likelihood estimation of many models and in some cases may encounter
the difficulty of overfitting in estimation.

Once an ARMA(p, ¢g) model is specified, its parameters can be estimated by
either the conditional or exact likelihood method. In addition, the Ljung—Box statis-
tics of the residuals can be used to check the adequacy of a fitted model. If the
model is correctly specified, then Q(m) follows asymptotically a chi-squared distri-
bution with m — g degrees of freedom, where g denotes the number of parameters
used in the model.

2.6.4 Forecasting Using an ARMA Model

Like the behavior of the ACF, forecasts of an ARMA(p, ¢) model have charac-
teristics similar to those of an AR(p) model after adjusting for the impacts of the
MA component on the lower horizon forecasts. Denote the forecast origin by 2
and the available information by Fj,. The 1-step ahead forecast of r;4; can easily
be obtained from the model as

p q
(1) = E(ra1 | Fn) = o+ Y dirnii — Y Oiany1,
i=1 i=1

and the associated forecast error is e, (1) = rj41 — 7,(1) = ay41. The variance of
1-step ahead forecast error is Var[e,(1)] = aaz. For the ¢-step ahead forecast, we
have

p q
Fa(€) = E(rngel Fa) = do+ Y difa(€ — i) = Y Oran(t — i),
i=1 i=1
where it is understood that 7y (£ —i) = rpie—; if £—i <0 and a,(£ —i) =0 if

£—i>0anda,(f—i)=apye—; if £ —i < 0. Thus, the multistep ahead forecasts
of an ARMA model can be computed recursively. The associated forecast error is

en(0) = rppe — rp(0),

which can be computed easily via a formula to be given below in Eq. (2.34).
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2.6.5 Three Model Representations for an ARMA Model

In this subsection, we briefly discuss three model representations for a station-
ary ARMA(p, ¢) model. The three representations serve three different purposes.
Knowing these representations can lead to a better understanding of the model.
The first representation is the ARMA(p, ¢) model in Eq. (2.28). This representa-
tion is compact and useful in parameter estimation. It is also useful in computing
recursively multistep ahead forecasts of r;; see the discussion of the last subsection.

For the other two representations, we use long division of two polynomials.
Given two polynomials ¢(B) =1—>""_ ¢ B' and 6(B) =1— Y7 | 6;B', we
can obtain, by long division, that

Q(B)=1+¢B+1ﬁ32+"':w(3) (2.29)
$(B) e h |
and
B
(g((B)) =1-mB-mB>—---=n(B). (2.30)

For instance, if $(B) =1 — ¢ B and 6(B) = 1 — 6, B, then

1-6,B

VB) = 1 =14 (@1 = 0)B + 1 — 6B +¢i(¢1 — 6B + -+,
1-¢1B
T(B) = o = 1= (1= 0B — 611 — OB — 6n — 6B .

From the definition, ¥ (B)x(B) = 1. Making use of the fact that Bc = ¢ for any
constant (because the value of a constant is time-invariant), we have

®o ®o fon) ®o

—— = —————— and = .
o1y 1—6—---—0, ) 1—¢1—--—¢p

AR Representation
Using the result of long division in Eq. (2.30), the ARMA(p, ¢) model can be
written as

®o

= ———— +mr_ +mr ot w3+ +ay. (2.31)
1—6,—--—8,

Iy

This representation shows the dependence of the current return r, on the past
returns r;_;, where i > 0. The coefficients {r;} are referred to as the w-weights of
an ARMA model. To show that the contribution of the lagged value r,_; to r; is
diminishing as i increases, the 7r; coefficient should decay to zero as i increases. An
ARMA(p, q) model that has this property is said to be invertible. For a pure AR
model, 8(B) = 1 so that m(B) = ¢ (B), which is a finite-degree polynomial. Thus,
m; = 0 fori > p, and the model is invertible. For other ARMA models, a sufficient
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condition for invertibility is that all the zeros of the polynomial 6(B) are greater
than unity in modulus. For example, consider the MA(1) model r, = (1 — 6, B)a;.
The zero of the first-order polynomial 1 — 6, B is B = 1/6;. Therefore, an MA(1)
model is invertible if [1/6;| > 1. This is equivalent to |0;| < 1.

From the AR representation in Eq. (2.31), an invertible ARMA(p, ¢g) series r;
is a linear combination of the current shock a, and a weighted average of the past
values. The weights decay exponentially for more remote past values.

MA Representation
Again, using the result of long division in Eq. (2.29), an ARMA(p, ¢) model can
also be written as

re=p+a +via_1 +yra;, 2+ =p+Y(Ba, (2.32)

where u = E(r) = ¢o/(1 —¢1 — --- — ¢,,). This representation shows explicitly
the impact of the past shock a,_; (i > 0) on the current return r,. The coefficients
{;} are referred to as the impulse response function of the ARMA model. For
a weakly stationary series, the v; coefficients decay exponentially as i increases.
This is understandable as the effect of shock a;_; on the return », should diminish
over time. Thus, for a stationary ARMA model, the shock a,_; does not have
a permanent impact on the series. If ¢y # 0, then the MA representation has a
constant term, which is the mean of r, (i.e., ¢o/(1 — 1 —--- — ¢})).

The MA representation in Eq. (2.32) is also useful in computing the variance
of a forecast error. At the forecast origin s, we have the shocks ay, ap_i, . ...
Therefore, the ¢-step ahead point forecast is

Pr(0) = 1+ Yean + Yoqrap—1 + - -, (2.33)

and the associated forecast error is
en(l) = apve + Viante—1 + -+ Yer1aptr-
Consequently, the variance of £-step ahead forecast error is
Varle, (0)] = (1 4+ ¥{ + -+ + ¥7_1)og, (2.34)

which, as expected, is a nondecreasing function of the forecast horizon £.

Finally, the MA representation in Eq. (2.32) provides a simple proof of mean
reversion of a stationary time series. The stationarity implies that v; approaches
zero as i — 00. Therefore, by Eq. (2.33), we have 7,(£) — u as £ — oo. Because
Fr(€) is the conditional expectation of r;,, at the forecast origin &, the result
says that in the long-term the return series is expected to approach its mean, that
is, the series is mean-reverting. Furthermore, using the MA representation in Eq.
(2.32), we have Var(r,;) = (1 + Y2, ¥?)o?2. Consequently, by Eq. (2.34), we have
Var[ey, ()] — Var(r,) as £ — oo. The speed by which 7, (£) approaches u deter-
mines the speed of mean-reverting.
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2.7 UNIT-ROOT NONSTATIONARITY

So far we have focused on return series that are stationary. In some studies, interest
rates, foreign exchange rates, or the price series of an asset are of interest. These
series tend to be nonstationary. For a price series, the nonstationarity is mainly due
to the fact that there is no fixed level for the price. In the time series literature,
such a nonstationary series is called unit-root nonstationary time series. The best
known example of unit-root nonstationary time series is the random-walk model.

2.7.1 Random Walk

A time series {p;} is a random walk if it satisfies
Dt = Pi—1 +ay, (2.35)

where pg is a real number denoting the starting value of the process and {a,} is
a white noise series. If p, is the log price of a particular stock at date 7, then pg
could be the log price of the stock at its initial public offering (i.e., the logged IPO
price). If a, has a symmetric distribution around zero, then conditional on p,_i,
p; has a 50-50 chance to go up or down, implying that p, would go up or down
at random. If we treat the random-walk model as a special AR(1) model, then the
coefficient of p,_; is unity, which does not satisfy the weak stationarity condition
of an AR(1) model. A random-walk series is, therefore, not weakly stationary, and
we call it a unit-root nonstationary time series.

The random-walk model has widely been considered as a statistical model for
the movement of logged stock prices. Under such a model, the stock price is not
predictable or mean-reverting. To see this, the 1-step ahead forecast of model (2.35)
at the forecast origin # is

() = E(ppy1|phs Ph-ts - -.) = Dhs

which is the log price of the stock at the forecast origin. Such a forecast has no
practical value. The 2-step ahead forecast is

P2 = E(pns2l Py Ph—1s .- ) = E(pps1 + a2l P, Pr—1, - 2)
= E(pn+1lpn, Ph—1, --) = pr(1) = pa,

which again is the log price at the forecast origin. In fact, for any forecast horizon
£ > 0, we have

pr(f) = py.

Thus, for all forecast horizons, point forecasts of a random-walk model are simply
the value of the series at the forecast origin. Therefore, the process is not mean-
reverting.

The MA representation of the random-walk model in Eq. (2.35) is

pr=a+a—1+a-—2+---.
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This representation has several important practical implications. First, the £-step
ahead forecast error is

en(l) = apre + - +apyr,

so that Var[e, (£)] = anz, which diverges to infinity as £ — oo. The length of an
interval forecast of pj4, will approach infinity as the forecast horizon increases.
This result says that the usefulness of point forecast pj, (¢£) diminishes as £ increases,
which again implies that the model is not predictable. Second, the unconditional
variance of p, is unbounded because Var[e; (£)] approaches infinity as ¢ increases.
Theoretically, this means that p, can assume any real value for a sufficiently large
t. For the log price p, of an individual stock, this is plausible. Yet for market
indexes, negative log price is very rare if it happens at all. In this sense, the
adequacy of a random-walk model for market indexes is questionable. Third, from
the representation, v; = 1 for all i. Thus, the impact of any past shock a,_; on
p; does not decay over time. Consequently, the series has a strong memory as
it remembers all of the past shocks. In economics, the shocks are said to have a
permanent effect on the series. The strong memory of a unit-root time series can
be seen from the sample ACF of the observed series. The sample ACFs are all
approaching 1 as the sample size increases.

2.7.2 Random Walk with Drift

As shown by empirical examples considered so far, the log return series of a market
index tends to have a small and positive mean. This implies that the model for the
log price is

Pt =M1+ pi—1 +a, (2.36)

where u = E(p; — p;—1) and {a,} is a white noise series. The constant term p of
model (2.36) is very important in financial study. It represents the time trend of the
log price p; and is often referred to as the drift of the model. To see this, assume
that the initial log price is pg. Then we have

p1=pn+ po+ai,
pp=u+pr+a=2u+po+a+a,

pr=tpu+pot+a+a-1+---+a.

The last equation shows that the log price consists of a time trend fx and a
pure random-walk process >_:_, a;. Because Var(}_;_, a;) = to?, where 6 is the
variance of a,, the conditional standard deviation of p, is v/fo,, which grows at a
slower rate than the conditional expectation of p,. Therefore, if we graph p, against
the time index ¢, we have a time trend with slope p. A positive slope n implies
that the log price eventually goes to infinity. In contrast, a negative p implies that
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the log price would converge to —oo as ¢ increases. Based on the above discussion,
it is then not surprising to see that the log return series of the CRSP value- and
equal-weighted indexes have a small, but statistically significant, positive mean.

To illustrate the effect of the drift parameter on the price series, we consider the
monthly log stock returns of the 3M Company from February 1946 to December
1997. As shown by the sample EACF in Table 2.5, the series has no significant
serial correlation. The series thus follows the simple model

ry =0.01154a,, &, =0.0639, (2.37)

where 0.0115 is the sample mean of r; and has a standard error 0.0026. The mean
of the monthly log returns of 3M stock is, therefore, significantly different from
zero at the 1% level. We use the log return series to construct two log price series,
namely,

t

t
P1=2ri and P;k=2ai,

i=1 i=1

where @; is the mean-corrected log return in Eq. (2.37) (i.e., a, = r; —0.0115).
The p; is the log price of 3M stock, assuming that the initial log price is zero (i.e.,
the log price of January 1946 was zero). The p; is the corresponding log price if
the mean of log returns was zero. Figure 2.10 shows the time plots of p, and py
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Figure 2.10. Time plots of log prices for 3M stock from February 1946 to December 1997, assuming
that the log price of January 1946 was zero. The dashed line is for log price without time trend. The
straight line is y; = 0.0115 x z.
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as well as a straight line y, = 0.0115 x 7. From the plots, the importance of the
constant 0.0115 in Eq. (2.37) is evident. In addition, as expected, the slope of the
upward trend of p; is about 0.0115.

Finally, it is important to understand the meaning of a constant term in a time
series model. First, for an MA(g) model in Eq. (2.22), the constant term is simply
the mean of the series. Second, for a stationary AR(p) model in Eq. (2.9) or
ARMA(p, ¢) model in Eq. (2.28), the constant term is related to the mean via
w=¢o/(1 — ¢y —---—¢p). Third, for a random walk with drift, the constant
term becomes the time slope. These different interpretations for the constant term
in a time series model clearly highlight the difference between dynamic and usual
linear regression models.

Another important difference between dynamic and regression models is shown
by an AR(1) model and a simple linear regression model,

re=¢o+¢1r,-1+a; and y, = Bo + Bi1x; + a;.

For the AR(1) model to be meaningful, the coefficient ¢; must satisfy |¢;| < 1.
However, the coefficient f; can assume any fixed real number.

2.7.3 Trend-Stationary Time Series

A closely related model that exhibits linear trend is the trend-stationary time series
model,

pr = Bo+ Bit + 11,

where 7, is a stationary time series, for example, a stationary AR(p) series. Here p;
grows linearly in time with rate B and hence can exhibit behavior similar to that of
a random-walk model with drift. However, there is a major difference between the
two models. To see this, suppose that py is fixed. The random-walk model with drift
assumes the mean E(p;) = po + ut and variance Var(p,) = taaz, both of which are
time dependent. On the other hand, the trend-stationary model assumes the mean
E(p;) = Po + Bit, which depends on time, and variance Var(p,) = Var(r;), which
is finite and time-invariant. The trend-stationary series can be transformed into a
stationary one by removing the time trend via a simple linear regression analysis.
For analysis of trend-stationary time series, see Section 2.9.

2.7.4 General Unit-Root Nonstationary Models

Consider an ARMA model. If one extends the model by allowing the AR poly-
nomial to have 1 as a characteristic root, then the model becomes the well-known
autoregressive integrated moving-average (ARIMA) model. An ARIMA model is
said to be unit-root nonstationary because its AR polynomial has a unit root. Like
a random-walk model, an ARIMA model has strong memory because the v; coef-
ficients in its MA representation do not decay over time to zero, implying that the
past shock a;_; of the model has a permanent effect on the series. A conventional
approach for handling unit-root nonstationarity is to use differencing.
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Differencing

A time series y, is said to be an ARIMA(p, 1, g) process if the change series ¢, =
v — y;1—1 = (1 — B)y, follows a stationary and invertible ARMA(p, ¢) model. In
finance, price series are commonly believed to be nonstationary, but the log return
series, 7, = In(p,;) — In(p,—_1), is stationary. In this case, the log price series is
unit-root nonstationary and hence can be treated as an ARIMA process. The idea
of transforming a nonstationary series into a stationary one by considering its
change series is called differencing in the time series literature. More formally,
¢ =y — y;—1 is referred to as the first differenced series of y,. In some scientific
fields, a time series y, may contain multiple unit roots and needs to be differenced
multiple times to become stationary. For example, if both y, and its first differenced
series ¢; = y; — y;—1 are unit-root nonstationary, but s, = ¢; — ¢;—1 = y; — 2y;—1 +
v;—» is weakly stationary, then y, has double unit roots, and s, is the second
differenced series of y,. In addition, if s; follows an ARMA(p, ¢) model, then y,
is an ARIMA(p, 2, q) process. For such a time series, if s, has a nonzero mean,
then y, has a quadratic time function and the quadratic time coefficient is related
to the mean of s;. The seasonally adjusted series of U.S. quarterly gross domestic
product implicit price deflator might have double unit roots. However, the mean of
the second differenced series is not significantly different from zero (see Exercises
at end of chapter). Box, Jenkins, and Reinsel (1994) discuss many properties of
general ARIMA models.

2.7.5 Unit-Root Test
To test whether the log price p; of an asset follows a random walk or a random
walk with drift, we employ the models
pr=¢1pi—1 t+ e, (2.38)
Pr = Qo+ P1pi—1 + e, (2.39)

where e, denotes the error term, and consider the null hypothesis H, : ¢; = 1
versus the alternative hypothesis H, : ¢; < 1. This is the well-known unit-root
testing problem; see Dickey and Fuller (1979). A convenient test statistic is the
t-ratio of the least squares (LS) estimate of ¢;. For Eq. (2.38), the LS method gives

T T n
431 _ D i1 Pi—1D1 62 = D oi—1(pr— ¢1Pt—1)2
= =, s =
2o p1‘2—1 r—1

where pop = 0 and T is the sample size. The ¢-ratio is

3

¢ —1 _ 3 pe
~ - R T ’
std(éy) aem

which is commonly referred to as the Dickey—Fuller test. If {e,} is a white noise
series with finite moments of order slightly greater than 2, then the DF-statistic

DF = t-ratio =
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converges to a function of the standard Brownian motion as 7 — oo; see Chan
and Wei (1988) and Phillips (1987) for more information. If ¢y is zero but Eq. (2.39)
is employed anyway, then the resulting ¢-ratio for testing ¢; = 1 will converge to
another nonstandard asymptotic distribution. In either case, simulation is used to
obtain critical values of the test statistics; see Fuller (1976, Chapter 8) for selected
critical values. Yet if ¢y # 0 and Eq. (2.39) is used, then the f-ratio for testing
¢ = 1 is asymptotically normal. However, large sample sizes are needed for the
asymptotic normal distribution to hold. Standard Brownian motion is introduced in
Chapter 6.

For many economic time series, ARIMA(p, d, ¢) models might be more appro-
priate than the simple model in Eq. (2.39). In the econometric literature, AR(p)
models are often used. Denote the series by x,. To verify the existence of a unit
root in an AR(p) process, one may perform the test H, : § =1 versus H, : B < 1
using the regression

p—1
X =c¢+ Bxi—1 + Z¢z Axi—; + e, (2.40)

i=1

where ¢, is a deterministic function of the time index # and Ax; = x; — x;_1 is the
differenced series of x;. In practice, ¢, can be zero or a constant or ¢, = wg + wt.
The ¢-ratio of g — 1,

B—1
ADF-test = —,
std(B)

where B denotes the least squares estimate of f, is the well-known augmented
Dickey—Fuller unit-root test. Note that because of the first differencing, Eq. (2.40)
is equivalent to an AR(p) model with deterministic function ¢,. Equation (2.40)
can also be rewritten as

p—1
Ax; = ¢+ Bexi—1 + Zd)i Axi—i + e,

i=1

where B, = f — 1. One can then test the equivalent hypothesis H, : B. = 0 versus
H,:B. <O.

Example 2.2. Consider the log series of U.S. quarterly gross domestic product
(GDP) from 1947.1 to 2003.1V. The series exhibits an upward trend, showing the
growth of the U.S. economy, and has high sample serial correlations; see the left
panel of Figure 2.11. The first differenced series, representing the growth rate of
U.S. GDP and also shown in Figure 2.11, seems to vary around a fixed mean
level, even though the variability appears to be smaller in recent years. To confirm
the observed phenomenon, we apply the augmented Dickey—Fuller unit-root test
to the log series. Based on the sample PACF of the differenced series shown in
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Figure 2.11. Log series of U.S. quarterly GDP from 1947.1 to 2003.1V: (a) time plot of the logged
GDP series, (b) sample ACF of the log GDP data, (c) time plot of the first differenced series, and (d)
sample PACF of the differenced series.

Figure 2.11, we choose p = 10. Other values of p are also used, but they do not
alter the conclusion of the test. With p = 10, the ADF-test statistic is —1.131 with
p-value 0.7038, indicating that the unit-root hypothesis cannot be rejected. From
the S-Plus output below, ,3 =1+ Bc =1—-0.0006 = 0.9994.

S-Plus Demonstration
Output edited.

> adft=unitroot (gdp,trend='c’,method='adf’,lags=10)
> summary (adft)

Test for Unit Root: Augmented DF Test

Null Hypothesis: there is a unit root

Type of Test: t test
Test Statistic: -1.131
P-value: 0.7038
Coefficients:
Value Std. Error t value Pr(>|t])
lagl -0.0006 0.0006 -1.1306 0.2595
lag2 0.3797 0.0679 5.5946 0.0000
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laglo 0.1798 0.0656 2.7405 0.0067
constant 0.0123 0.0048 2.5654 0.0110

Regression Diagnostics:

R-Squared 0.2831
Adjusted R-Squared 0.2485

Residual standard error: 0.009498 on 214 degrees of freedom

As another example, consider the daily log series of the S&P 500 index from
January 1990 to December 2003 for 3532 observations. The series is shown in
Figure 2.12. Testing for a unit root in the index is relevant if one wishes to verify
empirically that the index follows a random walk with drift. To this end, we use ¢, =
wp + w1t in applying the augmented Dickey—Fuller test. Furthermore, we choose
p = 14 because AIC selects an AR(13) model for the first differenced series. The
resulting test statistic is —0.9648 with p-value 0.9469. Thus, the unit-root hypothesis
cannot be rejected at any reasonable significance level. But the parameter estimates
for the deterministic terms are not significantly different from zero at the usual 5%
level. In summary, for the time period considered, the log series of the index contains
a unit root, but there is no strong evidence of any time trend.

7.0

6.5

In(index)

6.0

I I I I I I I I
1990 1992 1994 1996 1998 2000 2002 2004

year

Figure 2.12. Time plot of the logarithm of daily S&P 500 index from January 2, 1990 to December
31, 2003.



72 LINEAR TIME SERIES ANALYSIS AND ITS APPLICATIONS

S-Plus Demonstration
Output edited.

> adft=unitroot (sp,method="adf’, trend='ct’,lags=14)
> summary (adft)

Test for Unit Root: Augmented DF Test

Null Hypothesis: there is a unit root
Type of Test: t test
Test Statistic: -0.9648
P-value: 0.9469

Coefficients:
Value Std. Error t value Pr(>|t])
lagl -0.0008 0.0008 -0.9648 0.3347
lagl4 0.0319 0.0169 1.8894 0.0589
constant 0.0056 0.0054 1.0316 0.3023
time 0.0000 0.0000 0.4871 0.6262

Regression Diagnostics:

R-Squared 0.0107
Adjusted R-Squared 0.0065

Residual standard error: 0.01049 on 3514 degrees of freedom

2.8 SEASONAL MODELS

Some financial time series such as quarterly earning per share of a company exhibits
certain cyclical or periodic behavior. Such a time series is called a seasonal time
series. Figure 2.13a shows the time plot of quarterly earning per share of Johnson
and Johnson from the first quarter of 1960 to the last quarter of 1980. The data
obtained from Shumway and Stoffer (2000) possess some special characteristics.
In particular, the earning grew exponentially during the sample period and had a
strong seasonality. Furthermore, the variability of earning increased over time. The
cyclical pattern repeats itself every year so that the periodicity of the series is 4.
If monthly data are considered (e.g., monthly sales of Wal-Mart stores), then the
periodicity is 12. Seasonal time series models are also useful in pricing weather-
related derivatives and energy futures, because most environmental time series
exhibit strong seasonal behavior.

Analysis of seasonal time series has a long history. In some applications, sea-
sonality is of secondary importance and is removed from the data, resulting in a
seasonally adjusted time series that is then used to make inference. The procedure
to remove seasonality from a time series is referred to as seasonal adjustment. Most
economic data published by the U.S. government are seasonally adjusted (e.g., the
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growth rate of gross domestic product and the unemployment rate). In other appli-
cations such as forecasting, seasonality is as important as other characteristics of
the data and must be handled accordingly. Because forecasting is a major objective
of financial time series analysis, we focus on the latter approach and discuss some
econometric models that are useful in modeling seasonal time series.

2.8.1 Seasonal Differencing

Figure 2.13b shows the time plot of log earning per share of Johnson and Johnson.
We took the log transformation for two reasons. First, it is used to handle the
exponential growth of the series. Indeed, the new plot confirms that the growth is
linear on the log scale. Second, the transformation is used to stabilize the variability
of the series. The increasing pattern in variability of Figure 2.13a disappears in
the new plot. Log transformation is commonly used in analysis of financial and
economic time series. In this particular instance, all earnings are positive so that
no adjustment is needed before taking the transformation. In some cases, one may
need to add a positive constant to every data point before taking the transformation.

Denote the log earning by x;. The upper left panel of Figure 2.14 shows the sam-
ple ACF of x,, which indicates that the quarterly log earning per share has strong
serial correlations. A conventional method to handle such strong serial correlations

(a) Earning per share

15
g 10
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0 T T T T
1960 1965 1970 1975 1980
year
(b) Log earning per share
(o)) 27
£
c
8 17
(]
£
0 —
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year

Figure 2.13. Time plots of quarterly earning per share of Johnson and Johnson from 1960 to 1980: (a)
observed earning and (b) log earning.
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Figure 2.14. Sample ACF of the log series of quarterly earning per share of Johnson and Johnson
from 1960 to 1980, where x; is the log earning, dx is the first differenced series, ds is the seasonally
differenced series, and dx ds denotes series with regular and seasonal differencing.

is to consider the first differenced series of x; (i.e., Ax; = x; —x;,-1 = (1 — B)x;).
The lower left plot of Figure 2.14 gives the sample ACF of Ax;. The ACF is strong
when the lag is a multiple of periodicity 4. This is a well-documented behavior of
a sample ACF of a seasonal time series. Following the procedure of Box, Jenkins,
and Reinsel (1994, Chapter 9), we take another difference of the data, that is,

Ag(Ax) = (1 — BHAX, = Ax; — Axy—g = X; — Xi—| — Xy—4 + X1_s.

The operation Ay = (1 — B*) is called a seasonal differencing. In general, for a
seasonal time series y, with periodicity s, seasonal differencing means

Agyr =y — Yi—s = (1 = BY)y,.

The conventional difference Ay, = y; — y,—1 = (1 — B)y; is referred to as the reg-
ular differencing. The lower right plot of Figure 2.14 shows the sample ACF of
A4Ax;, which has a significant negative ACF at lag 1 and a marginal negative
correlation at lag 4. For completeness, Figure 2.14 also gives the sample ACF of
the seasonally differenced series Agx;.
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2.8.2 Multiplicative Seasonal Models

The behavior of the sample ACF of (1 — B*)(1 — B)x; in Figure 2.14 is common
among seasonal time series. It led to the development of the following special
seasonal time series model:

(1-B°)(1—-B)x, =1 —-6B)(1 —OB%)a, (2.41)

where s is the periodicity of the series, @, is a white noise series, |#| < 1, and
|®| < 1. This model is referred to as the airline model in the literature; see Box,
Jenkins, and Reinsel (1994, Chapter 9). It has been found to be widely applicable
in modeling seasonal time series. The AR part of the model simply consists of the
regular and seasonal differences, whereas the MA part involves two parameters.
Focusing on the MA part (i.e., on the model),

w;=(1-0B)(1—-0OB%a; =a; —0a;—; — Oa;_; +0Ba;_;_1,
where w; = (1 — B*)(1 — B)x, and s > 1. It is easy to obtain that E(w;) = 0 and

Var(w,) = (1 +63)(1 + ©)a7,
Cov(wy, w—1) = —0(1 + ©Ha2,
Cov(w;, wy—s+1) = 0O07,
Cov(w;, w,—) = —O(1 + 60?2,
Cov(wy, Wi_g_1) = 6?@%2,

Cov(ws, w,—g) =0, for £#0,1,s—1,s,5s+ 1.

Consequently, the ACF of the w, series is given by

—6 -0 00

P11 = m7 Ps = wa Ps—1 = Ps+1 = P1Ps = m,

and py =0 for £ >0and ¢ # 1,5 — 1, s, s + 1. For example, if w; is a quarterly
time series, then s = 4 and for £ > 0, the ACF p, is nonzero at lags 1, 3, 4, and
5 only.

It is interesting to compare the prior ACF with those of the MA(1) model
v = (I —0B)a; and the MA(s) model z; = (1 — ®B*)a;. The ACFs of y, and z;
series are

p1(y) = and p(y) =0, £>1,

-6
1462

ps(z) = and pp(z) =0, £>0,%#s.

-0
1+ 02’
We see that (a) p1 = p1(y), (b) ps = ps(2), and (¢) ps—1 = pPs+1 = P1(¥) X pPs(2).
Therefore, the ACF of w, at lags (s — 1) and (s + 1) can be regarded as the
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interaction between lag-1 and lag-s serial dependence, and the model of w; is
called a multiplicative seasonal MA model. In practice, a multiplicative seasonal
model says that the dynamics of the regular and seasonal components of the series
are approximately orthogonal.

The model

w, = (1 —-6B — ©B%)a, (2.42)

where |6 < 1 and |®] < 1, is a nonmultiplicative seasonal MA model. It is easy
to see that for the model in Eq. (2.42), ps+1 = 0. A multiplicative model is more
parsimonious than the corresponding nonmultiplicative model because both models
use the same number of parameters, but the multiplicative model has more nonzero
ACFs.

Example 2.3. In this example we apply the airline model to the log series of
quarterly earning per share of Johnson and Johnson from 1960 to 1980. Based on
the exact likelihood method, the fitted model is

(1= B)(1 — BHx, = (1 = 0.678B)(1 — 0.314BYa,, &, = 0.089,

where standard errors of the two MA parameters are 0.080 and 0.101, respectively.
The Ljung—Box statistics of the residuals show Q(12) = 10.0 with p-value 0.44.
The model appears to be adequate.

To illustrate the forecasting performance of the prior seasonal model, we rees-
timate the model using the first 76 observations and reserve the last eight data
points for forecasting evaluation. We compute 1-step to 8-step ahead forecasts and
their standard errors of the fitted model at the forecast origin 7 = 76. An antilog
transformation is taken to obtain forecasts of earning per share using the relation-
ship between normal and log-normal distributions given in Chapter 1. Figure 2.15
shows the forecast performance of the model, where the observed data are shown
by the solid line, point forecasts are shown by dots, and the dashed lines show
95% interval forecasts. The forecasts show a strong seasonal pattern and are close
to the observed data. Finally, for an alternative approach to modeling the quarterly
earning data, see Section 11.7.

When the seasonal pattern of a time series is stable over time (e.g., close to a
deterministic function), dummy variables may be used to handle the seasonality.
This approach is taken by some analysts. However, deterministic seasonality is a
special case of the multiplicative seasonal model discussed before. Specifically,
if ® =1, then model (2.41) contains a deterministic seasonal component. Con-
sequently, the same forecasts are obtained by using either dummy variables or a
multiplicative seasonal model when the seasonal pattern is deterministic. Yet use
of dummy variables can lead to inferior forecasts if the seasonal pattern is not
deterministic. In practice, we recommend that the exact likelihood method should
be used to estimate a multiplicative seasonal model, especially when the sample
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Figure 2.15. Out-of-sample point and interval forecasts for the quarterly earning of Johnson and John-
son. The forecast origin is the fourth quarter of 1978. In the plot, the solid line shows the actual
observations, dots represent point forecasts, and dashed lines show 95% interval forecasts.

size is small or when there is the possibility of having a deterministic seasonal
component.

Example 2.4. To demonstrate deterministic seasonal behavior, consider the
monthly simple returns of the CRSP Decile 1 index from January 1960 to December
2003 for 528 observations. The series is shown in Figure 2.16a, and the time plot
does not show any clear pattern of seasonality. However, the sample ACF of the
return series shown in Figure 2.16b contains significant lags at 12, 24, and 36 as
well as lag 1. If seasonal ARMA models are entertained, a model in the form

(1 —¢1B)(1 —¢12B)R, = c+ (1 — 612B)q,

is identified, where R, denotes the monthly simple return. Using the conditional
likelihood method, the fitted model is

(1 =0.25B)(1 — 0.99B'%)R, = 0.0004 + (1 — 0.92B'%)q,, &, =0.071.

The MA coefficient is close to unity, indicating that the fitted model is close to
being noninvertible. If the exact likelihood method is used, we have

(1 —0.264B)(1 — 0.996B'*)R, = 0.0002 + (1 — 0.999B'%)a,, &, = 0.067.
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Figure 2.16. Monthly simple returns of CRSP Decile 1 index from January 1960 to December 2003:
(a) time plot of the simple returns, (b) sample ACF of the simple returns, (c) time plot of the simple
returns after adjusting for January effect, and (d) sample ACF of the adjusted simple returns.

The cancellation between seasonal AR and MA factors is clearly seen. This high-
lights the usefulness of using the exact likelihood method, and the estimation result
suggests that the seasonal behavior might be deterministic. To further confirm this
assertion, we define the dummy variable for January, that is,

Jan, — 1 if ¢ is January,
"7 10 otherwise,

and employ the simple liner regression
Ry = Bo + BilJan, + e;.

The right panel of Figure 2.16 shows the time plot and sample ACF of the residual
series of the prior simple linear regression. From the sample ACF, there are no
significant serial correlations at any multiples of 12, suggesting that the seasonal
pattern has been successfully removed by the January dummy variable. Conse-
quently, the seasonal behavior in the monthly simple return of Decile 1 is due to
the January effect.
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SCA Demonstration
Output edited.

tem ml. model (1) (12)decl=cl+(1l2)noise.

estim ml. hold resi(rl)

SUMMARY FOR UNIVARIATE TIME SERIES MODEL -- M1

VAR TYPE OF ORIGINAL DIFFERENCING
VARIABLE OR CENTERED

DEC1 RANDOM ORIGINAL NONE

PAR. VAR. NUM./ FACTOR ORDER CONS- VALUE STD T

LABEL NAME DENOM. TRAINT ERROR VALUE
1 C1 CNST 1 0 NONE .0004 .0003 1.11
2 DEC1 MA 1 12 NONE .9213 .0205 44.90
3 DEC1 AR 1 1 NONE .2496 .0419 5.95
4 DEC1 AR 2 12 NONE .9943 .0094 105.71
EFFECTIVE NUMBER OF OBSERVATIONS . . 515

R-SQUARE . . . . . . . . . . . . . . 0.207

RESIDUAL STANDARD ERROR. . . . . . . 0.705662E-01

estim ml. method exact. hold resi(rl)

SUMMARY FOR UNIVARIATE TIME SERIES MODEL -- M1
VAR. TYPE OF ORIGINAL DIFFERENCING
VAR. OR CENTERED

DEC1 RANDOM ORIGINAL NONE

PAR. VARI. NUM./ FACTOR ORDER CONS- VALUE STD T
LABEL NAME DENOM. TRAINT ERROR VALUE
1 C1 CNST 1 0 NONE .0002 .0002 .67
2 DEC1 MA 1 12 NONE .9989 .0156 63.99
3 DEC1 AR 1 1 NONE .2638 .0424 6.23
4 DEC1 AR 2 12 NONE .9963 .0058 170.55
EFFECTIVE NUMBER OF OBSERVATIONS . . 515

R-SQUARE . . . . Ce e e 0.283

RESIDUAL STANDARD ERROR. . . . . . . 0.670734E-01
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2.9 REGRESSION MODELS WITH TIME SERIES ERRORS

In many applications, the relationship between two time series is of major interest.
The market model in finance is an example that relates the return of an individual
stock to the return of a market index. The term structure of interest rates is another
example in which the time evolution of the relationship between interest rates with
different maturities is investigated. These examples lead to the consideration of a
linear regression in the form

ry=a-+ Bry +e;, (2.43)

where 7|, and ry, are two time series and e, denotes the error term. The least
squares (LS) method is often used to estimate model (2.43). If {e,;} is a white noise
series, then the LS method produces consistent estimates. In practice, however, it
is common to see that the error term e, is serially correlated. In this case, we have
a regression model with time series errors, and the LS estimates of @ and § may
not be consistent.

A regression model with time series errors is widely applicable in economics
and finance, but it is one of the most commonly misused econometric models
because the serial dependence in e, is often overlooked. It pays to study the model
carefully.

We introduce the model by considering the relationship between two U.S. weekly
interest rate series:

e ry;, the 1-year Treasury constant maturity rate.
e r3, the 3-year Treasury constant maturity rate.

Both series have 1967 observations from January 4, 1962 to September 10, 1999
and are measured in percentages. The series are obtained from the Federal Reserve
Bank of St. Louis. Strictly speaking, we should model the two interest series jointly
using multivariate time series analysis in Chapter 8. However, for simplicity, we
focus here on regression-type analysis and ignore the issue of simultaneity.

Figure 2.17 shows the time plots of the two interest rates with the solid line
denoting the 1-year rate and the dashed line the 3-year rate. Figure 2.18a plots ry;
versus r3;, indicating that, as expected, the two interest rates are highly correlated.
A naive way to describe the relationship between the two interest rates is to use
the simple model 3, = « + Bri; + ¢,. This results in a fitted model

r3 = 0911 +0.924ry; +¢;,, 6. = 0.538, (2.44)

with R? = 95.8%, where the standard errors of the two coefficients are 0.032 and
0.004, respectively. Model (2.44) confirms the high correlation between the two
interest rates. However, the model is seriously inadequate as shown by Figure 2.19,
which gives the time plot and ACF of its residuals. In particular, the sample ACF
of the residuals is highly significant and decays slowly, showing the pattern of
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Figure 2.17. Time plots of U.S. weekly interest rates (in percentages) from January 4, 1962 to Septem-
ber 10, 1999. The solid line is the Treasury l-year constant maturity rate and the dashed line the
Treasury 3-year constant maturity rate.
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Figure 2.18. Scatterplots of U.S. weekly interest rates from January 5, 1962 to September 10, 1999:
(a) 3-year rate versus l-year rate and (b) changes in 3-year rate versus changes in 1-year rate.
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Figure 2.19. Residual series of linear regression (2.44) for two U.S. weekly interest rates: (a) time plot
and (b) sample ACF.

a unit-root nonstationary time series. The behavior of the residuals suggests that
marked differences exist between the two interest rates. Using modern econometric
terminology, if one assumes that the two interest rate series are unit-root nonsta-
tionary, then the behavior of the residuals of Eq. (2.44) indicates that the two
interest rates are not cointegrated; see Chapter 8 for discussion of cointegration.
In other words, the data fail to support the hypothesis that there exists a long-term
equilibrium between the two interest rates. In some sense, this is not surprising
because the pattern of “inverted yield curve” did occur during the data span. By
inverted yield curve, we mean the situation under which interest rates are inversely
related to their time to maturities.

The unit-root behavior of both interest rates and the residuals of Eq. (2.44) leads
to consideration of the change series of interest rates. Let

1. ¢y =riy —r1—1 = (1 — B)ry; for t > 2: changes in the 1-year interest rate;
2. c3y =r3 —r3;—1 = (1 — B)rs for t > 2: changes in the 3-year interest rate;

and consider the linear regression c3; = o + fcy, + ¢;. Figure 2.20 shows time
plots of the two change series, whereas Figure 2.18b provides a scatterplot between
them. The change series remain highly correlated with a fitted linear regression
model given by

c3 = 0.0002 + 0.7811cy, + e, 6. = 0.0682, (2.45)
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Figure 2.20. Time plots of the change series of U.S. weekly interest rates from January 12, 1962 to
September 10, 1999: (a) changes in the Treasury l-year constant maturity rate and (b) changes in the
Treasury 3-year constant maturity rate.

with R? = 84.8%. The standard errors of the two coefficients are 0.0015 and
0.0075, respectively. This model further confirms the strong linear dependence
between interest rates. Figure 2.21 shows the time plot and sample ACF of the
residuals of Eq. (2.45). Once again, the ACF shows some significant serial corre-
lation in the residuals, but the magnitude of the correlation is much smaller. This
weak serial dependence in the residuals can be modeled by using the simple time
series models discussed in the previous sections, and we have a linear regression
with time series errors.

The main objective of this section is to discuss a simple approach for building a
linear regression model with time series errors. The approach is straightforward. We
employ a simple time series model discussed in this chapter for the residual series
and estimate the whole model jointly. For illustration, consider the simple linear
regression in Eq. (2.45). Because residuals of the model are serially correlated, we
shall identify a simple ARMA model for the residuals. From the sample ACF of
the residuals shown in Figure 2.21, we specify an MA(1) model for the residuals
and modify the linear regression model to

¢y =a+ Bei+en, e =a; —0a,-q, (2.46)
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Figure 2.21. Residual series of the linear regression (2.45) for two change series of U.S. weekly interest
rates: (a) time plot and (b) sample ACF.

where {a,} is assumed to be a white noise series. In other words, we simply use
an MA(1) model, without the constant term, to capture the serial dependence in
the error term of Eq. (2.45). The resulting model is a simple example of linear
regression with time series errors. In practice, more elaborated time series models
can be added to a linear regression equation to form a general regression model
with time series errors.

Estimating a regression model with time series errors was not easy before the
advent of modern computers. Special methods such as the Cochrane—Orcutt esti-
mator have been proposed to handle the serial dependence in the residuals; see
Greene (2000, p. 546). By now, the estimation is as easy as that of other time
series models. If the time series model used is stationary and invertible, then one
can estimate the model jointly via the maximum likelihood method. This is the
approach we take by using the SCA package. S-Plus demonstration is given later.
For the U.S. weekly interest rate data, the fitted version of model (2.46) is

c3 = 0.0002 +0.7824cy; +e;, e =a; +0.2115a,_;, 06, =0.0668, (2.47)
with R? = 85.4%. The standard errors of the parameters are 0.0018, 0.0077, and

0.0221, respectively. The model no longer has a significant lag-1 residual ACF,
even though some minor residual serial correlations remain at lags 4 and 6. The
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incremental improvement of adding additional MA parameters at lags 4 and 6 to
the residual equation is small and the result is not reported here.

Comparing the models in Egs. (2.44), (2.45), and (2.47), we make the following
observations. First, the high R? and coefficient 0.924 of model (2.44) are mislead-
ing because the residuals of the model show strong serial correlations. Second,
for the change series, R? and the coefficient of ¢, of models (2.45) and (2.47)
are close. In this particular instance, adding the MA(1) model to the change series
only provides a marginal improvement. This is not surprising because the estimated
MA coefficient is small numerically, even though it is statistically highly signifi-
cant. Third, the analysis demonstrates that it is important to check residual serial
dependence in linear regression analysis.

Because the constant term of Eq. (2.47) is insignificant, the model shows that
the two weekly interest rate series are related as

r3 =r3—1 +0.782(r1; —ri—1) +ar +0.212a, .
The interest rates are concurrently and serially correlated.

Summary
We outline a general procedure for analyzing linear regression models with time
series errors:

1. Fit the linear regression model and check serial correlations of the residuals.

2. If the residual series is unit-root nonstationary, take the first difference of
both the dependent and explanatory variables. Go to step 1. If the residual
series appears to be stationary, identify an ARMA model for the residuals
and modify the linear regression model accordingly.

3. Perform a joint estimation via the maximum likelihood method and check
the fitted model for further improvement.

To check the serial correlations of residuals, we recommend that the Ljung—Box
statistics be used instead of the Durbin—Watson (DW) statistic because the latter
only considers the lag-1 serial correlation. There are cases in which residual serial
dependence appears at higher order lags. This is particularly so when the time
series involved exhibits some seasonal behavior.

Remark. For a residual series e, with T observations, the Durbin—Watson
statistic is

T
N Z;:Q(ez - et—l)2

T
Zz:] 312

Straightforward calculation shows that DW ~ 2(1 — py), where p; is the lag-1 ACF
of {e}.

DW



86 LINEAR TIME SERIES ANALYSIS AND ITS APPLICATIONS

In S-Plus, regression models with time series errors can be analyzed by the com-
mand OLS (ordinary least squares) if the residuals assume an AR model. Also, to
identify a lagged variable, the command is tslag, for example, y = tslag(r,1).
For the interest rate series, the relevant commands are given below, where %

denotes explanation of the command. 0

> da=matrix(scan(file='w-gsln36299.txt’),3) %load data
> rlt=dall,]

> r3t=dal[2,]

> fit=0LS (r3t~rlt) $ fit the first regression

> summary (fit)

> c3t=diff (r3t) % take difference

> clt=diff (rlt)

> fit1=0LS (c3t~clt) % fit second regression

> summary (£itl)

> fit2=0LS(c3t~clt+tslag(c3t,1l)+tslag(clt,1l), na.rm=T)
> summary (£it2)

See the output in the next section for more information.

2.10 CONSISTENT COVARIANCE MATRIX ESTIMATION

Consider again the regression model in Eq. (2.43). There may exist situations in
which the error term e; has serial correlations and/or conditional heteroscedastic-
ity, but the main objective of the analysis is to make inference concerning the
regression coefficients o and . See Chapter 3 for discussion of conditional het-
eroscedasticity. In situations under which the ordinary least squares estimates of
the coefficients remain consistent, methods are available to provide consistent esti-
mate of the covariance matrix of the coefficients. Two such methods are widely
used. The first method is called heteroscedasticity consistent (HC) estimator; see
Eicker (1967) and White (1980). The second method is called heteroscedasticity
and autocorrelation consistent (HAC) estimator; see Newey and West (1987).
For ease in discussion, we shall rewrite the regression model as

y,=x;,3+e,, t=1,...,T, (2.48)
where y, is the dependent variable, x, = (xy;, ..., Xx)" is a k-dimensional vector
of explanatory variables including constant, and B = (B4, ..., Bx)’ is the parameter

vector. Here ¢’ denotes the transpose of the vector ¢. The LS estimate of 8 and
the associated covariance matrix are

-1

T -7 T

. N 5

B= E XX, E x;yr, Cov(B) =0, E xxp |
t=1 =1 =1
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where o2 is the variance of e, and is estimated by the variance of the residuals of the
regression. In the presence of serial correlations or conditional heteroscedasticity,
the prior covariance matrix estimator is inconsistent, often resulting in inflating the
t-ratios of [9 .

The estimator of White (1980) is

T -1 T T -1
N T R ,

Cov(Byuc = | Y x.x; mE ey || Y x| (2.49)
t=1 t=1

t=1

where ¢, =y, — x} ﬁ is the residual at time 7. The estimator of Newey and West
(1987) is

T -1 T -1
Cov(Bmac = | D_xix; | Cuac | _xix;| . (2.50)
t=1

=1

where

T 2 T
2 D , A , N ~
CHAC = E etxtxt + E w] E (x[eze[_jxt_j +x[_j€[_jetxt),
=1 j=1  r=j+1

where £ is a truncation parameter and w; is a weight function such as the Bartlett
weight function defined by
w; = 1-— L
C+1
Other weight functions can also be used. Newey and West suggest choosing ¢ to
be the integer part of 4(7/100)*/°. This estimator essentially uses a nonparametric
method to estimate the covariance matrix of | Y, &.x,}.

For illustration, we employ the first differenced interest rate series in Eq. (2.45).
The t-ratio of the coefficient of c;j; is 104.63 if both serial correlation and het-
eroscedasticity in residuals are ignored; it becomes 46.73 when the HC estimator
is used, and it reduces to 40.08 when the HAC estimator is used. The S-Plus
demonstration below also uses a regression that includes lagged values ¢ ,—; and
c3,—1 as regressors to take care of serial correlations in the residuals.

S-Plus Demonstration
% denotes explanation.

x=matrix(scan(file="w-gsln36299.txt’),3) % Load data
gsl=x[1,] % l-year interest rate
gs3=x[2,] 3-year interest rate
dgs3=diff (gs3
dgsl=diff (gsl

vV V.V V V
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> reg.fit=0LS (dgs3~dgsl) % Fit a simple linear regression
> summary (reg.fit)

Call:
OLS (formula = dgs3 ~ dgsl)

Residuals:
Min 10 Median 30 Max
-0.3806 -0.0334 -0.0005 0.0344 0.4742

Coefficients:
Value Std. Error t value Pr(>|t])
(Intercept) 0.0002 0.0015 0.1609 0.8722
dgsl 0.7811 0.0075 104.6283 0.0000

Regression Diagnostics:
R-Squared 0.8479

Adjusted R-Squared 0.8478
Durbin-Watson Stat 1.6158

> summary (reg.fit,correction="white") % Use HC estimator
Coefficients:
Value Std. Error t value Pr(>|t])
(Intercept) 0.0002 0.0015 0.1609 0.8722
dgsl 0.7811 0.0167 46.7260 0.0000

)

> summary (reg.fit,correction="nw") % Use HAC estimator

Coefficients:
Value Std. Error t value Pr(>|t])
(Intercept) 0.0002 0.0017 0.1436 0.8858
dgsl 0.7811 0.0195 40.0841 0.0000

% Below, fit a regression model with time series error
> reg.ts=0LS (dgs3~dgsl+tslag(dgs3,1)+tslag(dgsl,1l) ,na.rm=T)
> summary (reg.ts)

Call:
OLS (formula = dgs3~dgsl+tslag(dgs3,1l)+tslag(dgsl,l), na.rm = T)

Residuals:
Min 1Q Median 30 Max
-0.3652 -0.0329 -0.0005 0.0333 0.4506

Coefficients:
Value Std. Error t value Pr(>|t])
(Intercept) 0.0002 0.0015 0.1426 0.8866
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dgsl 0.7851 0.0078 100.4694 0.0000
tslag(dgs3, 1) 0.1920 0.0221 8.6685 0.0000
tslag(dgsl, 1) -0.1634 0.0190 -8.6219 0.0000

Regression Diagnostics:

R-Squared 0.8537
Adjusted R-Squared 0.8535
Durbin-Watson Stat 1.9740

2.11 LONG-MEMORY MODELS

We have discussed that for a stationary time series the ACF decays exponentially to
zero as lag increases. Yet for a unit-root nonstationary time series, it can be shown
that the sample ACF converges to 1 for all fixed lags as the sample size increases;
see Chan and Wei (1988) and Tiao and Tsay (1983). There exist some time series
whose ACF decays slowly to zero at a polynomial rate as the lag increases. These
processes are referred to as long-memory time series. One such example is the
fractionally differenced process defined by

(1-B)Yx, =a, -05<d<0.5, (2.51)

where {a,} is a white noise series. Properties of model (2.51) have been widely stud-
ied in the literature (e.g., Hosking, 1981). We summarize some of these properties
below.

1. If d < 0.5, then x, is a weakly stationary process and has the infinite MA
representation

dl+d)---(k—1+4d)
k!

o0
yo=ag+ ) Vi, with gy =
i=1
_(k+d—1)!
T kld-=-1!

2. If d > —0.5, then x; is invertible and has the infinite AR representation

~d(1—d)---(k—1-ad)

o
X = E TiX—; +a;, with mp =

— k!
_(k—d—l)!
Ckl(—=d -1’
3. For —0.5 < d < 0.5, the ACF of x; is
dl+d)---(k—14+d
Pk = d+d)--( +d) k=1,2,....

T -2 —=d)---(k—d)’
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In particular, p; =d/(1 —d) and

(=d)!' 4y
d— 1)!k ’

Pk ~

as k — oo.
4. For —0.5 < d < 0.5, the PACF of x; is ¢y =d/(k —d) for k =1,2,....

5. For —0.5 < d < 0.5, the spectral density function f(w) of x;, which is the
Fourier transform of the ACF of x;, satisfies

fl@~w X, as w—0, (2.52)
where w € [0, 2] denotes the frequency.

Of particular interest here is the behavior of the ACF of x;, when d < 0.5. The
property says that p, ~ k*?~!, which decays at a polynomial, instead of exponential,
rate. For this reason, such an x; process is called a long-memory time series.
A special characteristic of the spectral density function in Eq. (2.52) is that the
spectrum diverges to infinity as w — 0. However, the spectral density function of
a stationary ARMA process is bounded for all w € [0, 27].

(a) ACF of the absolute returns of value-weighted index
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Figure 2.22. Sample autocorrelation function of the absolute series of daily simple returns for the CRSP
value- and equal-weighted indexes: (a) the value-weighted index return and (b) the equal-weighted index
return. The sample period is from July 3, 1962 to December 31, 1997.
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Earlier we used the binomial theorem for noninteger powers

i afd e (d)_dd=1--(d—k+1)
(1—B>—Z(—1)(k>3, (k>_ o .

k=0

If the fractionally differenced series (1 — B)%x; follows an ARMA(p, ¢) model,
then x, is called an ARFIMA(p, d, q) process, which is a generalized ARIMA
model by allowing for noninteger d.

In practice, if the sample ACF of a time series is not large in magnitude,
but decays slowly, then the series may have long memory. As an illustration,
Figure 2.22 shows the sample ACFs of the absolute series of daily simple returns
for the CRSP value- and equal-weighted indexes from July 3, 1962 to December
31, 1997. The ACFs are relatively small in magnitude but decay very slowly; they
appear to be significant at the 5% level even after 300 lags. For more information
about the behavior of sample ACFs of absolute return series, see Ding, Granger,
and Engle (1993). For the pure fractionally differenced model in Eq. (2.51), one
can estimate d using either a maximum likelihood method or a regression method
with logged periodogram at the lower frequencies. Finally, long-memory models
have attracted some attention in the finance literature in part because of the work
on fractional Brownian motion in the continuous-time models.

APPENDIX: SOME SCA COMMANDS

Commands Used in Section 2.4
The data file is ‘m-vw.txt’ and comments start with ‘—’. These comments explain
the function of each command.

-- load data into SCA and denote the series by vw.
input vw. file 'm-vw.txt’

-- compute 10 lags of PACF.

pacf vw. maxl 10.

-- compute AIC for AR(1l) to AR(10).

miden vw. no ccm. arfits 1 to 10.

-- specify an AR(3) model and denote the model by ml.
tem ml. model (1,2,3)vw=cO+noise.

-- estimate the model and store the residuals in rl.
estim ml. hold resi(rl)

-- compute ACF of the residuals, including Q statistics.
acf ril.

-- refine the model to an AR(5).

tem ml. model (1,2,3,4,5)vw=cO+noise.

-- estimate the model and store the residuals in rl.
estim ml. hold resi(rl)

-- compute ACF of the residuals.

acf rl. maxl 10.
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-- compute p-value of the Q(5) statistic.
p=1.0-cdfc(11.2,5)

-- print p-value.

print p

-- re-estimate the model using the first 858 observations.
estim ml. span 1,858.

-- compute 1l-step to 6-step ahead forecasts at origin 858.
ufore ml. orig 858. nofs 6.

-- quit SCA.

stop

Commands Used in Section 2.9
The 1-year maturity interest rates are in the file ‘wgslyr.txt’ and the 3-year rates
are in the file ‘wgs3yr.txt’.

-- load data into SCA, denote the data by ratel and rate3.
input date, ratel. file ’'wgslyr.txt’

input date,rate3. file ’'wgs3yr.txt’

-- specify a simple linear regression model.

tsm ml. model rate3=b0+ (bl)ratel+noise.

-- estimate the specified model and store residual in rl.
estim ml. hold resi(rl).

-- compute 10 lags of residual acf.

acf rl. maxl 10.

--difference the series & denote the new ones by clt and c3t
diff old ratel,rate3. new clt, c3t. compress.

--specify a linear regression model for the differenced data
tsm m2. model c3t=h0+ (hl)clt+noise.

-- estimation

estim m2. hold resi(r2).

-- compute residual acft.

acf r2. maxl 10.

-- specify a regression model with time series errors.
tsm m3. model c3t=g0+(gl)clt+(l)noise.

-- estimate the model using the exact likelihood method.
estim m3. method exact. hold resi(r3).

-- compute residual acft.

acf r3. maxl 10.

-- refine the model to include more MA lags.

tsm m4. model c3t=g0+(gl)clt+(1l,4,6)noise.

-- estimation

estim m4. method exact. hold resi(r4).

-- compute residual acft.

acf r4. maxl 10.

-- exit SCA

stop
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EXERCISES

If not specifically specified, use 5% significance level to draw conclusions in the
exercises.

2.1.

2.2

2.3.

24.

2.5.

Suppose that the simple return of a monthly bond index follows the MA(1)
model

Rt = d; + O.za[_l, Oy = 0.025.

Assume that ajgo = 0.01. Compute the 1-step and 2-step ahead forecasts
of the return at the forecast origin + = 100. What are the standard devia-
tions of the associated forecast errors? Also compute the lag-1 and lag-2
autocorrelations of the return series.

Suppose that the daily log return of a security follows the model
ry = 0.01 + 0.27'[_2 + ay,

where {a,} is a Gaussian white noise series with mean zero and variance 0.02.
What are the mean and variance of the return series r;? Compute the lag-1
and lag-2 autocorrelations of r,. Assume that rjo90 = —0.01, and rg9 = 0.02.
Compute the 1-step and 2-step ahead forecasts of the return series at the
forecast origin + = 100. What are the associated standard deviations of the
forecast errors?

Consider the monthly U.S. unemployment rate from January 1951 to Febru-
ary 2004 in the file m-unemhelp. txt. The data are seasonally adjusted and
obtained from the Federal Reserve Bank in St. Louis. Build a time series
model for the series and use the model to forecast the unemployment rate
for March, April, and May of 2004. In addition, compute the average period
of business cycles if they exist. (Note that more than one model fit the data
well. You only need an adequate model.)

Consider the monthly simple returns of the Decile 1, Decile 5, and Decile 10

of NYSE/AMEX/NASDAQ based on market capitalization. The data span is

from January 1960 to December 2003, and the data are obtained from CRSP.

(a) For each return series, test the null hypothesis that the first 12 lags of
autocorrelations are zero at the 5% level. Draw your conclusion.

(b) Build an AR and an MA model for the series of Decile 5.

(¢) Use the AR and MA models built to produce 1-step to 3-step ahead
forecasts of the series.

Consider the daily simple returns of IBM stock from 1962 to 2002 in the
file d-ibmvwew6202.txt. Compute the first 100 lags of the ACF of the
absolute daily simple returns of IBM stock. Is there evidence of long-range
dependence? Why?
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2.6.

2.7.

2.8.

2.9.

LINEAR TIME SERIES ANALYSIS AND ITS APPLICATIONS

Consider the demand for electricity of a manufacturing sector in the United
States. The data are logged, denote the demand of a fixed day of each month,
and are in power6.txt. Build a time series model for the series and use
the fitted model to produce 1-step to 24-step ahead forecasts.

Consider the daily simple return of CRSP equal-weighted index, including
distributions, from January 1980 to December 1999 in file d-ew8099.txt
(date, ew). Indicator variables for Mondays, Tuesdays, Wednesdays, and
Thursdays are in the first four columns of wkdays8099.txt. Use a regres-
sion model to study the effects of trading days on the index return. What
is the fitted model? Are the weekday effects significant in the returns at the
5% level? Use the HAC estimator of the covariance matrix to obtain the
t-ratio of regression estimates. Does it change the conclusion of weekday
effect? Are there serial correlations in the regression residuals? If yes, build
a regression model with time series error to study weekday effects.

As demonstrated by the prior exercise, daily returns of equal-weighted index
have some weekday effects. How about daily returns of S&P composite
index? To answer this question, consider the daily returns of S&P compos-
ite index from January 3, 2000 to December 31, 2003. The data are in the
file d-de113dx0003.txt, which has 12 columns. The first four columns
are daily simple returns of Dell, vw, ew, and sp. Columns 5-9 are indicators
for Monday to Friday, respectively. Columns 10—12 are year, month, and
day. There are 1004 data points. Perform all tests using the 5% significance
level, and answer the following questions:

(a) Is there a Friday effect on the daily simple returns of S&P composite
index? You may employ a simple linear regression model to answer this
question. Estimate the model and test the hypothesis that there is no
Friday effect. Draw your conclusion.

(b) Check the residual serial correlations using Q(12) statistic. Are there
any significant serial correlations in the residuals?

Now consider similar questions of the previous exercise for individual stock
returns. We use the daily simple returns of Dell stock in this exercise.

(a) Is there a Friday effect on the daily simple returns of Dell stock? Esti-
mate your model and test the hypothesis that there is no Friday effect.
Draw your conclusion.

(b) Are there serial correlations in the residuals? Use Q(12) to perform the
test. Draw your conclusion.

(¢) Refine the above model by using the technique of a regression model
with time series errors. In there a significant Friday effect based on the
refined model?
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2.10.

2.11.

2.12.

2.13.

2.14.

2.15.

Consider the monthly yields of Moody’s AAA &BAA seasoned bonds from
January 1919 to March 2004. The data are obtained from the Federal Reserve
Bank in St. Louis. Monthly yields are averages of daily yields. Obtain the
summary statistics (sample mean, standard deviation, skewness, excess kur-
tosis, minimum, and maximum) of the two yield series. Are the bond yields
skewed? Do they have heavy tails? Answer the questions using 5% signif-
icance level.

Consider the monthly AAA bond yields of the prior exercise. Build a time
series model for the series.

Again, consider the two bond yield series, that is, AAA and BAA. What
is the relationship between the two series? To answer this question, build a
time series model using yields of AAA bond as the dependent variable and
yields of BAA bond as independent variable.

Consider the monthly log returns of CRSP equal-weighted index from Jan-
uary 1962 to December 1999 for 456 observations. You may obtain the data
from CRSP directly or from the file m-ew6299. txt on the Web.

(a) Build an AR model for the series and check the fitted model.
(b) Build an MA model for the series and check the fitted model.

(¢) Compute 1-step and 2-step ahead forecasts of the AR and MA models
built in the previous two questions.

(d) Compare the fitted AR and MA models.

This problem is concerned with the dynamic relationship between the spot
and futures prices of the S&P 500 index. The data file sp5may.dat has
three columns: log(futures price), log(spot price), and cost-of-carry (x 100).
The data were obtained from the Chicago Mercantile Exchange for the S&P
500 stock index in May 1993 and its June futures contract. The time interval
is 1 minute (intraday). Several authors used the data to study index futures
arbitrage. Here we focus on the first two columns. Let f; and s, be the
log prices of futures and spot, respectively. Consider y, = f; — f;—; and
X, = 8§ — s;—1. Build a regression model with time series errors between
{y/} and {x,}, with y, being the dependent variable.

The quarterly gross domestic product implicit price deflator is often used
as a measure of inflation. The file g-gdpdef .dat contains the data for the
United States from the first quarter of 1947 to the first quarter of 2004.
Data format is year, month, and deflator. The data are seasonally adjusted
and equal to 100 for year 2000. Build an ARIMA model for the series and
check the validity of the fitted model. The data are obtained from the Federal
Reserve Bank of St. Louis.
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CHAPTER33

Conditional Heteroscedastic Models

The objective of this chapter is to study some statistical methods and econometric
models available in the literature for modeling the volatility of an asset return. The
models are referred to as conditional heteroscedastic models.

Volatility is an important factor in options trading. Here volatility means the
conditional standard deviation of the underlying asset return. Consider, for example,
the price of a European call option, which is a contract giving its holder the right,
but not the obligation, to buy a fixed number of shares of a specified common
stock at a fixed price on a given date. The fixed price is called the strike price
and is commonly denoted by K. The given date is called the expiration date. The
important time span here is the time to expiration, and we denote it by £. The
well-known Black—Scholes option pricing formula states that the price of such a
call option is

In(P,/Kr~t)
X = By + 1oV, (3.1)

where P; is the current price of the underlying stock, r is the risk-free interest rate,
o, is the conditional standard deviation of the log return of the specified stock,
and ®(x) is the cumulative distribution function of the standard normal random
variable evaluated at x. A derivation of the formula is given later in Chapter 6.
The formula has several nice interpretations, but it suffices to say here that the
conditional standard deviation o; of the log return of the underlying stock plays an
important role. This volatility evolves over time and is the main topic of the chapter.
If the option holder can exercise her right any time on or before the expiration date,
then the option is called an American call option.

Volatility has many other financial applications. As discussed in Chapter 7,
volatility modeling provides a simple approach to calculating value at risk of a
financial position in risk management. It also plays an important role in asset allo-
cation under the mean-variance framework. Furthermore, modeling the volatility of
a time series can improve the efficiency in parameter estimation and the accuracy

¢ = P,dx) — Kr t®(x —o,4/0), and
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in interval forecast. Finally, the volatility index of a market has recently become a
financial instrument. The VIX volatility index compiled by the Chicago Board of
Option Exchange (CBOE) started to trade in futures on March 26, 2004.

The univariate volatility models discussed in this chapter include the autoregres-
sive conditional heteroscedastic (ARCH) model of Engle (1982), the generalized
ARCH (GARCH) model of Bollerslev (1986), the exponential GARCH (EGARCH)
model of Nelson (1991), the conditional heteroscedastic autoregressive moving-
average (CHARMA) model of Tsay (1987), the random coefficient autoregressive
(RCA) model of Nicholls and Quinn (1982), and the stochastic volatility (SV)
models of Melino and Turnbull (1990), Taylor (1994), Harvey, Ruiz, and Shephard
(1994), and Jacquier, Polson, and Rossi (1994). We also discuss advantages and
weaknesses of each volatility model and show some applications of the models.
Multivariate volatility models, including those with time-varying correlations, are
discussed in Chapter 10. The chapter also discusses some alternative approaches
to volatility modeling in Section 3.15, including use of daily high and low prices
of an asset.

3.1 CHARACTERISTICS OF VOLATILITY

A special feature of stock volatility is that it is not directly observable. For example,
consider the daily log returns of IBM stock. The daily volatility is not directly
observable from the return data because there is only one observation in a trading
day. If intraday data of the stock, such as 10-minute returns, are available, then one
can estimate the daily volatility. See Section 3.15. The accuracy of such an estimate
deserves a careful study, however. For example, stock volatility consists of intraday
volatility and overnight volatility with the latter denoting variation between trading
days. The high-frequency intraday returns contain only very limited information
about the overnight volatility. The unobservability of volatility makes it difficult
to evaluate the forecasting performance of conditional heteroscedastic models. We
discuss this issue later.

In options markets, if one accepts the idea that the prices are governed by an
econometric model such as the Blac—Scholes formula, then one can use the price
to obtain the “implied” volatility. Yet this approach is often criticized for using a
specific model, which is based on some assumptions that might not hold in practice.
For instance, from the observed prices of a European call option, one can use the
Black—Scholes formula in Eq. (3.1) to deduce the conditional standard deviation
o;. The resulting value of o, is called the implied volatility of the underlying stock.
However, this implied volatility is derived under the assumption that the price of
the underlying asset follows a geometric Brownian motion. It might be different
from the actual volatility. Experience shows that implied volatility of an asset return
tends to be larger than that obtained by using a GARCH type of volatility model.
This might be due to the risk premium for volatility or to the way daily returns are
calculated. The VIX of CBOE is an implied volatility.

Although volatility is not directly observable, it has some characteristics that are
commonly seen in asset returns. First, there exist volatility clusters (i.e., volatility
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may be high for certain time periods and low for other periods). Second, volatility
evolves over time in a continuous manner—that is, volatility jumps are rare. Third,
volatility does not diverge to infinity—that is, volatility varies within some fixed
range. Statistically speaking, this means that volatility is often stationary. Fourth,
volatility seems to react differently to a big price increase or a big price drop,
referred to as the leverage effect. These properties play an important role in the
development of volatility models. Some volatility models were proposed specifi-
cally to correct the weaknesses of the existing ones for their inability to capture the
characteristics mentioned earlier. For example, the EGARCH model was developed
to capture the asymmetry in volatility induced by big “positive” and “negative”
asset returns.

3.2 STRUCTURE OF A MODEL

Let r, be the log return of an asset at time index 7. The basic idea behind volatility
study is that the series {r,} is either serially uncorrelated or with minor lower
order serial correlations, but it is a dependent series. For illustration, Figure 3.1
shows the ACF and PACF of some functions of the monthly log stock returns

(a) Log returns (c) Absolute log returns
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Figure 3.1. Sample ACF and PACF of various functions of monthly log stock returns of Intel Corpora-
tion from January 1973 to December 2003: (a) ACF of the log returns, (b) ACF of the squared returns,
(c) ACF of the absolute returns, and (d) PACF of the squared returns.
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of Intel Corporation from January 1973 to December 2003. Figure 3.1a shows
the sample ACF of the return, which suggests no significant serial correlations
except for a minor one at lag 7. Figure 3.1c shows the sample ACF of the absolute
log returns (i.e., |r¢|), whereas Figure 3.1b shows the sample ACF of the squared
returns rtz. These two plots clearly suggest that the monthly returns are not serially
independent. Combining the three plots, it seems that the returns are indeed serially
uncorrelated, but dependent. Volatility models attempt to capture such dependence
in the return series.

To put the volatility models in proper perspective, it is informative to consider
the conditional mean and variance of r; given F,_p; that is,

= E@|F_1),  of =Var(r|F_1) = E[(r, — )*|F_1], (3.2)

where F,_; denotes the information set available at time t — 1. Typically, F;_;
consists of all linear functions of the past returns. As shown by the empirical
examples of Chapter 2 and Figure 3.1, serial dependence of a stock return series r;
is weak if it exists at all. Therefore, the equation for u, in (3.2) should be simple,
and we assume that r, follows a simple time series model such as a stationary
ARMA(p, g) model with some explanatory variables. In other words, we entertain
the model

k 14 q
re=p+a, =+ Z,Bixit + Zd’irt—i - Zeiat—i, (3.3)
i=1 i=1 i=1

for r;, where k, p, and g are non-negative integers, and x;, are explanatory variables.

Model (3.3) illustrates a possible financial application of the linear time series
models of Chapter 2. The order (p, g) of an ARMA model may depend on the
frequency of the return series. For example, daily returns of a market index often
show some minor serial correlations, but monthly returns of the index may not
contain any significant serial correlation. The explanatory variables x; in Eq. (3.3)
are flexible. For example, a dummy variable can be used for the Mondays to study
the effect of weekend on daily stock returns. In the capital asset pricing model
(CAPM), the mean equation of r; can be written as r; = ¢o + Brm.; + a;, where
rm,: denotes the market return.

Combining Egs. (3.2) and (3.3), we have

o = Var(r;|Fi—1) = Var(a:|F;—1). (3:4)

The conditional heteroscedastic models of this chapter are concerned with the
evolution of 0. The manner under which o evolves over time distinguishes one
volatility model from another.

Conditional heteroscedastic models can be classified into two general categories.
Those in the first category use an exact function to govern the evolution of o2,
whereas those in the second category use a stochastic equation to describe 2. The
GARCH model belongs to the first category whereas the stochastic volatility model
is in the second category.
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Throughout the book, a, is referred to as the shock or innovation of an asset
return at time ¢ and o, is the positive square root of o,2. The model for 1, in Eq. (3.3)
is referred to as the mean equation for r, and the model for o is the volatility
equation for r,. Therefore, modeling conditional heteroscedasticity amounts to aug-
menting a dynamic equation, which governs the time evolution of the conditional
variance of the asset return, to a time series model.

3.3 MODEL BUILDING
Building a volatility model for an asset return series consists of four steps:

1. Specify a mean equation by testing for serial dependence in the data and, if
necessary, building an econometric model (e.g., an ARMA model) for the
return series to remove any linear dependence.

2. Use the residuals of the mean equation to test for ARCH effects.

3. Specify a volatility model if ARCH effects are statistically significant and
perform a joint estimation of the mean and volatility equations.

4. Check the fitted model carefully and refine it if necessary.

For most asset return series, the serial correlations are weak, if any. Thus,
building a mean equation amounts to removing the sample mean from the data if
the sample mean is significantly different from zero. For some daily return series, a
simple AR model might be needed. In some cases, the mean equation may employ
some explanatory variables such as an indicator variable for weekend or January
effects.

In what follows, we use S-Plus in empirical illustrations. Other software pack-
ages (e.g., Eviews, SCA, R, and RATS) can also be used.

3.3.1 Testing for ARCH Effect

For ease in notation, let a;, = r, — u, be the residuals of the mean equation. The
squared series at2 is then used to check for conditional heteroscedasticity, which
is also known as the ARCH effects. Two tests are available. The first test is to
apply the usual Ljung—Box statistics Q(m) to the {a’} series; see McLeod and Li
(1983). The null hypothesis is that the first m lags of ACF of the a? series are zero.
The second test for conditional heteroscedasticity is the Lagrange multiplier test
of Engle (1982). This test is equivalent to the usual F statistic for testing o; = 0
(i =1,...,m) in the linear regression

2 2 2
a; =og+aoya;_ +--+apa,_, +e, t=m+1,...,T,
where e, denotes the error term, m is a prespecified positive integer, and 7T is

the sample size. Specifically, the null hypothesis is H,: o) =--- =, = 0. Let
SSR(y = ZITZW,H(a,2 — ®)%, where @ = (1/T) ZtT:I a? is the sample mean of a?,
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_ T ~D a . . . .
and SSRy =) ,_,, ., ¢;, where ¢; is the least squares residual of the prior linear
regression. Then we have

_ (SSRo — SSR1)/m
OSSRy /(T —2m —1)°

which is asymptotically distributed as a chi-squared distribution with m degrees of
freedom under the null hypothesis. The decision rule is to reject the null hypothesis
if F > x2(a), where x2(e) is the upper 100(1 — a)th percentile of x2, or the
p-value of F is less than .

To demonstrate, we consider the monthly log stock returns of Intel Corporation
from 1973 to 2003; see Example 3.1 below. The series does not have significant
serial correlations so that it can be directly used to test for the ARCH effect.
Indeed, the Q(m) statistics of the return series give Q(12) = 18.57 with p-value
0.10, confirming no serial correlations in the data. On the other hand, the Lagrange
multiplier test shows strong ARCH effects with test statistic F' ~ 43.5, the p-value
of which is close to zero.

S-Plus Demonstration
Denote the return series by intc. Note that the command archTest applies
directly to the a, series, not to a,z.

> autocorTest (intc, lag=12)
Test for Autocorrelation: Ljung-Box
Null Hypothesis: no autocorrelation

Test Statistics:
Test Stat 18.5664 p.value 0.0995

Dist. under Null: chi-square with 12 degrees of freedom
Total Observ.: 372

> archTest (intc, lag=12)
Test for ARCH Effects: LM Test
Null Hypothesis: no ARCH effects

Test Statistics:
Test Stat 43.5041 p.value 0.0000

Dist. under Null: chi-square with 12 degrees of freedom

3.4 THE ARCH MODEL

The first model that provides a systematic framework for volatility modeling is
the ARCH model of Engle (1982). The basic idea of ARCH models is that (a) the
shock a, of an asset return is serially uncorrelated, but dependent, and (b) the
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dependence of @, can be described by a simple quadratic function of its lagged
values. Specifically, an ARCH(m) model assumes that

2 2 2
a; =016, of =oaog+oia;_+ - +ana;_,, 3.5)

where {€;} is a sequence of independent and identically distributed (iid) random
variables with mean zero and variance 1, oy > 0, and «; > 0 for i > 0. The coef-
ficients o; must satisfy some regularity conditions to ensure that the unconditional
variance of a, is finite. In practice, ¢, is often assumed to follow the standard
normal or a standardized Student-¢ distribution or a generalized error distribution.

From the structure of the model, it is seen that large past squared shocks {a? ,}7 |
imply a large conditional variance 0[2 for the innovation a,. Consequently, a, tends
to assume a large value (in modulus). This means that, under the ARCH framework,
large shocks tend to be followed by another large shock. Here I use the word
tend because a large variance does not necessarily produce a large realization. It
only says that the probability of obtaining a large variate is greater than that of
a smaller variance. This feature is similar to the volatility clusterings observed in
asset returns.

The ARCH effect also occurs in other financial time series. Figure 3.2 shows
the time plots of (a) the percentage changes in Deutsche mark/U.S. dollar exchange
rate measured in 10-minute intervals from June 5, 1989 to June 19, 1989 for 2488
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0.2 -
X -0.2
—0.6
T T T T T T
0 500 1000 1500 2000 2500
(b) Squared series
0.4 —
0.3 -
ol
& 0.2+
2]
0.1
0.0 -
I I I I I I
0 500 1000 1500 2000 2500
time index

Figure 3.2. (a) Time plot of 10-minute returns of the exchange rate between Deutsche mark and U.S.
dollar and (b) the squared returns.
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(a) Sample ACF
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Figure 3.3. (a) Sample autocorrelation function of the return series of mark/dollar exchange rate and
(b) sample partial autocorrelation function of the squared returns.

observations, and (b) the squared series of the percentage changes. Big percentage
changes occurred occasionally, but there were certain stable periods. Figure 3.3a
shows the sample ACF of the percentage change series. Clearly, the series has
no serial correlation. Figure 3.3b shows the sample PACF of the squared series of
percentage change. It is seen that there are some big spikes in the PACF. Such
spikes suggest that the percentage changes are not serially independent and have
some ARCH effects.

Remark. Some authors use /4, to denote the conditional variance in Eq. (3.5).
In this case, the shock becomes a; = +/h;¢;. O

3.4.1 Properties of ARCH Models

To understand the ARCH models, it pays to carefully study the ARCH(1) model
a; = 016, 012 =+ alatzfl,

where @y > 0 and «; > 0. First, the unconditional mean of a, remains zero because

E(a;) = E[E(a;|Fi—D)] = E[oE(/)] = 0.
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Second, the unconditional variance of a; can be obtained as

2 2
Var(a,) = E(a?) = E[E(a?|F,—1)]
= E(ap +a1a? ) = ap + a1 E(al ).
Because a; is a stationary process with E(a,) = 0, Var(a,) = Var(a;—;) = E (afﬁl).
Therefore, we have Var(a;) = oy + o Var(a;) and Var(a;) = «p/(1 — a1). Since the
variance of a; must be positive, we require 0 < «; < 1. Third, in some applications,
we need higher order moments of a, to exist and, hence, o must also satisfy some
additional constraints. For instance, to study its tail behavior, we require that the

fourth moment of a; is finite. Under the normality assumption of ¢, in Eq. (3.5),
we have

E(a}|F1) = 31E(a] | F-) P = 3(a0 + ara_p)*.
Therefore,
E(af) = E[E(ale,_l)] =3E(xo + alaf_l)z = 3E(ot§ + 20{00{1(1,2_] + otlzaf_l).
If a; is fourth-order stationary with my = E (a;‘), then we have

my = 3[0{% + 2w Var(a,) + alzm4]

o]

= 30{8 (1 + 21 ) + 3a12m4.

—
Consequently,

o Bog(l4a)
(- —=3a?)

my

This result has two important implications: (a) since the fourth moment of a;
is positive, we see that oy must also satisfy the condition 1 — 3a12 > 0; that is,
0< oelz < %; and (b) the unconditional kurtosis of a; is

E(a}) B al(1+ay) y (1 —0)? 3 1—a?f

— = > 3.
[Var(a,)]? (I —an —3a?) o 1 — 302

Thus, the excess kurtosis of a, is positive and the tail distribution of a, is heavier
than that of a normal distribution. In other words, the shock a; of a conditional
Gaussian ARCH(1) model is more likely than a Gaussian white noise series to
produce “outliers.” This is in agreement with the empirical finding that “outliers”
appear more often in asset returns than that implied by an iid sequence of normal
random variates.

These properties continue to hold for general ARCH models, but the formulas
become more complicated for higher order ARCH models. The condition ¢«; > 0 in

Eq. (3.5) can be relaxed. It is a condition to ensure that the conditional variance 0[2
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is positive for all ¢. In fact, a natural way to achieve positiveness of the conditional
variance is to rewrite an ARCH(m) model as

a; = 016, atz =+ A;n’,_IQAm,t_l, (3.6)

where A, —1 = (a—1, ..., a_n) and Q is an m x m non-negative definite matrix.
The ARCH(m) model in Eq. (3.5) requires €2 to be diagonal. Thus, Engle’s model
uses a parsimonious approach to approximate a quadratic function. A simple way to
achieve Eq. (3.6) is to employ a random-coefficient model for a;; see the CHARMA
and RCA models discussed later.

3.4.2 Weaknesses of ARCH Models

The advantages of ARCH models include properties discussed in the previous
subsection. The model also has some weaknesses:

1. The model assumes that positive and negative shocks have the same effects
on volatility because it depends on the square of the previous shocks. In
practice, it is well known that price of a financial asset responds differently
to positive and negative shocks.

2. The ARCH model is rather restrictive. For instance, a% of an ARCH(1) model
must be in the interval [0, %] if the series has a finite fourth moment. The
constraint becomes complicated for higher order ARCH models. In practice,
it limits the ability of ARCH models with Gaussian innovations to capture
excess kurtosis.

3. The ARCH model does not provide any new insight for understanding the
source of variations of a financial time series. It merely provides a mechanical
way to describe the behavior of the conditional variance. It gives no indication
about what causes such behavior to occur.

4. ARCH models are likely to overpredict the volatility because they respond
slowly to large isolated shocks to the return series.

3.4.3 Building an ARCH Model

Among volatility models, specifying an ARCH model is relatively easy. Details
are given below.

Order Determination

If an ARCH effect is found to be significant, one can use the PACF of atz to
determine the ARCH order. Using PACF of a? to select the ARCH order can be
justified as follows. From the model in Eq. (3.5), we have

2 2 2
o =oytaoa,_; +---+opa,_,.

For a given sample, a,2 is an unbiased estimate of 6,2. Therefore, we expect that a,2

is linearly related to @ |, ...,a’_,, in a manner similar to that of an autoregressive
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model of order m. Note that a single a” is generally not an efficient estimate of
012, but it can serve as an approximation that could be informative in specifying
the order m.

Alternatively, define 7, = a?> — o%. It can be shown that {5} is an un-correlated
series with mean 0. The ARCH model then becomes

2 2 2
a; =ag+oya,_y + -+ opa,_, +n,

which is in the form of an AR(m) model for alz, except that {n,} is not an iid series.
From Chapter 2, PACF of a,2 is a useful tool to determine the order m. Because
{n,} are not identically distributed, the least squares estimates of the prior model
are consistent, but not efficient. The PACF of al2 may not be effective when the
sample size is small.

Estimation
Three likelihood functions are commonly used in ARCH estimation. Under the
normality assumption, the likelihood function of an ARCH(m) model is

flay,...,arla) = flar|Fr—) flar—1|Fr=2) - - f(amy1|Fw) f(ar, ..., apnlor)

T 2
= l_[ ! exp( & >><f(a Qo)
- 5 _—2 1sec-sUm )
=] V2mo; 207
where o = (ag, @1, ..., a,) and f(ay,...,anyle) is the joint probability density
function of ay, . . ., a,,. Since the exact form of f(ay, ..., a,|a) is complicated, it is

commonly dropped from the prior likelihood function, especially when the sample
size is sufficiently large. This results in using the conditional likelihood function

r 1 a’?
f(am+17"'1aT|a9al7"-7am): exp<_ ! )9
l l / 2 2
t=m+1 27‘[0} 20—’
2

where o,” can be evaluated recursively. We refer to estimates obtained by maximiz-
ing the prior likelihood function as the conditional maximum likelihood estimates
(MLESs) under normality.

Maximizing the conditional likelihood function is equivalent to maximizing its
logarithm, which is easier to handle. The conditional log likelihood function is

T 2
1 1 la
Lamat, ..., arla, ay, ..., ay) = t:mg . <—§ In(27) — 3 ln(crtz) — Eo'_:2> .

Since the first term In(27) does not involve any parameters, the log likelihood
function becomes

T
1 1 a?
L@ms1s - - Ay e Ay) = — —1 2 _ Tt ,
(ol ) == ) (2 n(“‘)+2a,2)
t=m+1

where 02 = ag + aja’ | + -+ - + aa’,, can be evaluated recursively.
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In some applications, it is more appropriate to assume that €, follows a heavy-
tailed distribution such as a standardized Student-¢ distribution. Let x, be a Student-
t distribution with v degrees of freedom. Then Var(x,) = v/(v — 2) for v > 2, and
we use €, = x,/+/v/(v — 2). The probability density function of ¢, is

T+ D/ e )‘(””/2
flelv) = W R (1+v_2 ., v>2, (3.7)
0 x—1

where I'(x) is the usual gamma function (i.e., I'(x) = J;~ y* e 7 dy). Using
a; = o0;€;, we obtain the conditional likelihood function of a; as

! 2 —(v+1)/2
f(am-i-]’-'-’aTlOC,Am): 1_[ F((U+1)/2) 1 <1 a; ) ’

A T/ =D o (v — 2)07
where v > 2 and A,, = (a1, a», ..., a,). We refer to the estimates that maximize

the prior likelihood function as the conditional MLEs under ¢-distribution. The
degrees of freedom of the 7-distribution can be specified a priori or estimated jointly
with other parameters. A value between 3 and 6 is often used if it is prespecified.

If the degrees of freedom v of the Student-¢ distribution is prespecified, then
the conditional log likelihood function is

r v+ 1 a?
Ldmats ... arle, Ap) = — Z [ In <1 + 7’) + %ln(otz)} )

2
t=m+1 2 (U - Z)Gt
(3.8)

If one wishes to estimate v jointly with other parameters, then the log likelihood
function becomes

Lamst, ... arle, v, Apy)
= (T —m)[In(T'((v + 1)/2)) = In(T"(v/2)) — 0.5 In((v — 2)7)]
+ E(am—Fl? ) aTl“? Am)9

where the second term is given in Eq. (3.8).
Finally, €, may assume a generalized error distribution (GED) with probability
density function

v exp (—% lx/AlY)

f(x)=m,

—o<x<oo, 0<wv<oo, 3.9)

where I'(.) is the gamma function and
A =12C¥Vr (1 /v)/ T3/

This distribution reduces to a Gaussian distribution if v = 2 and it has heavy tails
when v < 2. The conditional log likelihood function €(a,+1,...,arle, A,;) can
easily be obtained.
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Model Checking
For a properly specified ARCH model, the standardized residuals
- az
ay = —
Ot

form a sequence of iid random variables. Therefore, one can check the adequacy
of a fitted ARCH model by examining the series {a,}. In particular, the Ljung—Box
statistics of @, can be used to check the adequacy of the mean equation and that
of @* can be used to test the validity of the volatility equation. The skewness,
kurtosis, and quantile-to-quantile plot (i.e., QQ-plot) of {a,} can be used to check
the validity of the distribution assumption. Many residual plots are available in
S-Plus for model checking.

Forecasting

Forecasts of the ARCH model in Eq. (3.5) can be obtained recursively as those of
an AR model. Consider an ARCH(m) model. At the forecast origin &, the 1-step
ahead forecast of o7, is

(1) = o + @1aj + - + Uiy gy,
The 2-step ahead forecast is
209y _ 2 2 2
0;,(2) = ap + ay0j,(1) + avay, + - + Audj o
and the ¢-step ahead forecast for o}% o 18
o () =0+ Y aiop (L —i), (3.10)
i=1
where o?(¢ — i) =a},, ;if € —i <O0.
3.4.4 Some Examples
In this subsection, we illustrate ARCH modeling by considering two examples.
Example 3.1. We first apply the modeling procedure to build a simple ARCH
model for the monthly log returns of Intel stock. The sample ACF and PACF of
the squared returns in Figure 3.1 clearly show the existence of conditional het-
eroscedasticity. This is confirmed by the ARCH effect test shown in Section 3.3.1,
and we proceed to identify the order of an ARCH model. The sample PACF in

Figure 3.1d indicates that an ARCH(3) model might be appropriate. Consequently,
we specify the model

2 2 2 2
rn=p0+a, a =0, 0 =0)+aa,_|+oa,_,+o3a, ;
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for the monthly log returns of Intel stock. Assuming that ¢, are iid standard normal,
we obtain the fitted model

r =0.0171 +a,, o =0.0120+0.1787a> | +0.0772a> , 4 0.0572a? 5,

where the standard errors of the parameters are 0.0066, 0.0011, 0.0803, 0.0506,
and 0.0769, respectively; see the output below. While the estimates meet the gen-
eral requirement of an ARCH(3) model, the estimates of «» and a3 appear to be
statistically nonsignificant at the 5% level. Therefore, the model can be simplified.

S-Plus Demonstration
Output edited and % marks explanation.

> arch3.fit=garch(intc~1, ~garch(3,0))
> summary (arch3.fit)

Call:

garch (formula.mean = intc ~ 1, formula.var = ~ garch(3, 0))
Mean Equation: intc ~ 1

Conditional Variance Equation: ~ garch(3, 0)

Conditional Distribution: gaussian

Value Std.Error t value Pr(>|t])

C 0.01713 0.006626 2.5860 0.005047 % one-sided
A 0.01199 0.001107 10.8325 0.000000 % p-value
ARCH(1) 0.17874 0.080294 2.2260 0.013309
ARCH(2) 0.07720 0.050552 1.5271 0.063800
ARCH(3) 0.05722 0.076928 0.7438 0.228747

> archl=garch(intc~1,~garch(1,0)) % A simplified model
> summary (archl)

Call:

garch(formula.mean = intc ~ 1, formula.var = ~ garch(1,0))
Mean Equation: intc ~ 1

Conditional Variance Equation: ~ garch(1l, 0)

Conditional Distribution: gaussian

Value Std.Error t value Pr(>|t])
C 0.01741 0.006231 2.794 2.737e-03
A 0.01258 0.001246 10.091 0.000e+00
ARCH (1) 0.35258 0.088515 3.983 4.094e-05
Standardized
residuals

> stdresi=archl$residuals/archlS$sigma.t
> autocorTest (stdresi,lag=10)

o o
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Null Hypothesis: no autocorrelation
Test Statistics:
Test Stat 13.7820 p.value 0.1832

Dist. under Null: chi-square with 10 degrees of freedom

o

> archTest (stdresi,lag=10) % ARCH test for residuals

Null Hypothesis: no ARCH effects
Test Statistics:
Test Stat 11.3793 p.value 0.3287

Dist. under Null: chi-square with 10 degrees of freedom

> archlSasymp.sd % Obtain unconditional variance
[1] 0.1393796

> plot (archl) % Obtain various plots, including the
fitted volatility series.

o\°

Dropping the two nonsignificant parameters, we obtain the model
1 =0.0174+a,, o} =0.0126+0.3526a’ |, (3.11)

where the standard errors of the parameters are 0.0062, 0.0012, and 0.0885, respec-
tively. All the estimates are highly significant. Figure 3.4 shows the standardized
residuals {a,} and the sample ACF of some functions of {a,}. The Ljung—Box statis-
tics of standardized residuals give Q(10) = 13.78 with p-value 0.18 and those
of {Ellz} give Q(10) = 11.38 with p-value 0.33. See the output. Consequently,
the ARCH(1) model in Eq. (3.11) is adequate for describing the conditional het-
eroscedasticity of the data at the 5% significance level.

The ARCH(1) model in Eq. (3.11) has some interesting properties. First, the
expected monthly log return for Intel stock is about 1.74%, which is remarkable,
especially since the sample includes the period after the Internet bubble. Sec-
ond, & = 0.353% < % so that the unconditional fourth moment of the monthly
log return of Intel stock exists. Third, the unconditional standard deviation of r;
is 4/0.0126/(1 — 0.352) = 0.1394. Finally, the ARCH(1) model can be used to
predict the monthly volatility of Intel stock returns.

t Innovation
For comparison, we also fit an ARCH(1) model with Student-¢ innovations to the
series. The resulting model is

r =0.0221 +a;, of =0.0134+0.2492a’ |, (3.12)

where standard errors of the parameters are 0.0060, 0.0020, and 0.1156, respec-
tively. The estimated degrees of freedom is 6.16 with standard error 1.65. All the
estimates are significant at the 5% level, but the z-ratio of &, is only 2.16. The
unconditional standard deviation of a; is 4/0.0134/(1 — 0.2492) = 0.1336, which
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Figure 3.4. Model checking statistics of the Gaussian ARCH(1) model in Eq. (3.11) for the monthly
log returns of Intel stock from January 1973 to December 2003: parts (a), (b), and (c) show the sample
ACEF of the standardized residuals, their squared series, and absolute series, respectively; part (d) is the
time plot of standardized residuals.

is close to that obtained under normality. The Ljung—Box statistics of the stan-
dardized residuals give Q(12) = 16.1 with p-value 0.19, confirming that the mean
equation is adequate. However, the Ljung—Box statistics for the squared standard-
ized residuals show Q(12) = 29.91 with p-value 0.0029. The volatility equation is
inadequate at the 5% level. Further analysis shows that the Lagrange multiplier test
gives Q(10) = 13.07 with p-value 0.22. The inadequacy in the volatility equation
is due to some higher order serial dependence in the squared standardized residuals.

Comparing models (3.11) and (3.12), we see that (a) using a heavy-tailed dis-
tribution for ¢, reduces the ARCH effect, and (b) the difference between the two
models is small for this particular instance. Finally, a more appropriate conditional
heteroscedastic model for this data set is a GARCH(1,1) model, which is discussed
in the next section.

S-Plus Demonstration
With ¢ innovations.

> archlt=garch(intc~1, ~garch(1l,0),cond.dist="t")

> summary (archlt)

Call:

garch(formula.mean = intc ~ 1, formula.var = ~ garch(l, 0),
cond.dist = "t")
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Mean Equation: intc ~ 1

Conditional Variance Equation: ~ garch(1l, 0)

Conditional Distribution: ¢t

with estimated parameter 6.159751 and standard error 1.647094
Estimated Coefficients:

Value Std.Error t value Pr(>|t])

C 0.02213 0.006010 3.681 1.333e-04

A 0.01338 0.001965 6.809 2.001le-11

ARCH (1) 0.24916 0.115574 2.156 1.587e-02

AIC(4) = -477.9073, BIC(4) = -462.2317

Ljung-Box test for standardized residuals:

Statistic P-value Chi”*2-d.f.
16.1 0.1868 12

Ljung-Box test for squared standardized residuals:

Statistic P-value Chi*2-d.f.
29.91 0.002882 12

Remark. 1In S-Plus, the command garch allows for several conditional distri-
butions. They are specified by cond.dist = *‘t’’ or ‘‘ged’’. The default is
Gaussian. O

Example 3.2. Consider the percentage changes of the exchange rate between
mark and dollar in 10-minute intervals. The data are shown in Figure 3.2a. As
shown in Figure 3.3a, the series has no serial correlations. However, the sample
PACF of the squared series a’ shows some big spikes, especially at lags 1 and 3.
There are some large PACF at higher lags, but the lower order lags tend to be
more important. Following the procedure discussed in the previous subsection, we
specify an ARCH(3) model for the series. Using the conditional Gaussian likelihood
function, we obtain the fitted model r; = 0.0018 + o;¢; and

02 =022 x 107 +0.322a> | + 0.074a’ , + 0.093a> ;,

where all the estimates in the volatility equation are statistically significant at the
5% significance level. The standard errors of the volatility parameters are 0.47 x
107°,0.017, 0.016, and 0.014, respectively. Model checking, using the standardized
residual a,, indicates that the model is adequate.

3.5 THE GARCH MODEL

Although the ARCH model is simple, it often requires many parameters to ade-
quately describe the volatility process of an asset return. For instance, consider the
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monthly excess returns of the S&P 500 index of Example 3.3 below. An ARCH(9)
model is needed for the volatility process. Some alternative models must be sought.
Bollerslev (1986) proposes a useful extension known as the generalized ARCH
(GARCH) model. For a log return series r;, let a; = r; — u, be the innovation at
time ¢. Then a, follows a GARCH(m, s) model if

m s
2 2 2
a; = 06, o =ap+ E oia;_; + E ﬁjo,_j, (3.13)
i=1 j=1

where again {e,} is a sequence of iid random variables with mean O and variance
1.0, 00 > 0, > 0, B; > 0, and "X (a; 4 ;) < 1. Here it is understood that
a; =0 fori >m and B; =0 for j > s. The latter constraint on «; + f; implies
that the unconditional variance of a; is finite, whereas its conditional variance
o} evolves over time. As before, ¢ is often assumed to be a standard normal or
standardized Student-7 distribution or generalized error distribution. Equation (3.13)
reduces to a pure ARCH(m) model if s = 0. The «; and B; are referred to as ARCH
and GARCH parameters, respectively.

To understand properties of GARCH models, it is informative to use the fol-
lowing representation. Let 1, = a> — o2 so that 0> = a?> — n,. By plugging otz_l. =
afﬂ. —n—i (i =0,...,s) into Eq. (3.13), we can rewrite the GARCH model as

max(m,s) K

al =ao+ Y (ai+pdag+m— Y Binj. (3.14)

i=1 j=1

It is easy to check that {z,} is a martingale difference series (i.e., E(n,) =0 and
cov(n,, n,—j) =0 for j > 1). However, {n;} in general is not an iid sequence.
Equation (3.14) is an ARMA form for the squared series atz. Thus, a GARCH
model can be regarded as an application of the ARMA idea to the squared series
a,z. Using the unconditional mean of an ARMA model, we have

o0

— YD (g 4 By

provided that the denominator of the prior fraction is positive.
The strengths and weaknesses of GARCH models can easily be seen by focusing
on the simplest GARCH(1,1) model with

E(a}) =

ol =ao+aial  + B0y, 0<appi <1 (a+p) <1 (3.15)

First, a large atz_ | or ‘7:2—1 gives rise to a large atz. This means that a large atz_ | tends
to be followed by another large atz, generating, again, the well-known behavior
of volatility clustering in financial time series. Second, it can be shown that if
1 =202 — (e; + B1)? > 0, then

E(@) _ 30— (a1 +p5)’]
[E@)P 1= (en +B1)* — 207

> 3.
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Consequently, similar to ARCH models, the tail distribution of a GARCH(1,1)
process is heavier than that of a normal distribution. Third, the model provides a
simple parametric function that can be used to describe the volatility evolution.

Forecasts of a GARCH model can be obtained using methods similar to those
of an ARMA model. Consider the GARCH(1,1) model in Eq. (3.15) and assume
that the forecast origin is &. For 1-step ahead forecast, we have

2 2 2
Opy1 = Q0 + oja, + ,31C7h ,

where a;, and a}% are known at the time index h. Therefore, the 1-step ahead
forecast is

cr,%(l) =y + ala,% + ,310,%.

For multistep ahead forecasts, we use a> = 022 and rewrite the volatility equation

in Eq. (3.15) as
O‘ZZ_H =ap + (a1 + ﬂl)a,Z + ozlotz(e,2 — 1.
When ¢ = h + 1, the equation becomes
Oy = o0 + (@1 + B)op + 1o, (61, — D).

Since E (eﬁ 41 — l[Fn) = 0, the 2-step ahead volatility forecast at the forecast origin
h satisfies the equation

07 (2) = ap + (a1 + 1Yo ().
In general, we have
o7 () = ao + (a1 + Br)of (e —1), £>1. (3.16)

This result is exactly the same as that of an ARMA(1,1) model with AR polynomial
1 — (a1 + B1)B. By repeated substitutions in Eq. (3.16), we obtain that the £-step
ahead forecast can be written as

ap[1 — (a1 + B

200) =
(0= I —a; —p

+ (a1 + B0 (D).

Therefore,

2 @0
Gh(g)_) Tl—ﬂl’ as { — o0

provided that &y + 1 < 1. Consequently, the multistep ahead volatility forecasts of
a GARCH(1,1) model converge to the unconditional variance of a, as the forecast
horizon increases to infinity provided that Var(a,) exists.
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The literature on GARCH models is enormous; see Bollerslev, Chou, and Kroner
(1992), Bollerslev, Engle, and Nelson (1994), and the references therein. The model
encounters the same weaknesses as the ARCH model. For instance, it responds
equally to positive and negative shocks. In addition, recent empirical studies of
high-frequency financial time series indicate that the tail behavior of GARCH
models remains too short even with standardized Student-¢ innovations. For further
information about kurtosis of GARCH models, see Section 3.16.

3.5.1 An Illustrative Example

The modeling procedure of ARCH models can also be used to build a GARCH
model. However, specifying the order of a GARCH model is not easy. Only
lower order GARCH models are used in most applications, say, GARCH(1,1),
GARCH(2,1), and GARCH(1,2) models. The conditional maximum likelihood
method continues to apply provided that the starting values of the volatility {02}
are assumed to be known. Consider, for instance, a GARCH(1,1) model. If 012 is
treated as fixed, then 0,2 can be computed recursively for a GARCH(1,1) model.
In some applications, the sample variance of a, serves as a good starting value of
012. The fitted model can be checked by using the standardized residual a;, = a,/o;
and its squared process.

Example 3.3. In this example, we consider the monthly excess returns of the
S&P 500 index starting from 1926 for 792 observations. The series is shown in
Figure 3.5. Denote the excess return series by r;. Figure 3.6 shows the sample ACF
of r, and the sample PACF of rtz. The r, series has some serial correlations at lags
1 and 3, but the key feature is that the PACF of r,2 shows strong linear dependence.
If an MA(3) model is entertained, we obtain

ry = 0.0062 4+ a, 4+ 0.0944a,_; — 0.1407a,_3, 6, = 0.0576

for the series, where all of the coefficients are significant at the 5% level. However,
for simplicity, we use instead an AR(3) model

re = ¢iri—1 + ¢ari—2 + ¢3r—3 + Po + ar.
The fitted AR(3) model, under the normality assumption, is
ry = 0.088r,_1 — 0.023r,_» — 0.123r;_3 + 0.0066 + «,, 602 = 0.00333. (3.17)
For the GARCH effects, we use the GARCH(1,1) model
a; = 0,€;, O'tz =g+ /310,2_] + (xlatz_].
A joint estimation of the AR(3)-GARCH(1,1) model gives

7y = 0.0078 + 0.032r,_1 — 0.029r,_ — 0.008r,_3 + a,
o7 = 0.000084 + 0.1213a> | +0.852307 .
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Figure 3.5. Time series plot of the monthly excess returns of the S&P 500 index.
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Figure 3.6. (a) Sample ACF of the monthly excess returns of the S&P 500 index and (b) sample PACF
of the squared monthly excess returns.
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From the volatility equation, the implied unconditional variance of a; is

0.000084
1 —-0.8523 —0.1213

= 0.00317,

which is close to that of Eq. (3.17). However, t-ratios of the parameters in the
mean equation suggest that all three AR coefficients are insignificant at the 5%
level. Therefore, we refine the model by dropping all AR parameters. The refined
model is

r =0.0076 +a,, o} =0.000086 + 0.1216a’ | +0.851107 ;. (3.18)

The standard error of the constant in the mean equation is 0.0015, whereas those of
the parameters in the volatility equation are 0.000024, 0.0197, and 0.0190, respec-
tively. The unconditional variance of a, is 0.000086/(1 — 0.8511 — 0.1216) =
0.00314. This is a simple stationary GARCH(1,1) model. Figure 3.7 shows the
estimated volatility process, oy, and the standardized shocks a; = a,/o, for the
GARCH(1,1) model in Eq. (3.18). The a, series appears to be a white noise pro-
cess. Figure 3.8 provides the sample ACF of the standardized residuals a, and

(a) Estimated volatility process
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Figure 3.7. (a) Time series plot of estimated volatility (o) for the monthly excess returns of the S&P
500 index and (b) the standardized shocks of the monthly excess returns of the S&P 500 index. Both
plots are based on the GARCH(1,1) model in Eq. (3.18).
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Figure 3.8. Model checking of the GARCH(1,1) model in Eq. (3.18) for monthly excess returns of
the S&P 500 index: (a) sample ACF of standardized residuals and (b) sample ACF of the squared
standardized residuals.

the squared process &,2. These ACFs fail to suggest any significant serial corre-
lations or conditional heteroscedasticity in the standardized residual series. More
specifically, we have Q(12) = 11.99(0.45) and Q(24) = 28.52(0.24) for a;, and
0(12) = 13.11(0.36) and Q(24) = 26.45(0.33) for Eztz, where the number in paren-
theses is the p-value of the test statistic. Thus, the model appears to be adequate
in describing the linear dependence in the return and volatility series. Note that
the fitted model shows &; + B 1 = 0.9772, which is close to 1. This phenomenon is
commonly observed in practice and it leads to imposing the constraint o} + ; = 1
in a GARCH(1,1) model, resulting in an integrated GARCH (or IGARCH) model;
see Section 3.6.

Finally, to forecast the volatility of monthly excess returns of the S&P 500 index,
we can use the volatility equation in Eq. (3.18). For instance, at the forecast origin
h, we have UﬁH = 0.000086 + 0.1216(1}21 + 0.85110,%. The 1-step ahead forecast
is then

o7 (1) = 0.000086 4 0.12164; + 0.851107,

where aj, is the residual of the mean equation at time % and oy, is obtained from the
volatility equation. The starting value 002 is fixed at either zero or the unconditional
variance of a,. For multistep ahead forecasts, we use the recursive formula in
Eq. (3.16). Table 3.1 shows some mean and volatility forecasts for the monthly
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Table 3.1. Volatility Forecasts for the Monthly Excess Returns of the S&P 500 Index“

Horizon 1 2 3 4 5 00
Return 0.0076 0.0076 0.0076 0.0076 0.0076 0.0076
Volatility 0.0536 0.0537 0.0537 0.0538 0.0538 0.0560

“The forecast origin is & = 792, which corresponds to December 1991. Here volatility denotes condi-
tional standard deviation.

excess return of the S&P 500 index with forecast origin 7 = 792 based on the
GARCH(1,1) model in Eq. (3.18).

Some S-Plus Commands Used in Example 3.3
> fit=garch(sp~ar(3),~garch(1,1))

> summary (fit)

> fit=garch(sp~1,~garch(1,1))

> summary (fit)

> names (fit)
[1] "residuals" "sigma.t" "df.residual" "coef" "model"
[6] "cond.dist" "likelihood" "opt.index" "cov"

[10] "prediction" "call™ "asymp.sd" "series"

> % Next, compute the standardized residuals
stdresi=fitsSresiduals/fit$sigma.t
autocorTest (stdresi, lag=24)

autocorTest (stdresi”2, lag=24)

predict (f£it,5) % Compute predictions

vV V. V V

Note that in the prior commands the volatility series o; is stored in fit$sigma.t
and the residual series of the returns in fit$residuals.

t Innovation
Assuming that €, follows a standardized Student-¢ distribution with 5 degrees of
freedom, we reestimate the GARCH(1,1) model and obtain

r, =0.0085+a,, o7 =0.00012+0.1121a’ | + 0.843207 |, (3.19)

where the standard errors of the parameters are 0.0015, 0.51 x 1074, 0.0296,
and 0.0371, respectively. This model is essentially an IGARCH(1,1) model as
@1 + B1 ~ 0.95, which is close to 1. The Ljung—Box statistics of the standard-
ized residuals give Q(10) = 11.38 with p-value 0.33 and those of the {&,2} series
give Q(10) = 10.48 with p-value 0.40. Thus, the fitted GARCH(1,1) model with
Student-¢ distribution is adequate.

S-Plus Commands Used

fitl = garch(sp~1,~garch(1l,1),cond.dist='t’, cond.par=5,
cond.est=F)

summary (£it1)

stresi=fitlsSresiduals/fitlssigma.t

autocorTest (stresi, lag=10)

autocorTest (stresi®2,lag=10)

V V.V VvV + VvV



THE GARCH MODEL 121

Estimation of Degrees of Freedom
If we further extend the GARCH(1,1) model by estimating the degrees of freedom
of the Student-¢ distribution used, we obtain the model

r =0.0085 +a,, o =0.0001240.1121a> | 4+ 0.843207 |, (3.20)

where the estimated degrees of freedom is 7.02. Standard errors of the estimates
in Eq. (3.20) are close to those in Eq. (3.19). The standard error of the estimated
degrees of freedom is 1.78. Consequently, we cannot reject the hypothesis of using a
standardized Student- distribution with 5 degrees of freedom at the 5% significance
level.

S-Plus Commands Used
> fit2 = garch(sp~1,~garch(l,1),cond.dist="t")
> summary (£it2)

3.5.2 Forecasting Evaluation

Since the volatility of an asset return is not directly observable, comparing the
forecasting performance of different volatility models is a challenge to data analysts.
In the literature, some researchers use out-of-sample forecasts and compare the
volatility forecasts ohz (€) with the shock aﬁ 4¢ in the forecasting sample to assess
the forecasting performance of a volatility model. This approach often finds a low
correlation coefficient between aj,, and o (¢), that is, low R*. However, such
a finding is not surprising because a,% +¢ alone is not an adequate measure of the
volatility at time index & + €. Consider the 1-step ahead forecasts. From a statistical
point of view, E(a,%+1|Fh) = a,%ﬂ so that aiﬂ is a consistent estimate of ohz+1.
But it is not an accurate estimate of Uﬁ 1 because a single observation of a random
variable with a known mean value cannot provide an accurate estimate of its
variance. Consequently, such an approach to evaluate forecasting performance of
volatility models is strictly speaking not proper. For more information concerning
forecasting evaluation of GARCH models, readers are referred to Andersen and
Bollerslev (1998).

3.5.3 A Two-Pass Estimation Method

Based on Eq. (3.14), a two-pass estimation method can be used to estimate GARCH
models. First, ignoring any ARCH effects, one estimates the mean equation of a
return series using the methods discussed in Chapter 2 (e.g., maximum likelihood
method). Denote the residual series by a,. Second, treating {atz} as an observed
time series, one applies the maximum likelihood method to estimate parameters
of Eq. (3.14). Denote the AR and MA coefficient estimates by qAb,- and ;. The
GARCH estimates are obtained as ﬁi = é,- and o; = ¢AS,- — éi. Obviously, such esti-
mates are approximations to the true parameters and their statistical properties have
not been rigorously investigated. However, limited experience shows that this sim-
ple approach often provides good approximations, especially when the sample size
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is moderate or large. For instance, consider the monthly excess return series of the
S&P 500 index of Example 3.3. Using the conditional MLE method in SCA, we
obtain the model

re =0.0061 +a;, a’=0.00014 + 0.9583a> | + 1, — 0.84561,_1,

where all estimates are significantly different from zero at the 5% level. From
the estimates, we have ,31 = 0.8456 and @ = 0.9583 — 0.8456 = 0.1127. These
approximate estimates are very close to those in Eq. (3.18) or (3.20). Furthermore,
the fitted volatility series of the two-pass method is very close to that of Figure 3.7a.

3.6 THE INTEGRATED GARCH MODEL

If the AR polynomial of the GARCH representation in Eq. (3.14) has a unit root,
then we have an IGARCH model. Thus, IGARCH models are unit-root GARCH
models. Similar to ARIMA models, a key feature of IGARCH models is that the
impact of past squared shocks n,_; = atz_l. - O’tz_l- for i > 0 on a’ is persistent.

An IGARCH(1,1) model can be written as
_ 2 _ 2 2
a; = o016, o =ao+ pio_; + (1= Bia;_y,

where {¢,} is defined as before and 1 > B; > 0. For the monthly excess returns of
the S&P 500 index, an estimated IGARCH(1,1) model is

ry = 0.0067 + a, a;y = O€y,
o =0.000119 + 0.80590, | + 0.1941a? |,

where the standard errors of the estimates in the volatility equation are 0.0017,
0.000013, and 0.0144, respectively. The parameter estimates are close to those of
the GARCH(1,1) model shown before, but there is a major difference between
the two models. The unconditional variance of a,, hence that of r;, is not defined
under the above IGARCH(1,1) model. This seems hard to justify for an excess
return series. From a theoretical point of view, the IGARCH phenomenon might
be caused by occasional level shifts in volatility. The actual cause of persistence
in volatility deserves a careful investigation.
When o + 81 = 1, repeated substitutions in Eq. (3.16) give

o7 () = o () + (€ — Day, £>1, (3.21)

where / is the forecast origin. Consequently, the effect of ohz(l) on future volatilities
is also persistent, and the volatility forecasts form a straight line with slope op.
Nelson (1990) studies some probability properties of the volatility process o> under
an IGARCH model. The process o is a martingale for which some nice results
are available in the literature. Under certain conditions, the volatility process is
strictly stationary, but not weakly stationary because it does not have the first two

moments.
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The case of g = 0 is of particular interest in studying the IGARCH(1,1) model.
In this case, the volatility forecasts are simply oﬁ(l) for all forecast horizons;
see Eq. (3.21). This special IGARCH(1,1) model is the volatility model used in
RiskMetrics, which is an approach for calculating value at risk; see Chapter 7. The
model is also an exponential smoothing model for the {a’} series. To see this,
rewrite the model as

ol =(1—Ba;_, + pio’,
= (1 - Ba;_, + Bil(1 — Ba;_, + Bro},]
=1 =Boa;  + (1= BDpia; , + Bio),
By repeated substitutions, we have
ol = (1= B)(aj_, + Bia;_, + Bia; 5+ ),

which is the well-known exponential smoothing formation with B; being the dis-
counting factor. Exponential smoothing methods can thus be used to estimate such
an IGARCH(1,1) model.

3.7 THE GARCH-M MODEL

In finance, the return of a security may depend on its volatility. To model such
a phenomenon, one may consider the GARCH-M model, where “M” stands for
GARCH in the mean. A simple GARCH(1,1)-M model can be written as

2
ry=p+co; +a, a =o€,
2 2 2
o =y +aja;_; + Bio/_, (3.22)

where p and ¢ are constants. The parameter c is called the risk premium parameter.
A positive ¢ indicates that the return is positively related to its volatility. Other
specifications of risk premium have also been used in the literature, including
rr=pm4+co,+a and r, = u ~|—cln(at2) + a,.

The formulation of the GARCH-M model in Eq. (3.22) implies that there are
serial correlations in the return series r;. These serial correlations are introduced
by those in the volatility process {o,*}. The existence of risk premium is, therefore,
another reason that some historical stock returns have serial correlations.

For illustration, we consider a GARCH(1,1)-M model with Gaussian innova-
tions for the monthly excess returns of the S&P 500 index from January 1926 to
December 1991. The fitted model is

e =0.0055 4+ 1.096% +a;, o} =8.76 x 107> +0.123a’ | 4+ 0.84957 ,,

where the standard errors for the two parameters in the mean equation are 0.0023
and 0.818, respectively, and those for the parameters in the volatility equation are
2.51 x 1073, 0.0205, and 0.0196, respectively. The estimated risk premium for the
index return is positive but is not statistically significant at the 5% level. Here the
result is obtained using S-Plus. Other forms of GARCH-M specification in S-Plus
are given in Table 3.2. The idea of risk premium applies to other GARCH models.



124 CONDITIONAL HETEROSCEDASTIC MODELS

Table 3.2. GARCH-M Models
Allowed in S-Plus®

g(oy) Command

o} var.in.mean

oy sd.in.mean
ln(Utz) logvar.in.mean

“The mean equation is 7, = j + cg(o;) + a;.

S-Plus Demonstration
> sp.fit = garch(sp~l+var.in.mean, ~garch(1,1))
> summary (sp.fit)

3.8 THE EXPONENTIAL GARCH MODEL

To overcome some weaknesses of the GARCH model in handling financial time
series, Nelson (1991) proposes the exponential GARCH (EGARCH) model. In
particular, to allow for asymmetric effects between positive and negative asset
returns, he considers the weighted innovation

g(e) =0e +ylle] — E(le)], (3.23)

where 6 and y are real constants. Both ¢, and |¢;| — E(|¢;|) are zero-mean iid
sequences with continuous distributions. Therefore, E[g(¢;)] = 0. The asymmetry
of g(€;) can easily be seen by rewriting it as

() = 0 +y)e —vE(le)) if ¢ =0,
' 0 —y)er —yE(le]) if ¢ <0.

Remark. For the standard Gaussian random variable ¢;, E(|¢|) = +/2/m. For
the standardized Student-7 distribution in Eq. (3.7), we have

20 —20((v + 1)/2)

E = . O
(el == v
An EGARCH(m, s) model can be written as
1+BB+ -+ B,_ B!
a =06 In@2) = oo+ P Pt B e, (3.24)

l—oyB—---—a,B"

where o is a constant, B is the back-shift (or lag) operator such that Bg(e;) =
gle;—1),and 1 +8/B+---+ ,BS,lBs_1 and 1 —aB — -+ —«,;, B™ are polyno-
mials with zeros outside the unit circle and have no common factors. By outside
the unit circle, we mean that absolute values of the zeros are greater than 1. Again,
Eq. (3.24) uses the usual ARMA parameterization to describe the evolution of the
conditional variance of a,. Based on this representation, some properties of the
EGARCH model can be obtained in a similar manner as those of the GARCH
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model. For instance, the unconditional mean of ln(atz) is 9. However, the model
differs from the GARCH model in several ways. First, it uses logged conditional
variance to relax the positiveness constraint of model coefficients. Second, the use
of g(e;) enables the model to respond asymmetrically to positive and negative
lagged values of a;. Some additional properties of the EGARCH model can be
found in Nelson (1991).
To better understand the EGARCH model, let us consider the simple model with
order (1,1):
a; = 0y€;, (1 —aB)In(o}) = (1 — a)ag + g(€—1), (3.25)

where the €, are iid standard normal and the subscript of «; is omitted. In this
case, E(J¢;|) = /2/m and the model for ln(atz) becomes

a, + (v +0)e if ,_1 >0,

o+ (y — O)(—er1) if €1 <0, (3.26)

(1 —aB)In(c}) = {

where o, = (1 — o)y — +/2/my. This is a nonlinear function similar to that of the
threshold autoregressive (TAR) model of Tong (1978, 1990). It suffices to say that
for this simple EGARCH model the conditional variance evolves in a nonlinear
manner depending on the sign of a,_. Specifically, we have

ag—1

exp <(y +6)

) ifa,_1 >0,
o} = o exp(a.)
exp

Or—1
a1l

(y — 9)—) ifa,_; <O.
Or—1

The coefficients (y + ) and (y — 6) show the asymmetry in response to positive
and negative a,_;. The model is, therefore, nonlinear if 6 # 0. Since negative
shocks tend to have larger impacts, we expect 6 to be negative. For higher order
EGARCH models, the nonlinearity becomes much more complicated. Cao and
Tsay (1992) use nonlinear models, including EGARCH models, to obtain multi-
step ahead volatility forecasts. We discuss nonlinearity in financial time series in
Chapter 4.

3.8.1 An Alternative Model Form
An alternative form for the EGARCH(m, s) model is

s

In(0?) =ap+ Y

la;—i| +
o
i=1 !

m
PE 13 i InGel ). (3.27)
_ =
Here a positive a,_; contributes «; (1 + y;)|e;—;| to the log volatility, whereas a
negative a,_; gives «; (1 — y;)|€;—;|, where €;,_; = a;_; /o;—;. The y; parameter thus
signifies the leverage effect of a,_;. Again, we expect y; to be negative in real
applications. This is the model form used in S-Plus.
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3.8.2 An Illustrative Example

Nelson (1991) applies an EGARCH model to the daily excess returns of the value-
weighted market index from the Center for Research in Security Prices from July
1962 to December 1987. The excess returns are obtained by removing monthly
Treasury bill returns from the value-weighted index returns, assuming that the
Treasury bill return was constant for each calendar day within a given month.
There are 6408 observations. Denote the excess return by r,. The model used is as

follows:
I =¢o+ ¢1ri—1 + CO}Z + ay,

1 B 3.28

In(0?) = ap + In(1 + wN,) + + P (3:28)

mg(fz—l),

where 0,2 is the conditional variance of a; given F,_;, N; is the number of non-
trading days between trading days ¢t — 1 and ¢, «p and w are real parameters, g(¢;)
is defined in Eq. (3.23), and ¢, follows a generalized error distribution in Eq. (3.9).
Similar to a GARCH-M model, the parameter ¢ in Eq. (3.28) is the risk premium
parameter. Table 3.3 gives the parameter estimates and their standard errors of the
model. The mean equation of model (3.28) has two features that are of interest.
First, it uses an AR(1) model to take care of possible serial correlation in the excess
returns. Second, it uses the volatility o> as a regressor to account for risk premium.
The estimated risk premium is negative, but statistically insignificant.

3.8.3 Second Example

As another illustration, we consider the monthly log returns of IBM stock from
January 1926 to December 1997 for 864 observations. An AR(1)-EGARCH(1,1)
model is entertained and the fitted model is

ry = 0.0105 + 0.092";_1 + ay, ar = O01€;4, (329)
€1
In(0?) = —5.496 + %,

(3.30)
g(€1) = —0.0795¢,_; + 0.2647 [Ie,_1| _ ‘/2/n] ,

Table 3.3. Estimated AR(1)-EGARCH(2,2) Model for the Daily Excess Returns of
the Value-Weighted CRSP Market Index: July 1962 to December 1987

Parameter o w y o] o B
Estimate —10.06 0.183 0.156 1.929 —0.929 —0.978
Error 0.346 0.028 0.013 0.015 0.015 0.006
Parameter % bo b1 c v

Estimate —0.118 3.5-1074 0.205 —3.361 1.576

Error 0.009 9.9.107 0.012 2.026 0.032
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where {¢,} is a sequence of independent standard Gaussian random variates. All
parameter estimates are statistically significant at the 5% level. For model check-
ing, the Ljung—Box statistics give Q(10) = 6.31(0.71) and Q(20) = 21.4(0.32)
for the standardized residual process a;, = a,/o, and Q(10) = 4.13(0.90) and
0(20) = 15.93(0.66) for the squared process ﬁtz, where again the number in
parentheses denotes p-value. Therefore, there is no serial correlation or condi-
tional heteroscedasticity in the standardized residuals of the fitted model. The prior
AR(1)-EGARCH(1,1) model is adequate.

From the estimated volatility equation in (3.30) and using +/2/7m ~ 0.7979, we
obtain the volatility equation as

0.1852¢,_1 if €1 > 0,
In(02) = —1.001 4 0.856In(c” ) + { _0'34422_1 ;f Z_i o

Taking antilog transformation, we have

018521
2 2x0.856,,-1.001 . ] € =1 if 1 >0,
—1 ¢

o, =0 _ .
t e 0.3442¢, if €1 < 0.

This equation highlights the asymmetric responses in volatility to the past positive
and negative shocks under an EGARCH model. For example, for a standardized
shock with magnitude 2 (i.e., two standard deviations), we have

ol(e—1 = —2) _ exp[—03442 x (=2)] _ 0318 _ {372
ol(e-1=2) exp(0.1852 x 2) T

Therefore, the impact of a negative shock of size two standard deviations is about
37.4% higher than that of a positive shock of the same size. This example clearly
demonstrates the asymmetric feature of EGARCH models. In general, the bigger
the shock, the larger the difference in volatility impact.

Finally, we extend the sample period to include the log returns from 1998 to
2003 so that there are 936 observations and use S-Plus to fit an EGARCH(1,1)
model. The results are given below.

S-Plus Demonstration
Output edited.

> ibm.egarch=garch (ibmln~1, ~egarch(1,1), leverage=T,
+ cond.dist="ged’)

> summary (ibm.egarch)

Call:

garch(formula.mean = ibmln ~ 1, formula.var = ~ egarch(1l,1),
leverage = T,cond.dist = "ged")

Mean Equation: ibmln ~ 1
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Conditional Variance Equation: ~ egarch(l, 1)
Conditional Distribution: ged
with estimated parameter 1.5003 and standard error 0.09912

Value Std.Error t value Pr(s|t])

C 0.01181 0.002012 5.870 3.033e-09

A -0.55680 0.171602 -3.245 6.088e-04
ARCH(1) 0.22025 0.052824 4.169 1.669e-05
GARCH (1) 0.92910 0.026743 34.742 0.000e+00
LEV (1) -0.26400 0.126096 -2.094 1.828e-02

Statistic P-value Chi®*2-d.f.
17.87 0.1195 12

Ljung-Box test for squared standardized residuals:

Statistic P-value Chi”*2-d.f.
6.723 0.8754 12

The fitted GARCH(1,1) model is

7[20.0118+a[, a; = 0;€;,
|a[_1| - 0.26461;_1

Ot—1

(3.31)

In(o?) = —0.557 + 0.220 +0.9291n(0 ),

where ¢, follows a GED distribution with parameter 1.5. This model is adequate
based on the Ljung—Box statistics of the standardized residual series and its squared
process. As expected, the output shows that the estimated leverage effect is negative
and is statistically significant at the 5% level with ¢-ratio —2.094.

3.8.4 Forecasting Using an EGARCH Model
We use the EGARCH(1,1) model to illustrate multistep ahead forecasts of EGARCH
models, assuming that the model parameters are known and the innovations are
standard Gaussian. For such a model, we have
In(o?) = (1 —apag + o1 (o)) + gle—1),
gle—1) = 0e1 + y(le—1| — V2/m).

Taking exponentials, the model becomes

o2 = o expl(1 — an)agl explg(e_1)],

(3.32)
gle—1) =061 +y(le—1] —v2/m).
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Let i be the forecast origin. For the 1-step ahead forecast, we have

oy = o3 expl(l — ool explg(en)],
where all of the quantities on the right-hand side are known. Thus, the 1-step ahead

volatility forecast at the forecast origin % is simply &hz(l) = th 1 given earlier. For
the 2-step ahead forecast, Eq. (3.32) gives

Oy = thill expl(1 — ap)aol explg(eni1)].

Taking conditional expectation at time %, we have

62(2) = 6,1 (1) expl(1 — ap)aol Epfexplg(ens )]},

where E;, denotes a conditional expectation taken at the time origin /. The prior
expectation can be obtained as follows:

Efexplg(e)]} = / explfe +y(le] — v2/m)1f (e)de

o
1
= exp (—]/ 2/7'[) [/0 e(9+y)6ﬁe_62/2d6

0 1 2
+ / 0o /2d6:|
—00 v 27T
= exp (—y,/z/n) [e<9+y>2/2c1>(9 L)+ @2y - 9)] :

where f(e) and ®(x) are the probability density function and CDF of the stan-
dard normal distribution, respectively. Consequently, the 2-step ahead volatility
forecast is

52(2) = 621 (1) exp [(1 —ado — ¥ 2/71]
x{expl[(0 + ¥)?/21® (0 + y) + expl(6 — y)?/2]®(y — )}

Repeating the previous procedure, we obtain a recursive formula for a j-step ahead
forecast:

G2(J) = 6,1 (j — 1) exp(w)
x{expl (6 + ¥)2/219(0 + ) +expl[(6 — y)*/21®(y — 0)},
where w = (1 — a1)ag — y+/2/m. The values of ®(6 + y) and ®(6 — y) can be

obtained from most statistical packages. Alternatively, accurate approximations to
these values can be obtained by using the method in Appendix B of Chapter 6.
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For illustration, consider the AR(1)-EGARCH(1,1) model of the previous sub-
section for the monthly log returns of IBM stock, ending December 1997. Using the
fitted EGARCH(1,1) model, we can compute the volatility forecasts for the series.
At the forecast origin t = 864, the forecasts are 6, (1) = 6.05 x 1073, 62,(2) =
5.82 x 1073, 88264(3) =5.63 x 1073, and G464 (10) = 4.94 x 1073, These forecasts
converge gradually to the sample variance 4.37 x 1073 of the shock process a; of
Eq. (3.29).

3.9 THE THRESHOLD GARCH MODEL

Another volatility model commonly used to handle leverage effects is the threshold
GARCH (or TGARCH) model; see Glosten, Jagannathan, and Runkle (1993) and
Zakoian (1994). A TGARCH(m, s) model assumes the form

of =ao+ Y (@ +yiN ia; + Y Biol ;. (333)
i=1 j=1

where N,_; is an indicator for negative a,_;, that is,

C[1ifa <0,
Ne—y = { 0 ifar; >0,

and o;, y;, and B; are non-negative parameters satisfying conditions similar to
those of GARCH models. From the model, it is seen that a positive a,_; con-
tributes o;a? ; to o2, whereas a negative a,_; has a larger impact (o; + y;)a’_; with
y; > 0. The model uses zero as its threshold to separate the impacts of past shocks.
Other threshold values can also be used; see Chapter 4 for the general concept of
threshold models. Model (3.33) is also called the GJR model because Glosten et al.
(1993) proposed essentially the same model.

For illustration, consider the monthly log returns of IBM stock from 1926 to

2003. The fitted TGARCH(1,1) model with conditional GED innovations is
ry = 00121 + ag, a; = 0:€;,
07 =3.45x 107* + (0.0658 + 0.0843N,_1)a’ | + 0.81820 |,

where the estimated parameter of the GED is 1.51 with standard error 0.099. The
standard error of the parameter for the mean equation is 0.002 and the standard
errors of the parameters in the volatility equation are 1.26 x —4.0.0314, 0.0395, and
0.049, respectively. To check the fitted model, we have Q(12) = 18.34(0.106) for
the standardized residual @, and Q(12) = 5.36(0.95) for &,2. The model is adequate
in modeling the first two conditional moments of the log return series. Based on
the fitted model, the leverage effect is significant at the 5% level.

(3.34)

S-Plus Commands Used

> ibm.tgarch = garch(ibmln~1,~tgarch(1l,1), leverage=T,
+ cond.dist='ged’)

> summary (ibm.tgarch)

> plot (ibm.tgarch)
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It is interesting to compare the two models in Eqgs. (3.31) and (3.34) for the
monthly log returns of IBM stock. Assume that a;—; = £20,_; so that ¢,_; = £2.
The EGARCH(1,1) model gives

o€ = —2)

5 _ 60.22><2><0.632 ~ 1264
o/ (€-1=2)

On the other hand, ignoring the constant term 0.000345, the TGARCH(1,1) model
gives
0,2(6,_1 =-2) _ [(0.0658 + 0.0843)4 + 0.8182]0,2_1

026 1=2)  (0.0658 x 4+ 0.8182)52 |

= 1.312.

The two models provide similar leverage effects.

3.10 THE CHARMA MODEL

Many other econometric models have been proposed in the literature to describe the
evolution of the conditional variance 0,2 in Eq. (3.2). We mention the conditional
heteroscedastic ARMA (CHARMA) model that uses random coefficients to produce
conditional heteroscedasticity; see Tsay (1987). The CHARMA model is not the
same as the ARCH model, but the two models have similar second-order conditional
properties. A CHARMA model is defined as

o= +a, a =8a,-1+8ya_2+ -+ Suti—m+ N, (3.35)
where {7,} is a Gaussian white noise series with mean zero and variance 0,12,
{8;} = {(S817,...,8m)'} is a sequence of iid random vectors with mean zero and
non-negative definite covariance matrix 2, and {§,} is independent of {#,}. In this
section, we use some basic properties of vector and matrix operations to simplify
the presentation. Readers may consult Appendix A of Chapter 8 for a brief review
of these properties. For m > 0, the model can be written as

!
ar=a,_8; +n;,

where @, = (a,_1, ..., a,_y) is a vector of lagged values of g, and is available
at time ¢ — 1. The conditional variance of @, of the CHARMA model in Eq. (3.35)
is then

2 2 /
o =0, + a,_Cov(é,)a;_

=07+ (@1 U)o ) (3.36)
Denote the (i, j)th element of € by w;;. Because the matrix is symmetric, we have

w;ij = wj;. If m =1, then Eq. (3.36) reduces to otz = 0,72 + wnatz_l, which is an
ARCH(1) model. If m = 2, then Eq. (3.36) reduces to

2 2 2 2
oy =0, +onag,_ +2wna-1ai-2 + ona;_,,
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which differs from an ARCH(2) model by the cross-product term a;_ja,—,. In
general, the conditional variance of a CHARMA(m) model is equivalent to that
of an ARCH(m) model if € is a diagonal matrix. Because 2 is a covariance
matrix, which is non-negative definite, and O’,% is a variance, which is positive, we
have o > o,lz > 0 for all 7. In other words, the positiveness of o2 is automatically
satisfied under a CHARMA model.

An obvious difference between ARCH and CHARMA models is that the latter
use cross-products of the lagged values of g, in the volatility equation. The cross-
product terms might be useful in some applications. For example, in modeling
an asset return series, cross-product terms denote interactions between previous
returns. It is conceivable that stock volatility may depend on such interactions.
However, the number of cross-product terms increases rapidly with the order m,
and some constraints are needed to keep the model simple. A possible constraint
is to use a small number of cross-product terms in a CHARMA model. Another
difference between the two models is that higher order properties of CHARMA
models are harder to obtain than those of ARCH models because it is in general
harder to handle multiple random variables.

For illustration, we employ the CHARMA model

re = ¢o + a;, ar = 81a,—1 + 8 a; 2 + 1y

for the monthly excess returns of the S&P 500 index used before in GARCH
modeling. The fitted model is

ry = 0.00635 + ay, 0,2 = 0.00179 + (a;_1, a,_z)ﬁ(a,_l, a;—s),

where

G _ [ 0.1417(0.0333) —0.0594(0.0365)
= | —0.0594(0.0365)  0.3081(0.0340) |’

where the numbers in parentheses are standard errors. The cross-product term of

@ has a t-ratio of —1.63, which is marginally significant at the 10% level. If we
refine the model to

re=¢o+a, ar = 8y ai—1 + 8y ar—2 + 34,3 + 1y,
but assume that 83, is uncorrelated with (8;, 85;), then we obtain the fitted model
re =0.0068 +a,, o2 =0.00136+ (a_1, a2, ar_3) (a1, a2, a,_3) .
where the elements of § and their standard errors, shown in parentheses, are
0.1212(0.0355) —0.0622(0.0283) 0

Q= | —0.0622(0.0283)  0.1913(0.0254) 0
0 0 0.2988(0.0420)
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All of the estimates are now statistically significant at the 5% level. From the
model, a; = r; — 0.0068 is the deviation of the monthly excess return from its
average. The fitted CHARMA model shows that there is some interaction effect
between the first two lagged deviations. Indeed, the volatility equation can be
written approximately as

02 =0.00136 4 0.12a> | — 0.12a,_1a,_ + 0.19a? , + 0.30a> ;.

The conditional variance is slightly larger when a,_;a,_; is negative.

3.10.1 Effects of Explanatory Variables

The CHARMA model can easily be generalized so that the volatility of r, may
depend on some explanatory variables. Let {x;}i", be m explanatory variables
available at time ¢. Consider the model

m
re = W +ay, ar = Z(Sitxi,t—l + s (3.37)
i=1

where §; = (817, ..., 8,:) and 5, are random vector and variable defined in Eq.
(3.35). Then the conditional variance of a; is

2 2
of =05+ (X115 s X DR 15 s X 1)

In application, the explanatory variables may include some lagged values of a;.

3.11 RANDOM COEFFICIENT AUTOREGRESSIVE MODELS

In the literature, the random coefficient autoregressive (RCA) model is introduced
to account for variability among different subjects under study, similar to the panel
data analysis in econometrics and the hierarchical model in statistics. We classify
the RCA model as a conditional heteroscedastic model, but historically it is used
to obtain a better description of the conditional mean equation of the process by
allowing for the parameters to evolve over time. A time series 7; is said to follow
an RCA(p) model if it satisfies

p
=0+ Y (¢ + )i +a, (3.38)

i=1

where p is a positive integer, {§;} = {(81,, ..., )"} is a sequence of independent
random vectors with mean zero and covariance matrix s, and {§,} is independent
of {a,}; see Nicholls and Quinn (1982) for further discussions of the model. The
conditional mean and variance of the RCA model in Eq. (3.38) are

4
o= E@|F)=do+ Y ir,

i=1

2 2
of =0, +(r—1,..., rt*p)sz(s(rtfla cees rtfp)/a
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which is in the same form as that of a CHARMA model. However, there is a subtle
difference between RCA and CHARMA models. For the RCA model, the volatility
is a quadratic function of the observed lagged values r,_;. Yet the volatility is a
quadratic function of the lagged innovations a,_; in a CHARMA model.

3.12 THE STOCHASTIC VOLATILITY MODEL

An alternative approach to describe the volatility evolution of a financial time
series is to introduce an innovation to the conditional variance equation of a;; see
Melino and Turnbull (1990), Taylor (1994), Harvey, Ruiz, and Shephard (1994), and
Jacquier, Polson, and Rossi (1994). The resulting model is referred to as a stochas-
tic volatility (SV) model. Similar to EGARCH models, to ensure positiveness of the
conditional variance, SV models use ln(atz) instead of atz. A SV model is defined as

a = o€, (1—aB—--—a,B"In(c}) = ay+ v, (3.39)

where the ¢, are iid N (0, 1), the v, are iid N (0, avz), {e;} and {v,} are independent,
ap is a constant, and all zeros of the polynomial 1 — )" | o; B’ are greater than 1
in modulus. Adding the innovation v, substantially increases the flexibility of the
model in describing the evolution of 6,2, but it also increases the difficulty in param-
eter estimation. To estimate a SV model, we need a quasi-likelihood method via
Kalman filtering or a Monte Carlo method. Jacquier, Polson, and Rossi (1994) pro-
vide some comparison of estimation results between quasi-likelihood and Markov
chain Monte Carlo (MCMC) methods. The difficulty in estimating a SV model is
understandable because for each shock a, the model uses two innovations €, and
v;. We discuss a MCMC method to estimate SV models in Chapter 12. For more
discussions on stochastic volatility models, see Taylor (1994).

The appendixes of Jacquier, Polson, and Rossi (1994) provide some properties
of the SV model when m = 1. For instance, with m = 1, we have

2

(o)) o, 2
) = N(un, 0j,),
1—0{1 1—(1%) (I’Lh h)

In(o”) ~ N (

and E(a?) = exp(uy +07/2), E(a}) =3exp2us +207), and corr(a?, a’ ;) =
lexp(ofat) — 1]/[3exp(o) — 1]. Limited experience shows that SV models often
provided improvements in model fitting, but their contributions to out-of-sample
volatility forecasts received mixed results.

3.13 THE LONG-MEMORY STOCHASTIC VOLATILITY MODEL

More recently, the SV model is further extended to allow for long memory in volatil-
ity, using the idea of fractional difference. As stated in Chapter 2, a time series is a
long-memory process if its autocorrelation function decays at a hyperbolic, instead
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Figure 3.9. The sample ACF of daily absolute log returns for (a) the S&P 500 index and (b) IBM stock
for the period from July 3, 1962 to December 31, 2003. The two horizontal lines denote the asymptotic
5% limits.

of an exponential, rate as the lag increases. The extension to long-memory models
in volatility study is motivated by the fact that the autocorrelation function of the
squared or absolute-valued series of an asset return often decays slowly, even though
the return series has no serial correlation; see Ding, Granger, and Engle (1993).
Figure 3.9 shows the sample ACF of the daily absolute returns for IBM stock and
the S&P 500 index from July 3, 1962 to December 31, 2003. These sample ACFs
are positive with moderate magnitude, but decay slowly.
A simple long-memory stochastic volatility (LMSV) model can be written as

a; = o€, or = o exp(u;/2), - B)u, = n,, (3.40)

where o > 0, the ¢, are iid N (0, 1), the n, are iid N (0, 0,72) and independent of ¢;,
and 0 < d < 0.5. The feature of long memory stems from the fractional difference
(1 — B)?, which implies that the ACF of u, decays slowly at a hyperbolic, instead
of an exponential, rate as the lag increases. For model (3.40), we have

In(a?) = In(o?) + u, + In(e})
= [In(6?) + E(In€e})] + u; + [In(e?) — E(Ine?)]
=W+ u; + e;.
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Thus, the In(a?) series is a Gaussian long-memory signal plus a non-Gaussian
white noise; see Breidt, Crato, and de Lima (1998). Estimation of the long-memory
stochastic volatility model is complicated, but the fractional difference parameter d
can be estimated by using either a quasi-maximum likelihood method or a regres-
sion method. Using the log series of squared daily returns for companies in the S&P
500 index, Bollerslev and Jubinski (1999) and Ray and Tsay (2000) found that the
median estimate of d is about 0.38. For applications, Ray and Tsay (2000) studied
common long-memory components in daily stock volatilities of groups of compa-
nies classified by various characteristics. They found that companies in the same
industrial or business sector tend to have more common long-memory components
(e.g., big U.S. national banks and financial institutions).

3.14 APPLICATION

In this section, we apply the volatility models discussed in this chapter to investigate
some problems of practical importance. The data used are the monthly log returns
of IBM stock and the S&P 500 index from January 1926 to December 1999. There
are 888 observations, and the returns are in percentages and include dividends.
Figure 3.10 shows the time plots of the two return series. Note that the result of
this section was obtained by the RATS program.

Example 3.4. The questions we address here are whether the daily volatility
of a stock is lower in the summer and, if so, by how much. Affirmative answers to
these two questions have practical implications in stock option pricing. We use the
monthly log returns of IBM stock shown in Figure 3.10a as an illustrative example.

Denote the monthly log return series by r,. If Gaussian GARCH models are
entertained, we obtain the GARCH(1,1) model

ry =123 +0.0997,_1 +a;,, a; =o€,
(3.41)
07 =3.206 +0.103a> | +0.82507% ,,

for the series. The standard errors of the two parameters in the mean equation are
0.222 and 0.037, respectively, whereas those of the parameters in the volatility
equation are 0.947, 0.021, and 0.037, respectively. Using the standardized residu-
als a; = a,/o;, we obtain Q(10) = 7.82(0.553) and Q(20) = 21.22(0.325), where
p-value is in parentheses. Therefore, there are no serial correlations in the residuals
of the mean equation. The Ljung—Box statistics of the &[2 series show Q(10) =
2.89(0.98) and Q(20) = 7.26(0.99), indicating that the standardized residuals have
no conditional heteroscedasticity. The fitted model seems adequate. This model
serves as a starting point for further study.

To study the summer effect on stock volatility of an asset, we define an indicator
variable

0 = { 1 if ¢ is June, July, or August
;=

0 otherwise (3.42)
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Figure 3.10. Time plots of monthly log returns for (a) IBM stock and (b) the S&P 500 index. The
sample period is from January 1926 to December 1999. The returns are in percentages and include
dividends.

and modify the volatility equation to
2 _ 2 2 2 2
o = ao+ara;,_; + pro,_; + u(coo + @roa;_; + Broo,_y).

This equation uses two GARCH(1,1) models to describe the volatility of a stock
return; one model for the summer months and the other for the remaining months.
For the monthly log returns of IBM stock, estimation results show that the estimates
of ap and B are statistically nonsignificant at the 10% level. Therefore, we refine
the equation and obtain the model

re=12140.09r_1 +a, a =o€,
(3.43)
of = 4.539 +0.113a7 | +0.81602 | — 5.154u,.

The standard errors of the parameters in the mean equation are 0.218 and 0.037,
respectively, and those of the parameters in the volatility equation are 1.071, 0.022,
0.037, and 1.900, respectively. The Ljung—Box statistics for the standardized resid-
vals a, = a,/o; show Q(10) = 7.66(0.569) and Q(20) = 21.64(0.302). Therefore,
there are no serial correlations in the standardized residuals. The Ljung—Box
statistics for (3[2 give Q(10) =3.38(0.97) and Q(20) = 6.82(0.99), indicating no
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conditional heteroscedasticity in the standardized residuals, either. The refined
model seems adequate.

Comparing the volatility models in Egs. (3.41) and (3.43), we obtain the fol-
lowing conclusions. First, because the coefficient —5.514 is significantly different
from zero with p-value 0.0067, the summer effect on stock volatility is statistically
significant at the 1% level. Furthermore, the negative sign of the estimate confirms
that the volatility of IBM monthly log stock returns is indeed lower during the
summer. Second, rewrite the volatility model in Eq. (3.43) as

5 —0.615+0.113a? | + 0.81602  if ¢ is June, July, or August,
77T 4.539+0.113a2, +0.81602 . otherwise.

The negative constant term —0.615 = 4.539 — 5.514 is counterintuitive. However,
since the standard errors of 4.539 and 5.514 are relatively large, the estimated
difference —0.615 might not be significantly different from zero. To verify the
assertion, we refit the model by imposing the constraint that the constant term of
the volatility equation is zero for the summer months. This can easily be done by
using the equation

2

ol = ala?_l + /310,2_1 +y (1 —u).

The fitted model is

ry = 1.21 +0.0991’t_1 +at, ay = 0;€;,
(3.44)
o} =0.114a? | + 081107 | +4.552(1 — u,).

The standard errors of the parameters in the mean equation are 0.219 and 0.038,
respectively, and those of the parameters in the volatility equation are 0.022, 0.034,
and 1.094, respectively. The Ljung—Box statistics of the standardized residuals
show Q(10) = 7.68 and Q(20) = 21.67 and those of the Eztz series give Q(10) =
3.17 and Q(20) = 6.85. These test statistics are close to what we had before and
are not significant at the 5% level.

The volatility Eq. (3.44) can readily be used to assess the summer effect on the
IBM stock volatility. For illustration, based on the model in Eq. (3.44), the medians
of @’ and o are 29.4 and 75.1, respectively, for the IBM monthly log returns in
1999. Using these values, we have 6,2 =0.114 x 29.4 +0.811 x 75.1 = 64.3 for
the summer months and o = 68.8 for the other months. The ratio of the two
volatilities is 64.3/68.8 &~ 93%. Thus, there is a 7% reduction in the volatility of
the monthly log return of IBM stock in the summer months.

Example 3.5. The S&P 500 index is widely used in the derivative markets.
As such, modeling its volatility is a subject of intensive study. The question we
ask in this example is whether the past returns of individual components of the
index contribute to the modeling of the S&P 500 index volatility in the presence
of its own returns. A thorough investigation on this topic is beyond the scope of
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this chapter, but we use the past returns of IBM stock as explanatory variables to
address the question.

The data used are shown in Figure 3.10. Denote by r, the monthly log return
series of the S&P 500 index. Using the r, series and Gaussian GARCH models,
we obtain the following special GARCH(2,1) model:

1 =0.609+a;, a =o€, o =0.717+0.147a’ , +0.83907 ,. (3.45)

The standard error of the constant term in the mean equation is 0.138 and those of
the parameters in the volatility equation are 0.214, 0.021, and 0.017, respectively.
Based on the standardized residuals a, = a,/o;, we have Q(10) = 11.51(0.32) and
0(20) = 23.71(0.26), where the number in parentheses denotes p-value. For the
51,2 series, we have Q(10) = 9.42(0.49) and Q(20) = 13.01(0.88). Therefore, the
model seems adequate at the 5% significance level.

Next, we evaluate the contributions, if any, of using the past returns of IBM
stock, which is a component of the S&P 500 index, in modeling the index volatility.
As a simple illustration, we modify the volatility equation as

0'12 =ap+ aza,{z + ,310,271 +y (o) — 1.24)%,

where x; is the monthly log return of IBM stock and 1.24 is the sample mean of
x;. The fitted model for r; becomes

r, =0.616+a,, a, =o€,
(3.46)
02 =1.069 4 0.148a> , + 0.8340> | — 0.007(x;_; — 1.24)%,

The standard error of the parameter in the mean equation is 0.139 and the standard
errors of the parameters in the volatility equation are 0.271, 0.020, 0.018, and 0.002,
respectively. For model checking, we have Q(10) = 11.39(0.33) and Q(20) =
23.63(0.26) for the standardized residuals a, = a,/o; and Q(10) = 9.35(0.50) and
0(20) = 13.51(0.85) for the Eztz series. Therefore, the model is adequate.

Since the p-value for testing y = 0 is 0.0039, the contribution of the lag-1 IBM
stock return to the S&P 500 index volatility is statistically significant at the 1%
level. The negative sign is understandable because it implies that using the lag-1
past return of IBM stock reduces the volatility of the S&P 500 index return.
Table 3.4 gives the fitted volatility of the S&P 500 index from July to December

Table 3.4. Fitted Volatilities for the Monthly Log Returns of the
S&P 500 Index from July to December 1999 Using Models
with and Without the Past Log Return of IBM Stock

Month 7/99 8/99 9/99 10799 11/99 12/99

Model (3.45) 26.30 26.01 24.73 21.69 20.71 22.46
Model (3.46) 23.32 23.13 22.46 20.00 19.45 18.27
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of 1999 using models (3.45) and (3.46). From the table, the past value of IBM log
stock return indeed contributes to the modeling of the S&P 500 index volatility.

3.15 ALTERNATIVE APPROACHES

In this section, we discuss two alternative methods to volatility modeling.

3.15.1 Use of High-Frequency Data

French, Schwert, and Stambaugh (1987) consider an alternative approach for volatil-
ity estimation that uses high-frequency data to calculate volatility of low-frequency
returns. In recent years, this approach has attracted substantial interest due to the
availability of high-frequency financial data; see Andersen, Bollerslev, Diebold,
and Labys (2001a, b).

Suppose that we are interested in the monthly volatility of an asset for which
daily returns are available. Let ;" be the monthly log return of the asset at month
t. Assume that there are n trading days in month ¢ and the daily log returns of the
asset in the month are {r;;}?_,. Using properties of log returns, we have

n

m
rt = E Iti-

i=1

Assuming that the conditional variance and covariance exist, we have

Var(r{"|Fy1) = Var(ry il Fr—1) 42 Covl(ri, 71 )| Fi1l, (3.47)

i=1 i<j

where F;_; denotes the information available at month r — 1 (inclusive). The prior
equation can be simplified if additional assumptions are made. For example, if we
assume that {r,;} is a white noise series, then

Var(r" |F;—1) = nVar(r; 1),
where Var(r; 1) can be estimated from the daily returns {r; ;}7_, by

6’2 _ Z?:l (rt,i - Ft)n

a n—1

)

where 7, is the sample mean of the daily log returns in month 7 (i.e., 7; =
(Zf’zl r,,l-) /n). The estimated monthly volatility is then

n

~ n —
= — > (i =% (3.48)
i=1

If {r;;} follows an MA(1) model, then

Var(r"|F;_1) = nVar(r;,1) +2(n — 1)Cov(ry 1, 11.2),
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which can be estimated by

n n—1
An21 = n i 1 ;(”t,i - Ft)z + 2;(’3,1‘ - 7t)(”t,i—t—l — 7). (3.49)

The previous approach for volatility estimation is simple, but it encounters sev-
eral difficulties in practice. First, the model for daily returns {r; ;} is unknown. This
complicates the estimation of covariances in Eq. (3.47). Second, there are roughly
21 trading days in a month, resulting in a small sample size. The accuracy of
the estimates of variance and covariance in Eq. (3.47) might be questionable. The
accuracy depends on the dynamic structure of {r,;} and their distribution. If the
daily log returns have high excess kurtosis and serial correlations, then the sample
estimates &,f, in Egs. (3.48) and (3.49) may not even be consistent; see Bai, Russell,
and Tiao (2004). Further research is needed to make this approach valuable.

Example 3.6. Consider the monthly volatility of the log returns of the S&P
500 index from January 1980 to December 1999. We calculate the volatility by
three methods. In the first method, we use daily log returns and Eq. (3.48) (i.e.,
assuming that the daily log returns form a white noise series). The second method
also uses daily returns but assumes an MA(1) model (i.e., using Eq. (3.49)). The
third method applies a GARCH(1,1) model to the monthly returns from January
1962 to December 1999. We use a longer data span to obtain a more accurate
estimate of the monthly volatility. The GARCH(1,1) model used is

" =0.6584+a;, a =o€, of=23.34940.086a’ ,+0.73507,,

where ¢, is a standard Gaussian white noise series. Figure 3.11 shows the time plots
of the estimated monthly volatility. Clearly the estimated volatilities based on daily
returns are much higher than those based on monthly returns and a GARCH(1,1)
model. In particular, the estimated volatility for October 1987 was about 680 when
daily returns are used. The plots shown were truncated to have the same scale.

In Eq. (3.48), if we further assume that the sample mean 7, is zero, then we have
62~ o r%i. In this case, the cumulative sum of squares of daily log returns
in a month is used as an estimate of monthly volatility. This concept has been
generalized to estimate daily volatility of an asset by using intradaily log returns.
Let r; be the daily log return of an asset. Suppose that there are n equally spaced
intradaily log returns available such that r, = Y "_, r, ;. The quantity

n

RV, =) 72

i’
i=1

is called the realized volatility of r,; see Andersen et al. (2001a, b). Mathematically,
realized volatility is a quadratic variation of r; and it assumes that {r;;}?_, forms
an iid sequence with mean zero and finite variance. Limited experience indicates
that In(RV,) often follows approximately a Gaussian ARIMA(0,1,g) model, which
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Figure 3.11. Time plots of estimated monthly volatility for the log returns of the S&P 500 index from
January 1980 to December 1999: (a) assumes that the daily log returns form a white noise series, (b)
assumes that the daily log returns follow an MA(1) model, and (c) uses monthly returns from January
1962 to December 1999 and a GARCH(1,1) model.

can be used to produce forecasts. See demonstration in Section 11.1 for further
information.

Advantages of realized volatility include simplicity and making use of intradaily
returns. Intuitively, one would like to use as much information as possible by
choosing a large n. However, when the time interval between r,; is small, the
returns are subject to the effects of market microstructure, for example, bid—ask
bounce, which often result in a biased estimate of the volatility. The problem of
choosing an optimal time interval for constructing realized volatility has attracted
much research lately. For heavily traded assets in the United States, a time interval
of 3—15 minutes is often used. Another problem of using realized volatility for
stock returns is that the overnight return, which is the return from the closing price
of day t — 1 to the opening price of ¢, tends to be substantial. Ignoring overnight
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returns can seriously underestimate the volatility. On the other hand, our limited
experience shows that overnight returns appear to be small for index returns or
foreign exchange returns.

In a series of recent articles, Barndorff-Nielsen and Shephard (2004) have used
high-frequency returns to study bi-power variations of an asset return and developed
some methods to detect jumps in volatility.

3.15.2 Use of Daily Open, High, Low, and Close Prices

For many assets, daily opening, high, low, and closing prices are available. Parkin-
son (1980), Garman and Klass (1980), Rogers and Satchell (1991), and Yang and
Zhang (2000) showed that one can use such information to improve volatility esti-
mation. Figure 3.12 shows a time plot of price versus time for the rth trading day,
assuming that time is continuous. For an asset, define the following variables:

e C; = the closing price of the rth trading day.

e O, = the opening price of the rth trading day.

e f = fraction of the day (in interval [0,1]) that trading is closed.
e H, = the highest price of the rth trading period.

o L, = the lowest price of the rth trading period.

e F,_| = public information available at time ¢ — 1.

The conventional variance (or volatility) is o> = E[(C,; — C;—1)*|F,—1]. Garman
and Klass (1980) considered several estimates of o> assuming that the price follows

Trading closed Trading open

35 —

34

33

price

32

31

30 - C(t-1)

T T T T
0.0 0.2 04 f 06 0.8 1.0

time

Figure 3.12. Time plot of price over time: scale for price is arbitrary.
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a simple diffusion model without drift; see Chapter 6 for more information about
stochastic diffusion models. The estimators considered include:

* 65, = (Ci = C)™.
~D (0, — Ct—l)2 (€ — Ot)2

. 62 = , 0 1.
or, o 20= 5 < f<
o (H = L)? >
o 62, =~ " ~03607(H, — L)
7207 T4m) (Hy = L)
0, —C;_1)? H, — L,)?
. 62, T A D T ) S Y
” f (1= /f)4In(2)

e 62, =05(H, — L)* — [2In(2) — 11(C, — O,)?, which is ~ 0.5(H, — L,)* —
0.386(C; — 0,)>.
0,—Ci))? 63
MJro.ssi, 0<f<l.
1—f
A more precise, but complicated, estimator &42’ , was also considered. However, it
is close to 6§ .- Defining the efficiency factor of a volatility estimator as

A2
. 62, =0.12

Var(&O% )

Var(&iz’[) ’

Garman and Klass (1980) found that Eff(&iz’l) is approximately 2, 5.2, 6.2, 7.4, and
84fori =1, 2,3,5, and 6, respectively, for the simple diffusion model entertained.

Note that 63 , was derived by Parkinson (1980) with f = 0.
Define the following:

Eff(6;,) =

o, = In(0O;) — In(C,_y), the normalized open.
u; = In(H;) — In(O;), the normalized high.
d; = In(L;) — In(0Oy), the normalized low.

¢; = In(C;) — In(0O,), the normalized close.

Suppose that there are n days of data available and the volatility is constant over
the period. Yang and Zhang (2000) recommend the estimate

) AD AD A2
oy, =0, + ko + (1 —k)og

as a robust estimator of the volatility, where
| 1 «

~2 —\2 . - _ 1

o, p— E (o —0)~ with o—n E 0y,

=1 =1

| 1 «

~2 2 . _

o, = E ¢ —c¢) with ¢c=— E cr,

‘ n_ltfl(t : - t

1 n
rzs ; Z[ut(ut —¢) +di(d; — ¢,

=1

Q>
I

L 0.34
1344+ m+D/n—=1)
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The estimate 8,2X was proposed by Rogers and Satchell (1991), and the quantity
k is chosen to minimize the variance of the estimator of 631, which is a linear
combination of three estimates.

The quantity H; — L, is called the range of the price in the tth day. This
estimator has led to the use of range-based volatility estimates; see, for instance,
Alizadeh, Brandt, and Diebold (2002). In practice, stock prices are only observed
at discrete time points. As such, the observed daily high is likely lower than H;
and the observed daily low is likely higher than L,. Consequently, the observed
daily price range tends to underestimate the actual range and, hence, may lead
to underestimation of volatility. This bias in volatility estimation depends on the
trading frequency and tick size of the stocks. For intensively traded stocks, the bias
should be negligible. For other stocks, further study is needed to better understand
the performance of range-based volatility estimation.

3.16 KURTOSIS OF GARCH MODELS

Uncertainty in volatility estimation is an important issue, but it is often over-
looked. To assess the variability of an estimated volatility, one must consider the
kurtosis of a volatility model. In this section, we derive the excess kurtosis of a
GARCH(1,1) model. The same idea applies to other GARCH models, however.
The model considered is

a, = 0,6, 0,2 =oay+ alail + /31(7,271,
where ag > 0, @1 >0, B; >0, @] + 1 < 1, and {¢;} is an iid sequence satisfying
E(e)=0, Var(e)=1, E(¢)=Kc+3,

where K. is the excess kurtosis of the innovation ¢,. Based on the assumption, we
have the following:

o Var(a;) = E(0}) = ao/[1 — (a1 + BD)].
o E(a}) = (K. +3)E(c}") provided that E(0;') exists.

Taking the square of the volatility model, we have

4 2, 2 4 2 4 2 2 2 2
o, =ay+aja; | + Byo, | + 2apaa;_y + 20010, + 20110, _a;_.

Taking expectation of the equation and using the two properties mentioned earlier,
we obtain

a2+ a1 + 1)
[1— (o1 + B — & (Ke +2) — (1 + B2

E(o}) =
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provided that 1 > oy + 8 >0 and 1 — a%(Ke +2) — (o1 + ,31)2 > (. The excess
kurtosis of a;, if it exists, is then

E(a})

[E@)]?

(K +3)[1 = (1 + B
=207 — (a1 + 1)? — Ko

a

This excess kurtosis can be written in an informative expression. First, consider
the case that €, is normally distributed. In this case, K. = 0, and some algebra
shows that 5

K® — baj
a 9
1 —2a} — (a1 + B1)?

where the superscript (g) is used to denote Gaussian distribution. This result has two
important implications: (a) the kurtosis of a, exists if 1 —2a7 — (a1 + 1) > 0,
and (b) if @ = 0, then K¥' = 0, meaning that the corresponding GARCH(1,1)
model does not have heavy tails.

Second, consider the case that ¢, is not Gaussian. Using the prior result, we
have
Ke — Kc(ar + 1) + 607 + 3K.af

1 — 202 — (@) + B1)? — Kea?

K[l =207 — (a1 + B1)*] + 6af + 5K.af
1 —2af — (o1 + p1)? — Kea?

K, =

Ke+ Kt + 3K K
1 - LK.k

This result was obtained originally by George C. Tiao; see Bai, Russell, and Tiao
(2003). It holds for all GARCH models provided that the kurtosis exists. For
instance, if 1 = 0, then the model reduces to an ARCH(1) model. In this case, it
is easy to verify that K\¥' = 6a2/(1 — 3a?) provided that 1 > 3a? and the excess
kurtosis of a; is

c _ K+ —aph o Ke+2Keaj+60]
71— (Ko +3)a? 1 — 302 — K.a?

K.(1 =3a?) + 6a} + S5Kco?
1 —3a? — Kea}

Ko+ K& + 3K K¥
- 1K k¥

The prior result shows that for a GARCH(1,1) model the coefficient «; plays
a critical role in determining the tail behavior of g,. If ) = 0, then Kég) =0 and
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K, = K.. In this case, the tail behavior of a, is similar to that of the standardized
noise ¢;. Yet if oy > 0, then Ka(g) > (0 and the a; process has heavy tails.

For a (standardized) Student-¢ distribution with v degrees of freedom, we have
E(ef) =6/(v—4)+3 if v > 4. Therefore, the excess kurtosis of ¢; is K. =
6/(v — 4) for v > 4. This is part of the reason that we used s in the chapter when
the degrees of freedom of a z-distribution are prespecified. The excess kurtosis
of a, becomes K, = [6 + (v + DKE]/[v — 4 — K¥'] provided that 1 — 203 (v —
1)/(v—4) — (a1 + B1)* > 0.

APPENDIX: SOME RATS PROGRAMS FOR ESTIMATING
VOLATILITY MODELS

The data file used in the illustration is sp500.txt, which contains the monthly
excess returns of the S&P 500 index with 792 observations. Comments in a RATS
program start with *.

A Gaussian GARCH(1,1) Model with a Constant Mean Equation
all 0o 792:1

open data sp500.txt

data (org=obs) / rt

*** initialize the conditional variance function
set h = 0.0

**x* gpecify the parameters of the model

nonlin mu a0 al bl

*x* gpecify the mean equation

frml at = rt(t)-mu

*x* gpecify the volatility equation

frml gvar = aO+al*at(t-1)**2+bl*h(t-1)

**x* gpecify the log likelihood function

frml garchln = -0.5*log(h(t)=gvar(t))-0.5*%at (t)**2/h(t)
*** gample period used in estimation
smpl 2 792

*x* initial estimates

compute a0 = 0.01, al = 0.1, bl = 0.5, mu = 0.1
maximize (method=bhhh, recursive, iterations=150) garchln
set fv = gvar(t)

set resid = at(t)/sqgrt(fv(t))

set residsg = resid(t)*resid(t)

*x*% Checking standardized residuals

cor (gstats,number=20, span=10) resid

*** Checking squared standardized residuals

cor (gstats,number=20, span=10) residsqg

A GARCH(1,1) Model with Student-t Innovation
all 0 792:1

open data sp500.txt

data (org=obs) / rt

set h = 0.0
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nonlin mu a0 al bl v

frml at = rt(t)-mu

frml gvar = alO+al*at (t-1)**2+bl*h(t-1)

frml tt = at(t)**2/(h(t)=gvar(t))

frml tln = $LNGAMMA ( (v+1)/2.)-%LNGAMMA (v/2.)-0.5*log(v-2.)
frml gln = tln-((v+1l)/2.)*log(l.0+tt(t)/(v-2.0))-0.5*1log(h(t))
smpl 2 792

compute a0 = 0.01, al = 0.1, bl = 0.5, mu = 0.1, v = 10
maximize (method=bhhh, recursive,iterations=150) gln

set fv = gvar(t)

set resid = at(t)/sqgrt(fv(t))

set residsqg = resid(t)*resid(t)

cor (gstats,number=20, span=10) resid

cor (gstats,number=20, span=10) residsqg

An AR(1)-EGARCH(1,1) Model for Monthly Log Returns of IBM Stock
all 0 864:1

open data m-ibm.txt

data (org=obs) / rt

set h = 0.0

nonlin c0 pl th ga a0 al

frml at = rt(t)-cO-pl*rt(t-1)

frml epsi = at(t)/(sqgrt(exp(h(t))))

frml g = th*epsi(t)+ga* (abs(epsi(t))-sqrt(2./%PI))
frml gvar = al*h(t-1)+(1l-al)*aO+g(t-1)

frml garchln = -0.5*(h(t)=gvar(t))-0.5*epsi(t)**2

smpl 3 864

compute cO 0.01, pl = 0.01, th = 0.1, ga = 0.1
compute a0 = 0.01, al = 0.5

maximize (method=bhhh, recursive,iterations=150) garchln
set fv = gvar(t)

set resid = epsi(t)

set residsqg = resid(t)*resid(t)

cor (gstats,number=20, span=10) resid

cor (gstats,number=20, span=10) residsqg

EXERCISES

3.1. Derive multistep ahead forecasts for a GARCH(1,2) model at the forecast
origin h.

3.2. Derive multistep ahead forecasts for a GARCH(2,1) model at the forecast
origin h.

3.3. Suppose that ry, ..., r, are observations of a return series that follows the
AR(1)-GARCH(1,1) model

2 2 2
rr=u+¢iri—1 +a;, a =o€, o =op+oa, +,310},1,
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34.

3.5.

3.6.

3.7.

3.8.

where ¢; is a standard Gaussian white noise series. Derive the conditional
log likelihood function of the data.

In the previous equation, assume that ¢, follows a standardized Student-
distribution with v degrees of freedom. Derive the conditional log likelihood
function of the data.

Consider the monthly simple returns of Intel stock from 1973 to 2003 in
m-intc7303.txt. Transform the returns into log returns. Build a GARCH
model for the transformed series and compute 1-step to 5-step ahead volatility
forecasts at the forecast origin December 2003.

The file m-mrk4603.txt contains monthly simple returns of Merck stock
from June 1946 to December 2003. The file has two columns denoting
date and simple return. Transform the simple returns to log returns.

(a) Is there any evidence of serial correlations in the log returns? Use auto-
correlations and 5% significance level to answer the question. If yes,
remove the serial correlations.

(b) Is there any evidence of ARCH effects in the log returns? Use the residual
series if there is serial correlation in part (a). Use Ljung—Box statistics
for the squared returns (or residuals) with 6 and 12 lags of autocorrelation
and 5% significance level to answer the question.

(¢) Identify an ARCH model for the data and fit the identified model. Write
down the fitted model.

The file m-3m4603 . txt contains two columns. They are date and the monthly

simple return for 3M stock. Transform the returns to log returns.

(a) Is there any evidence of ARCH effects in the log returns? Use Ljung—Box
statistics with 6 and 12 lags of autocorrelations and 5% significance level
to answer the question.

(b) Use the PACF of the squared returns to identify an ARCH model. What
is the fitted model?

(¢) There are 695 data points. Refit the model using the first 690 observations
and use the fitted model to predict the volatilities for ¢ from 691 to 695
(the forecast origin is 690).

(d) Build an ARCH-M model for the log return series of 3M stock. Test the
hypothesis that the risk premium is zero at the 5% significance level.
Draw your conclusion.

(e) Build an EGARCH model for the log return series of 3M stock using the
first 690 observations. Use the fitted model to compute 1-step to 5-step
ahead volatility forecasts at the forecast origin & = 690.

The file m-gmsp5003 . txt contains the dates and monthly simple returns of
General Motors stock and the S&P 500 index from 1950 to 2003.
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3.9.

3.10.

3.11.

3.12.

CONDITIONAL HETEROSCEDASTIC MODELS

(a) Build a GARCH model with Gaussian innovations for the log returns of
GM stock. Check the model and write down the fitted model.

(b) Build a GARCH-M model with Gaussian innovations for the log returns
of GM stock. What is the fitted model?

(¢) Build a GARCH model with Student-¢ distribution for the log returns
of GM stock, including estimation of the degrees of freedom. Write
down the fitted model. Let v be the degrees of freedom of the Student-7
distribution. Test the hypothesis H,: v = 6 versus H,: v # 6, using the
5% significance level.

(d) Build an EGARCH model for the log returns of GM stock. What is the
fitted model?

(e) Obtain 1-step to 6-step ahead volatility forecasts for all the models
obtained. Compare the forecasts.

Consider the monthly log returns of GM stock in m-gmsp5003 . txt. Build
an adequate TGARCH model for the series. Write down the fitted model and
test for the significance of the leverage effect. Obtain 1-step to 6-step ahead
volatility forecasts.

Again, consider the returns in m-gmsp5003. txt.

(a) Build a Gaussian GARCH model for the monthly log returns of the S&P
500 index. Check the model carefully.

(b) Is there a summer effect on the volatility of the index return? Use the
GARCH model built in part (a) to answer this question.
(¢) Are lagged returns of GM stock useful in modeling the index volatil-

ity? Again, use the GARCH model of part (a) as a baseline model for
comparison.

The file d-gmsp9303 . txt contains the daily simple returns of GM stock and
the S&P composite index from 1993 to 2003. It has three columns denoting
date, GM return, and SP return.

(a) Compute the daily log returns of GM stock. Is there any evidence of
ARCH effects in the log returns? You may use 10 lags of the squared
returns and 5% significance level to perform the test.

(b) Compute the PACF of the squared log returns (10 lags).

(¢) Specify a GARCH model for the GM log return using a normal distri-
bution for the innovations. Perform model checking and write down the
fitted model.

(d) Find an adequate GARCH model for the series but using the generalized
error distribution for the innovations. Write down the fitted model.

Consider the daily simple returns of the S&P composite index in the file
d-gmsp9303.txt.
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3.13.

3.14.

3.15.

(a) Is there any ARCH effect in the simple return series? Use 10 lags of the
squared returns and 5% significance level to perform the test.

(b) Build an adequate GARCH model for the simple return series.

(¢) Compute 1-step to 4-step ahead forecasts of the simple return and its
volatility based on the fitted model.

Again, consider the daily simple returns of GM stock in the file

d-gmsp9303.txt.

(a) Find an adequate GARCH-M model for the series. Write down the fitted
model.

(b) Find an adequate EGARCH model for the series. Is the “leverage” effect
significant at the 5% level?

Revisit the file d-gmsp9303 . txt. However, we shall investigate the value
of using market volatility in modeling volatility of individual stocks. Convert
the two simple return series into percentage log return series.

(a) Build an AR(5)-GARCH(1,1) model with generalized error distribution
for the log S&P returns. The AR(S) contains only lags 3 and 5. Denote
the fitted volatility series by “spvol.”

(b) Estimate a GARCH(1,1) model with spvol as an exogenous variable to
the log GM return series. Check the adequacy of the model, and write
down the fitted model. In S-Plus, the command is

fit = garch(gm ~ 1, ~garch(l,1)+spvol, cond.dist='ged’)

(¢) Discuss the implication of the fitted model.

Again, consider the percentage daily log returns of GM stock and the S&P

500 index from 1993 to 2003 as before, but we shall investigate whether the

volatility of GM stock has any contribution in modeling the S&P 500 index

volatility. Follow the steps below to perform the analysis.

(a) Fit a GARCH(1,1) model with generalized error distribution to the per-
centage log returns of GM stock. Denote the fitted volatility by gmvol.
Build an adequate GARCH model plus gmvol as the exogenous variable
for the log S&P return series. Write down the fitted model.

(b) Is the volatility of GM stock returns helpful in modeling the volatility of
the S&P index returns? Why?
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CHAPTER4

Nonlinear Models and Their
Applications

This chapter focuses on nonlinearity in financial data and nonlinear econometric
models useful in analysis of financial time series. Consider a univariate time series
x;, which, for simplicity, is observed at equally spaced time points. We denote
the observations by {x;|t = 1,..., T}, where T is the sample size. As stated in
Chapter 2, a purely stochastic time series x; is said to be linear if it can be written as

o0
Xo=pA Y Yia, (4.1)
i=0

where p is a constant, ¥; are real numbers with ¥ = 1, and {a,} is a sequence of
independent and identically distributed (iid) random variables with a well-defined
distribution function. We assume that the distribution of a; is continuous and
E(a;) = 0. In many cases, we further assume that Var(a,) = craz or, even stronger,
that a; is Gaussian. If aaz Zil xpl.z < 00, then x, is weakly stationary (i.e., the first
two moments of x; are time-invariant). The ARMA process of Chapter 2 is linear
because it has an MA representation in Eq. (4.1). Any stochastic process that does
not satisfy the condition of Eq. (4.1) is said to be nonlinear. The prior definition
of nonlinearity is for purely stochastic time series. One may extend the definition
by allowing the mean of x; to be a linear function of some exogenous variables,
including the time index and some periodic functions. But such a mean function
can be handled easily by the methods discussed in Chapter 2, and we do not discuss
it here. Mathematically, a purely stochastic time series model for x; is a function
of an iid sequence consisting of the current and past shocks—that is,

xr = fas, ar—1,...). “4.2)

The linear model in Eq. (4.1) says that f(.) is a linear function of its arguments.
Any nonlinearity in f(.) results in a nonlinear model. The general nonlinear model
in Eq. (4.2) is not directly applicable because it contains too many parameters.
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To put nonlinear models available in the literature in a proper perspective,
we write the model of x, in terms of its conditional moments. Let F,_; be the
o-field generated by available information at time ¢t — 1 (inclusive). Typically,
F;_; denotes the collection of linear combinations of elements in {x,_i, x;,_2, ...}
and {a,_1, a;—2, ...}. The conditional mean and variance of x, given F;_; are

e = Exq|Fi—1) = g(Fi1), 0',2 = Var(x;|F;—1) = h(Fi-1), 4.3)

where g(.) and A (.) are well-defined functions with 4(.) > 0. Thus, we restrict the
model to

X, =gFi—1) +Vh(F_1e,

where €, = a,;/o; is a standardized shock (or innovation). For the linear series x;
in Eq. (4.1), g(.) is a linear function of elements of F,_; and h(.) = oaz. The
development of nonlinear models involves making extensions of the two equations
in Eq. (4.3). If g(.) is nonlinear, x; is said to be nonlinear in mean. If h(.) is time-
variant, then x; is nonlinear in variance. The conditional heteroscedastic models of
Chapter 3 are nonlinear in variance because their conditional variances o;” evolve
over time. In fact, except for the GARCH-M models, in which y, depends on 0[2
and hence also evolves over time, all of the volatility models of Chapter 3 focus
on modifications or extensions of the conditional variance equation in Eq. (4.3).
Based on the well-known Wold decomposition, a weakly stationary and purely
stochastic time series can be expressed as a linear function of uncorrelated shocks.
For stationary volatility series, these shocks are uncorrelated, but dependent. The
models discussed in this chapter represent another extension to nonlinearity derived
from modifying the conditional mean equation in Eq. (4.3).

Many nonlinear time series models have been proposed in the statistical liter-
ature, such as the bilinear models of Granger and Andersen (1978), the threshold
autoregressive (TAR) model of Tong (1978), the state-dependent model of Priest-
ley (1980), and the Markov switching model of Hamilton (1989). The basic idea
underlying these nonlinear models is to let the conditional mean u, evolve over
time according to some simple parametric nonlinear function. Recently, a number
of nonlinear models have been proposed by making use of advances in comput-
ing facilities and computational methods. Examples of such extensions include the
nonlinear state-space modeling of Carlin, Polson, and Stoffer (1992), the functional-
coefficient autoregressive model of Chen and Tsay (1993a), the nonlinear additive
autoregressive model of Chen and Tsay (1993b), and the multivariate adaptive
regression spline of Lewis and Stevens (1991). The basic idea of these extensions
is either using simulation methods to describe the evolution of the conditional dis-
tribution of x, or using data-driven methods to explore the nonlinear characteristics
of a series. Finally, nonparametric and semiparametric methods such as kernel
regression and artificial neural networks have also been applied to explore the non-
linearity in a time series. We discuss some nonlinear models in Section 4.3 that
are applicable to financial time series. The discussion includes some nonparametric
and semiparametric methods.
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Apart from the development of various nonlinear models, there is substantial
interest in studying test statistics that can discriminate linear series from nonlinear
ones. Both parametric and nonparametric tests are available. Most parametric tests
employ either the Lagrange multiplier or likelihood ratio statistics. Nonparametric
tests depend on either higher order spectra of x, or the concept of dimension
correlation developed for chaotic time series. We review some nonlinearity tests
in Section 4.2. Sections 4.3 and 4.4 discuss modeling and forecasting of nonlinear
models. Finally, an application of nonlinear models is given in Section 4.5.

4.1 NONLINEAR MODELS

Most nonlinear models developed in the statistical literature focus on the conditional
mean equation in Eq. (4.3); see Priestley (1988) and Tong (1990) for summaries
of nonlinear models. Our goal here is to introduce some nonlinear models that are
applicable to financial time series.

4.1.1 Bilinear Model

The linear model in Eq. (4.1) is simply the first-order Taylor series expansion of
the f(.) function in Eq. (4.2). As such, a natural extension to nonlinearity is to
employ the second-order terms in the expansion to improve the approximation.
This is the basic idea of bilinear models, which can be defined as

p q m s
X =c+ Zfl’ixz—i - ZQiaz—j + Z Zﬂuxt—iaz—j +ar, (4.4)
i=1 j=1

i=1 j=1

where p, g, m, and s are non-negative integers. This model was introduced by
Granger and Andersen (1978) and has been widely investigated. Subba Rao and
Gabr (1984) discuss some properties and applications of the model, and Liu and
Brockwell (1988) study general bilinear models. Properties of bilinear models such
as stationarity conditions are often derived by (a) putting the model in a state-
space form (see Chapter 11) and (b) using the state transition equation to express
the state as a product of past innovations and random coefficient vectors. A special
generalization of the bilinear model in Eq. (4.4) has conditional heteroscedasticity.
For example, consider the model

s
Xe= -+ Z,Biat—iat +ay, “4.5)

i=1

where {a,} is a white noise series. The first two conditional moments of x, are

2
s
E(xi|Fi—1) =, Var(x|F_1) = (1 + Z,Biatz) Uaz,

i=1

which are similar to that of the RCA or CHARMA model of Chapter 3.
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Example 4.1. Consider the monthly simple returns of the CRSP equal-weighted
index from January 1926 to December 1997 for 864 observations. Denote the series
by R;. The sample PACF of R, shows significant partial autocorrelations at lags 1 and
3, whereas that of R? suggests that the conditional heteroscedasticity might depend
on the past three innovations. Therefore, we employ the special bilinear model

Ri=pu+¢1R—1 + ¢3R5+ (1 + Bra—1 + Baar—2 + B3a—3)a;

for the series. Assuming that the conditional distribution of @, is normal, we use
the conditional maximum likelihood method and obtain the fitted model
R; =0.014 4+ 0.160R;_; — 0.104R;_3
+ (1 40.337a,_; — 0.022a,_, — 0.601a,_3)ay, 4.6)
where &az = 0.0052 and the standard errors of the parameters are, in the order of

appearance, 0.003, 0.026, 0.018, 0.083, 0.084, and 0.079. The only insignificant
estimate is the coefficient of a,_,. Define

. R, — 0.014 — 0.160R,_; + 0.014R,_3
a = ,
" 140.3374,_ — 0.0224,_, — 0.6014,_3

where d;, = 0 for ¢ < 3 as the residual series of the model. The sample ACF of 4,
shows no significant serial correlations, but the series is not independent because
the squared series @’ has significant serial correlations. The validity of model
(4.6) deserves further investigation. For comparison, we also consider an ARCH(3)
model for the series and obtain

R, =0.013 4+ 0.222R,_| — 0.140R;_3 + a,

2 2 2 2 “.7)
o, =0.002 4- 0.168a,_, + 0.00001a,_, + 0.274a;_5,
where all estimates but the coefficient of affz are highly significant. The standard-
ized residual series and its squared series show no serial correlations, indicating
that the ARCH(3) model is adequate for the data. Models (4.6) and (4.7) appear to
be similar, but the latter seems to fit the data better.

4.1.2 Threshold Autoregressive (TAR) Model

This model is motivated by several nonlinear characteristics commonly observed
in practice such as asymmetry in declining and rising patterns of a process. It uses
piecewise linear models to obtain a better approximation of the conditional mean
equation. However, in contrast to the traditional piecewise linear model that allows
for model changes to occur in the “time” space, the TAR model uses threshold space
to improve linear approximation. Let us start with a simple 2-regime AR(1) model

{ —1.5x,_1+a, if x,_; <0,
Xy =

0.5x,—1 +a; if x;—; >0, (4.8)
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Figure 4.1. Time plot of a simulated 2-regime TAR(1) series.

where the a, are iid N (0, 1). Here the threshold variable is x;_; so that the delay
is 1, and the threshold is 0. Figure 4.1 shows the time plot of a simulated series
of x; with 200 observations. A horizontal line of zero is added to the plot, which
illustrates several characteristics of TAR models. First, despite the coefficient —1.5
in the first regime, the process x; is geometrically ergodic and stationary. In fact,
the necessary and sufficient condition for model (4.8) to be geometrically ergodic is
qbfl) <1, qb}z) <1, and qb}l)d){z) < 1, where qbf’) is the AR coefficient of regime i;
see Petruccelli and Woolford (1984) and Chen and Tsay (1991). Ergodicity is
an important concept in time series analysis. For example, the statistical theory
showing that the sample mean X = (Zthl x,) /T of x; converges to the mean of
x; is referred to as the ergodic theorem, which can be regarded as the counterpart of
the central limit theory for the iid case. Second, the series exhibits an asymmetric
increasing and decreasing pattern. If x,_; is negative, then x, tends to switch to a
positive value due to the negative and explosive coefficient —1.5. Yet when x,_; is
positive, it tends to take multiple time indexes for x, to reduce to a negative value.
Consequently, the time plot of x; shows that regime 2 has more observations than
regime 1, and the series contains large upward jumps when it becomes negative.
The series is therefore not time-reversible. Third, the model contains no constant
terms, but E(x;) is not zero. The sample mean of the particular realization is
0.61 with a standard deviation of 0.07. In general, E(x;) is a weighted average
of the conditional means of the two regimes, which are nonzero. The weight for
each regime is simply the probability that x, is in that regime under its stationary
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distribution. It is also clear from the discussion that, for a TAR model to have
7ero mean, nonzero constant terms in some of the regimes are needed. This is very
different from a stationary linear model for which a nonzero constant implies that
the mean of x; is not zero.

A time series x; is said to follow a k-regime self-exciting TAR (SETAR) model
with threshold variable x;_, if it satisfies

= ¢ xi— o —¢Vx,+al iy Sxeg <y (49)
where k and d are positive integers, j = 1, ..., k, y; are real numbers such that

—00 =1y <Y1 <+ < Yk-1 < Yk = 00, the superscript (j) is used to signify the
regime, and {a,(" )} are iid sequences with mean O and variance o,.z and are mutually
independent for different j. The parameter d is referred to as the delay parameter
and y; are the thresholds. Here it is understood that the AR models are different for
different regimes; otherwise, the number of regimes can be reduced. Equation (4.9)
says that a SETAR model is a piecewise linear AR model in the threshold space. It
is similar in spirit to the usual piecewise linear models in regression analysis, where
model changes occur in the order in which observations are taken. The SETAR
model is nonlinear provided that k > 1.

Properties of general SETAR models are hard to obtain, but some of them
can be found in Tong (1990), Chan (1993), Chan and Tsay (1998), and the ref-
erences therein. In recent years, there is increasing interest in TAR models and
their applications; see, for instance, Hansen (1997), Tsay (1998), and Montgomery
et al. (1998). Tsay (1989) proposed a testing and modeling procedure for univariate
SETAR models. The model in Eq. (4.9) can be generalized by using a threshold
variable z, that is measurable with respect to F;_; (i.e., a function of elements of
F;_1). The main requirements are that z; is stationary with a continuous distribution
function over a compact subset of the real line and that z,_; is known at time ¢.
Such a generalized model is referred to as an open-loop TAR model.

Example 4.2. To demonstrate the application of TAR models, consider the
U.S. monthly civilian unemployment rate, seasonally adjusted and measured in
percentage, from January 1948 to March 2004 for 675 observations. The data are
obtained from the Bureau of Labor Statistics, Department of Labor, and are shown
in Figure 4.2. The plot shows two main characteristics of the data. First, there
appears to be a slow, but upward trend in the overall unemployment rate. Second,
the unemployment rate tends to increase rapidly and decrease slowly. Thus, the
series is not time-reversible and may not be unit-root stationary, either.

Because the sample autocorrelation function decays slowly, we employ the first
differenced series y, = (1 — B)u, in the analysis, where u, is the monthly unem-
ployment rate. Using univariate ARIMA models, we obtain the model

(1—1.18B +0.33B*)(1 — 0.51B'?)y, = (1 — 1.17B + 0.48B%)(1 — 0.82B'?)q,,
(4.10)
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Figure 4.2. Time plot of monthly U.S. civilian unemployment rate, seasonally adjusted, from January
1948 to March 2004.

where 6, = 0.190 and all estimates are statistically significant at the 5% level
with minimum ¢-ratio of —2.01 for the AR(2) coefficient. The residuals of model
(4.10) give Q(12) =9.9 and Q(24) = 22.4, indicating that the fitted model ade-
quately describes the serial dependence of the data. Note that the seasonal AR and
MA coefficients are highly significant with standard error 0.05 and 0.045, respec-
tively, even though the data were seasonally adjusted. The adequacy of seasonal
adjustment deserves further study.

To model nonlinearity in the data, we employ TAR models and obtain the model

0.401y,—> + 0.208y,_3 — 0.139y,_12 + ay if y,—1 > 0.1,

(4.11)
where the standard errors of a;; are 0.183 and 0.223, respectively, the standard
errors of the AR parameters in regime 1 are 0.048, 0.044, 0.043, and 0.038 whereas
those of the AR parameters in regime 2 are 0.057, 0.060, and 0.079, respectively.
The number of data points in regimes 1 and 2 are 422 and 240, respectively. The
residuals of model (4.11) also fail to show any significant serial correlation. Based
on the fitted TAR model, the dynamic dependence in the data appears to be stronger
when the change in monthly unemployment rate is greater than 0.1%. This is
understandable because a substantial increase in the unemployment rate is indicative
of weakening in the U.S. economy, and policy makers might be more inclined to

{ 0.069y,—2 + 0.153y,3 + 0.106y;—4 — 0.181y,_12» + ay; if y;—1 < 0.1,
Yi =



NONLINEAR MODELS 161

take action to help the economy, which in turn may affect the dynamics of the
unemployment rate series. Consequently, model (4.11) is capable of describing the
time-varying dynamics of the U.S. unemployment rate.

The MA representation of model (4.10) is

¥ (B) ~ 14 0.01B +0.15B> 4+ 0.18B> +0.16B* + - - -

It is then not surprising to see that no y,_; term appears in model (4.11).

As mentioned in Chapter 3, threshold models can be used in finance to handle
the asymmetric responses in volatility between positive and negative returns. The
models can also be used to study arbitrage tradings in index futures and cash prices;
see Chapter 8 on multivariate time series analysis. Here we focus on volatility
modeling and introduce an alternative approach to parameterization of TGARCH
models. In some applications, this new general TGARCH model fares better than
the GJR model of Chapter 3.

Example 4.3. Consider the daily log returns, in percentage and including
dividends, of IBM stock from July 3, 1962 to December 31, 2003 for 10,446
observations. Figure 4.3 shows the time plot of the series, which is one of the
longer return series analyzed in the book. The volatility seems to be larger in the
latter years of the data. Because general TGARCH models are used in the analysis,
we use the SCA package to perform estimation in this example.

If GARCH models of Chapter 3 are entertained, we obtain the following
AR(2)-GARCH(1,1) model for the series:

re = 0.062 — 0.024r,_> +a;, a; = 0,

2 2 2 (4.12)
o, =0.03740.077a,_, + 0.9130,_,
where r; is the log return, {¢;} is a Gaussian white noise sequence with mean
zero and variance 1.0, the standard errors of the parameters in the mean equation
are 0.015 and 0.010, and those of the volatility equation are 0.004, 0.003, and
0.003, respectively. All estimates are statistically significant at the 5% level.
The Ljung—Box statistics of the standardized residuals give Q(10) = 5.19(0.88)
and Q(20) = 24.38(0.23), where the number in parentheses denotes p-value. For
the squared standardized residuals, we obtain Q(10) = 11.67(0.31) and Q(20) =
18.25(0.57). The model is adequate in modeling the serial dependence and condi-
tional heteroscedasticity of the data. But the unconditional mean for r, of model
(4.12) is 0.060, which is substantially larger than the sample mean 0.039, indicating
that the model might be misspecified.

Next, we employ the TGARCH model of Chapter 3 and obtain

ry =0.014—O.028r,_2—|—a,, ar = 0€;4,

4.13
02 =0.075+0.081P,_ja> | +0.157N,_ja’ , + 0.86307 , 4.13)

where P,_; = 1 — N;_1, N, is the indicator for negative a;—; such that N,_; =1
if a,_1 < 0 and = 0 otherwise, the standard errors of the parameters in the mean
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Figure 4.3. Time plot of the daily log returns for IBM stock from July 3, 1962 to December 31, 2003.

equation are 0.013 and 0.009, and those of the volatility equation are 0.007,
0.008, 0.010, and 0.010, respectively. All estimates except the constant term of
the mean equation are significant. Let a; be the standardized residuals of model
(4.13). We have Q(10) = 2.47(0.99) and Q(20) = 25.90(0.17) for the {a,} series
and Q(10) = 97.07(0.00) and Q(20) = 170.3(0.00) for {a?}. The model fails to
describe the conditional heteroscedasticity of the data.

The idea of TAR models can be used to refine the prior TGARCH model by
allowing for increased flexibility in modeling the asymmetric response in volatility.
More specifically, we consider an AR(2)-TAR—GARCH(1,1) model for the series
and obtain

ry = 0.033 — 0.023"[72 + a;, a; = Os¢€;,
o7 =0.075 + 0.041a?_, + 0.9030, | (4.14)
+ (0.030a? | + 0.06207> )N, 1,

where N,_; is defined in Eq. (4.13). All estimates in model (4.14) are significantly
different from zero at the usual 1% level. Let a; be the standardized residuals of
model (4.14). We obtain Q(10) = 6.09(0.81) and Q(20) = 25.29(0.19) for {a,}
and Q(10) = 13.54(0.20) and Q(20) = 19.56(0.49) for {a}. Thus, model (4.14)
is adequate in modeling the serial correlation and conditional heteroscedasticity
of the daily log returns of IBM stock considered. The unconditional mean return
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of model (4.14) is 0.033, which is much closer to the sample mean 0.039 than
those implied by models (4.12) and (4.13). Comparing the two fitted TGARCH
models, we see that the asymmetric behavior in daily IBM stock volatility is much
stronger than what is allowed in a GJR model. Specifically, the coefficient of alz_l
also depends on the sign of @,_;. Note that model (4.14) can be further refined by
imposing the constraint that the sum of the coefficients of a> | and o2 | is one
when a,_; < 0.

Remark. A RATS program to estimate the AR(2)-TAR-GARCH(1,1) model
used is given in Appendix A. The results might be slightly different from those of
SCA given in the text. (]

4.1.3 Smooth Transition AR (STAR) Model

A criticism of the SETAR model is that its conditional mean equation is not con-
tinuous. The thresholds {y;} are the discontinuity points of the conditional mean
function ;. In response to this criticism, smooth TAR models have been proposed;
see Chan and Tong (1986) and Teridsvirta (1994) and the references therein. A time
series x; is said to follow a 2-regime STAR(p) model if it satisfies

P P
Xi—g — A
Xy =co+ Z¢0,,‘x,_,‘ + F <%) (Cl + Z¢l,ixt—i> + a;, (4~15)

i=1 i=1

where d is the delay parameter, A and s are parameters representing the location and
scale of model transition, and F'(.) is a smooth transition function. In practice, F(.)
often assumes one of three forms—namely, logistic, exponential, or a cumulative
distribution function. From Eq. (4.15), the conditional mean of a STAR model is
a weighted linear combination between the following two equations:

P
i =co+ Y boiXii,

i=1

p
w2 = (co +c1) + Z(¢0,i + d1,i)xi—i-

i=1

The weights are determined in a continuous manner by F((x;,—s — A)/s). The
prior two equations also determine properties of a STAR model. For instance, a
prerequisite for the stationarity of a STAR model is that all zeros of both AR
polynomials are outside the unit circle. An advantage of the STAR model over
the TAR model is that the conditional mean function is differentiable. However,
experience shows that the transition parameters A and s of a STAR model are
hard to estimate. In particular, most empirical studies show that standard errors of
the estimates of A and s are often quite large, resulting in ¢-ratios about 1.0; see
Terédsvirta (1994). This uncertainty leads to various complications in interpreting
an estimated STAR model.
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Example 4.4. To illustrate the application of STAR models in financial time
series analysis, we consider the monthly simple stock returns for Minnesota Mining
and Manufacturing (3M) Company from February 1946 to December 1997. If
ARCH models are entertained, we obtain the following ARCH(2) model:

R =0014+a, a =o€, of=000340.108a> ,+40.151a>,, (4.16)

where standard errors of the estimates are 0.002, 0.0003, 0.045, and 0.058, respec-
tively. As discussed before, such an ARCH model fails to show the asymmetric
responses of stock volatility to positive and negative prior shocks. The STAR model
provides a simple alternative that may overcome this difficulty. Applying STAR
models to the monthly returns of 3M stock, we obtain the model

RT =0.017+al, a[:oletv
0.002 — 0.314a> , (4.17)

2 2 2
= (0.002 + 0.256 +0.141 + ’
o/ ( a1 a’—z) 1 4+ exp(—1000a;_1)

where the standard error of the constant term in the mean equation is 0.002 and the
standard errors of the estimates in the volatility equation are 0.0003, 0.092, 0.056,
0.001, and 0.102, respectively. The scale parameter 1000 of the logistic transition
function is fixed a priori to simplify the estimation. This STAR model provides
some support for asymmetric responses to positive and negative prior shocks. For
a large negative a,_, the volatility model approaches the ARCH(2) model

02 =0.002 +0.256a> | +0.141a> ,.
Yet for a large positive a,_1, the volatility process behaves like the ARCH(2) model
o} =0.005 — 0.058a | 4+ 0.141a? ,.

The negative coefficient of af_l in the prior model is counterintuitive, but the
magnitude is small. As a matter of fact, for a large positive shock a;_;, the ARCH
effects appear to be weak even though the parameter estimates remain statistically
significant. The RATS program used is given in Appendix A.

4.1.4 Markov Switching Model

The idea of using probability switching in nonlinear time series analysis is discussed
in Tong (1983). Using a similar idea, but emphasizing aperiodic transition between
various states of an economy, Hamilton (1989) considers the Markov switching
autoregressive (MSA) model. Here the transition is driven by a hidden two-state
Markov chain. A time series x, follows an MSA model if it satisfies

c+ Y0 brix—i tay ifs =1,
xtzi P 4.18)

4+ Yl drixii tay ifs, =2,
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where s, assumes values in {1,2} and is a first-order Markov chain with transition
probabilities

PG, =25, =1)=wi, P(s; =151 =2) = ws.

The innovational series {a},} and {ay;} are sequences of iid random variables with
mean zero and finite variance and are independent of each other. A small w;
means that the model tends to stay longer in state i. In fact, 1/w; is the expected
duration of the process to stay in state i. From the definition, an MSA model uses a
hidden Markov chain to govern the transition from one conditional mean function
to another. This is different from that of a SETAR model for which the transition is
determined by a particular lagged variable. Consequently, a SETAR model uses a
deterministic scheme to govern the model transition whereas an MSA model uses a
stochastic scheme. In practice, the stochastic nature of the states implies that one is
never certain about which state x; belongs to in an MSA model. When the sample
size is large, one can use some filtering techniques to draw inference on the state of
x;. Yet as long as x,_4 is observed, the regime of x; is known in a SETAR model.
This difference has important practical implications in forecasting. For instance,
forecasts of an MSA model are always a linear combination of forecasts produced
by submodels of individual states. But those of a SETAR model only come from
a single regime provided that x,_; is observed. Forecasts of a SETAR model also
become a linear combination of those produced by models of individual regimes
when the forecast horizon exceeds the delay d. It is much harder to estimate
an MSA model than other models because the states are not directly observable.
Hamilton (1990) uses the EM algorithm, which is a statistical method iterating
between taking expectation and maximization. McCulloch and Tsay (1994) consider
a Markov chain Monte Carlo (MCMC) method to estimate a general MSA model.
We discuss MCMC methods in Chapter 12.

McCulloch and Tsay (1993) generalize the MSA model in Eq. (4.18) by let-
ting the transition probabilities w; and w, be logistic, or probit, functions of some
explanatory variables available at time ¢ — 1. Chen, McCulloch, and Tsay (1997)
use the idea of Markov switching as a tool to perform model comparison and selec-
tion between non-nested nonlinear time series models (e.g., comparing bilinear and
SETAR models). Each competing model is represented by a state. This approach
to select a model is a generalization of the odds ratio commonly used in Bayesian
analysis. Finally, the MSA model can easily be generalized to the case of more
than two states. The computational intensity involved increases rapidly, however.
For more discussions of Markov switching models in econometrics, see Hamilton
(1994, Chapter 22).

Example 4.5. Consider the growth rate, in percentages, of the U.S. quarterly
real gross national product (GNP) from the second quarter of 1947 to the first
quarter of 1991. The data are seasonally adjusted and shown in Figure 4.4, where
a horizontal line of zero growth is also given. It is reassuring to see that a majority
of the growth rates are positive. This series has been widely used in nonlinear
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Figure 4.4. Time plot of the growth rate of the U.S. quarterly real GNP from 1947.1I to 1991.1. The
data are seasonally adjusted and in percentages.

analysis of economic time series. Tiao and Tsay (1994) and Potter (1995) use TAR
models, whereas Hamilton (1989) and McCulloch and Tsay (1994) employ Markov
switching models.

Employing the MSA model in Eq. (4.18) with p = 4 and using a Markov chain
Monte Carlo method, which is discussed in Chapter 12, McCulloch and Tsay (1994)
obtain the estimates shown in Table 4.1. The results have several interesting find-
ings. First, the mean growth rate of the marginal model for state 1 is 0.909/(1 —
0.265 — 0.029 + 0.126 + 0.11) = 0.965 and that of state 2 is —0.42/(1 — 0.216 —
0.628 4+ 0.073 + 0.097) = —1.288. Thus, state 1 corresponds to quarters with posi-
tive growth, or expansion periods, whereas state 2 consists of quarters with negative
growth, or a contraction period. Second, the relatively large posterior standard devi-
ations of the parameters in state 2 reflect that there are few observations in that state.
This is expected as Figure 4.4 shows few quarters with negative growth. Third, the
transition probabilities appear to be different for different states. The estimates
indicate that it is more likely for the U.S. GNP to get out of a contraction period
than to jump into one—0.286 versus 0.118. Fourth, treating 1/w; as the expected
duration for the process to stay in state i, we see that the expected durations for
a contraction period and an expansion period are approximately 3.69 and 11.31
quarters. Thus, on average, a contraction in the U.S. economy lasts about a year,
whereas an expansion can last for 3 years. Finally, the estimated AR coefficients
of x;_, differ substantially between the two states, indicating that the dynamics of
the U.S. economy are different between expansion and contraction periods.
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Table 4.1. Estimation Results of a Markov Switching Model with p = 4 for the
Growth Rate of U.S. Quarterly Real GNP, Seasonally Adjusted

Parameter Ci b1 o)) b3 o o; w;
State 1

Estimate 0.909 0.265 0.029 —0.126 —0.110 0.816 0.118

Standard error 0.202 0.113 0.126 0.103 0.109 0.125 0.053
State 2

Estimate —0.420 0.216 0.628 —0.073 —0.097 1.017 0.286

Standard error 0.324 0.347 0.377 0.364 0.404 0.293 0.064

“The estimates and their standard errors are posterior means and standard errors of a Gibbs sampling
with 5000 iterations.

4.1.5 Nonparametric Methods

In some financial applications, we may not have sufficient knowledge to prespecify
the nonlinear structure between two variables Y and X. In other applications, we
may wish to take advantage of the advances in computing facilities and compu-
tational methods to explore the functional relationship between Y and X. These
considerations lead to the use of nonparametric methods and techniques. Nonpara-
metric methods, however, are not without cost. They are highly data dependent
and can easily result in overfitting. Our goal here is to introduce some nonparamet-
ric methods for financial applications and some nonlinear models that make use
of nonparametric methods and techniques. The nonparametric methods discussed
include kernel regression, local least squares estimation, and neural network.

The essence of nonparametric methods is smoothing. Consider two financial
variables Y and X, which are related by

Y, =m(Xy) +a;, (4.19)

where m(.) is an arbitrary, smooth, but unknown function and {a,;} is a white
noise sequence. We wish to estimate the nonlinear function m(.) from the data. For
simplicity, consider the problem of estimating m(.) at a particular date for which
X = x. That is, we are interested in estimating m(x). Suppose that at X = x we
have repeated independent observations yy, ..., yr. Then the data become

vy=mx)+a, t=1,...,T.

Taking the average of the data, we have

Zthl Vi
T

T
=m(x) + 72?1 i .

By the law of large numbers, the average of the shocks converges to zero as
T increases. Therefore, the average y = (Z,TZI y,) /T is a consistent estimate of
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m(x). That the average y provides a consistent estimate of m(x) or, alternatively,
that the average of shocks converges to zero shows the power of smoothing.

In financial time series, we do not have repeated observations available at X =
x. What we observed are {(y;, x;)} for t = 1,...,T. But if the function m(.) is
sufficiently smooth, then the value of Y; for which X; & x continues to provide
accurate approximation of m(x). The value of ¥, for which X, is far away from
x provides less accurate approximation for m(x). As a compromise, one can use a
weighted average of y, instead of the simple average to estimate m (x). The weight
should be larger for those Y; with X, close to x and smaller for those Y; with X, far
away from x. Mathematically, the estimate of m(x) for a given x can be written as

A 1 «
hx) = ; w, ()i, (4.20)

where the weights w, (x) are larger for those y, with x, close to x and smaller for
those y, with x; far away from x. In Eq. (4.20), we assume that the weights sum
to 7. One can treat 1/7T as part of the weights and make the weights sum to one.

From Eq. (4.20), the estimate m(x) is simply a local weighted average with
weights determined by two factors. The first factor is the distance measure (i.e.,
the distance between x, and x). The second factor is the assignment of weight for
a given distance. Different ways to determine the distance between x, and x and to
assign the weight using the distance give rise to different nonparametric methods.
In what follows, we discuss the commonly used kernel regression and local linear
regression methods.

Kernel Regression

Kernel regression is perhaps the most commonly used nonparametric method in
smoothing. The weights here are determined by a kernel, which is typically a
probability density function, is denoted by K (x), and satisfies

K(x) =0, [K(z)dz= 1.

However, to increase the flexibility in distance measure, one often rescales the
kernel using a variable 2 > 0, which is referred to as the bandwidth. The rescaled
kernel becomes

Kj(x) = %K(x/h), /Kh(z) dz = 1. 4.21)

The weight function can now be defined as
Kp(x —x;)

w(xX) = —F———,
Ztrzl Kp(x —x;)

4.22)

where the denominator is a normalization constant that makes the smoother adap-
tive to the local intensity of the X variable and ensures the weights sum to one.
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Plugging Eq. (4.22) into the smoothing formula (4.20), we have the well-known
Nadaraya—Watson kernel estimator

T T
. -1 Kn(x —x0)y
(x) =Y w(x)y = i ! =, (4.23)
=1 ZZ:I Kh(-x - -xt)
see Nadaraya (1964) and Watson (1964). In practice, many choices are available

for the kernel K (x). However, theoretical and practical considerations lead to a
few choices, including the Gaussian kernel

Kn(r) = — 2
= exXp(——
M = o P

and the Epanechnikov kernel (Epanechnikov, 1969)

k=22 (15 ) 1 (5]=1).

where 7 (A) is an indicator such that / (A) = 1 if A holds and 7 (A) = 0 otherwise
Figure 4.5 shows the Gaussian and Epanechnikov kernels for 7 = 1.

To understand the role played by the bandwidth h, we evaluate the
Nadaraya—Watson estimator with the Epanechnikov kernel at the observed values

0.8

0.6

kernel

Figure 4.5. Standard normal kernel (solid line) and Epanechnikov kernel (dashed line) with bandwidth
h=1.
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{x;} and consider two extremes. First, if 4 — 0, then

N K (0)y;
m(x;) — = Vs

K (0)

indicating that small bandwidths reproduce the data. Second, if # — oo, then

m(x;) —

Y Kn Oy 1 ZT s
l— r — )
Y K@ T

suggesting that large bandwidths lead to an oversmoothed curve—the sample mean.
In general, the bandwidth function % acts as follows. If A is very small, then the
weights focus on a few observations that are in the neighborhood around each x;.
If & is very large, then the weights will spread over a larger neighborhood of x;.
Consequently, the choice of / plays an important role in kernel regression. This is
the well-known problem of bandwidth selection in kernel regression.

Bandwidth Selection

There are several approaches for bandwidth selection; see Hérdle (1990) and Fan
and Yao (2003). The first approach is the plug-in method, which is based on
the asymptotic expansion of the mean integrated squared error (MISE) for kernel
smoothers

MISE = E /oo [ (x) — m(x))dx,

—00

where m(.) is the true function. The quantity E[m(x) — m(x)]? of the MISE is a
pointwise measure of the mean squared error (MSE) of 71 (x) evaluated at x. Under
some regularity conditions, one can derive the optimal bandwidth that minimizes
the MISE. The optimal bandwidth typically depends on several unknown quantities
that must be estimated from the data with some preliminary smoothing. Several
iterations are often needed to obtain a reasonable estimate of the optimal bandwidth.
In practice, the choice of preliminary smoothing can become a problem. Fan and
Yao (2003) give a normal reference bandwidth selector as

. 1.06sT~'/3 for the Gaussian kernel,
P 2.345T1/5 for the Epanechnikov kernel,

where s is the sample standard error of the independent variable, which is assumed
to be stationary.

The second approach to bandwidth selection is the leave-one-out cross-validation.
First, one observation (x;, y;) is left out. The remaining 7 — 1 data points are used
to obtain the following smoother at x;:

. 1
mh,j(xj) = ﬁ Z w,(xj)yt,
1]
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which is an estimate of y;, where the weights w;(x;) sum to 7 — 1. Second,
perform step 1 for j = 1,..., T and define the function

LT
CV(h) = T Z[yj — s () PW (x;),
=1

where W(.) is a non-negative weight function satisfying 23%:1 W(x;) =T, that
can be used to down-weight the boundary points if necessary. Decreasing the
weights assigned to data points close to the boundary is needed because those
points often have fewer neighboring observations. The function CV (k) is called
the cross-validation function because it validates the ability of the smoother to
predict {y; thl. One chooses the bandwidth £ that minimizes the CV (.) function.

Local Linear Regression Method

Assume that the second derivative of m(.) in model (4.19) exists and is continuous
at x, where x is a given point in the support of m(.). Denote the data available by
{(vr, x,)}thl. The local linear regression method to nonparametric regression is to
find a and b that minimize

T
L(a,b) =) [y —a—bx — x)PKx(x — x,), (4.24)

t=1

where K (.) is a kernel function defined in Eq. (4.21) and /% is a bandwidth. Denote
the resulting value of a by a. The estimate of m(x) is then defined as a. In practice,
x assumes an observed value of the independent variable. The estimate b can be
used as an estimate of the first derivative of m(.) evaluated at x.

Under the least squares theory, Eq. (4.24) is a weighted least squares problem
and one can derive a closed-form solution for a. Specifically, taking the partial
derivatives of L(a, b) with respect to both a and b and equating the derivatives to
zero, we have a system of two equations with two unknowns:

T T T
Y Knx—x)yi=a) Kyx —x)+b Y (x = x)Kj(x — x,),

t=1 t=1 t=1

T T T
Yo —x)Knx —x) =ay (x —x)Kn(x —x)+bY_(x —x)*Kn(x — x,).

=1 =1 t=1

Define

T
sre= Y Kix —x)(x —x)", €=0,1,2.

t=1

The prior system of equations becomes

[sm ST } [a ] _ S Kn(x = x)y
st sta | [ b ST = x)Kn(x —x)ye |
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Consequently, we have

572 30y Kn(x = x0) v — 571 3opy (8 — x)Ki (x — x,),

a= 5
ST,057,2 = ST 4

The numerator and denominator of the prior fraction can be further simplified as

T T
sta Y KnGe = x)y —sra Y _(x — x)Ky(x — x)y;

=1 =1

T
=Y [Kn(x — x)(s72 — (x = x)s7.0) -
=1

T T
2
57,0572 — ST, = Z Ky (x —x)sr2 — Z(x — X)) Kp(x — x;)s7,1

t=1 t=1
T

=Y Kn(x — x)lsr2 — (x = x)s7.1].
t=1

In summary, we have

b
Z;T=1 Wy

a=

(4.25)

where w; is defined as
wy = Kjp(x — x)s72 — (x — x¢)s71]-

In practice, to avoid possible zero in the denominator, we use 7 (x) next to estimate
m(x):

ZzT=1 Wi Yt
S w +1/T2

Notice that a nice feature of Eq. (4.26) is that the weight w, satisfies

T
Z(x —x)w; = 0.
=1

Also, if one assumes that m(.) of Eq. (4.19) has the first derivative and finds
the minimizer of

mx) = (4.26)

T
> = Ki(x — xp),

t=1

then the resulting estimator is the Nadaraya—Watson estimator mentioned earlier.
In general, if one assumes that m(x) has a bounded kth derivative, then one can
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replace the linear polynomial in Eq. (4.24) by a (k — 1)-order polynomial. We refer
to the estimator in Eq. (4.26) as the local linear regression smoother. Fan (1993)
shows that, under some regularity conditions, the local linear regression estimator
has some important sampling properties. The selection of bandwidth can be carried
out via the same methods as before.

Time Series Application

In time series analysis, the explanatory variables are often the lagged values of
the series. Consider the simple case of a single explanatory variable. Here model
(4.19) becomes

X =m(x;—1) + a,

and the kernel regression and local linear regression method discussed before are
directly applicable. When multiple explanatory variables exist, some modifications
are needed to implement the nonparametric methods. For the kernel regression, one
can use a multivariate kernel such as a multivariate normal density function with
a prespecified covariance matrix:

K 1 I —1
n(x) —x'X x|,

1
= ——7——exp|—
(hv2m)P|Z|'/2 < 2h?
where p is the number of explanatory variables and X is a prespecified positive-
definite matrix. Alternatively, one can use the product of univariate kernel functions
as a multivariate kernel—for example,
< 1) .

This latter approach is simple, but it overlooks the relationship between the explana-
tory variables.

14 2
0.75 X: X
K = — 1= )1
i) =] I ( hlz) (hl

i=1

Example 4.6. To illustrate the application of nonparametric methods in finance,
consider the weekly 3-month Treasury bill secondary market rate from 1970 to 1997
for 1460 observations. The data are obtained from the Federal Reserve Bank of St.
Louis and are shown in Figure 4.6. This series has been used in the literature as an
example of estimating stochastic diffusion equations using discretely observed data.
See references in Chapter 6. Here we consider a simple model

Ve = w(x—)dt + o (x—)dwy,

where x; is the 3-month Treasury bill rate, y, = x, — x,_|, w; is a standard Brownian
motion, and p(.) and o (.) are smooth functions of x,_1, and apply the local smoothing
function lowess of S-Plus to obtain nonparametric estimates of w(.) and o (.); see
Cleveland (1979). For simplicity, we use |y;| as a proxy of the volatility of x;.

For the simple model considered, w(x;—1) is the conditional mean of y, given
X;—1; thatis, u(x,—1) = E(y/|x,—1). Figure 4.7a shows the scatterplot of y(¢) versus
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Figure 4.6. Time plot of U.S. weekly 3-month Treasury bill rate in the secondary market from 1970
to 1997.

x;—1. The plot also contains the local smooth estimate of 1(x,_;) obtained by
lowess of S-Plus. The estimate is essentially zero. However, to better understand
the estimate, Figure 4.7b shows the estimate [i(x,_1) on a finer scale. It is inter-
esting to see that ji(x,_1) is positive when x,_; is small, but becomes negative
when x;_; is large. This is in agreement with the common sense that when the
interest rate is high, it is expected to come down, and when the rate is low, it is
expected to increase. Figure 4.7c shows the scatterplot of |y(¢)| versus x,_; and
the estimate of 6 (x,_;) via lowess. The plot confirms that the higher the interest
rate, the larger the volatility. Figure 4.7d shows the estimate 6 (x,_1) on a finer
scale. Clearly, the volatility is an increasing function of x,_; and the slope seems
to accelerate when x,_; is approaching 10%. This example demonstrates that sim-
ple nonparametric methods can be helpful in understanding the dynamic structure
of a financial time series.

S-Plus Commands
Used in Example 4.6

zl=matrix (scan(file='w-3mtbs7097.txt") , 4)
x=2z1[4,1:1460]/100
y=(z1[4,2:1461]-21[4,1:1460]) /100

par (mfcol=c(2,2))

plot (x,y,pch="*",xlab="x(t-1)"',ylab="y(t)")

vV V. V V V
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Figure 4.7. Estimation of conditional mean and volatility of weekly 3-month Treasury bill rate via a
local smoothing method: (a) y, versus x,_i, where y, = x, — x;_; and x; is the interest rate; (b) estimate
of w(x;—1); (¢) |y:| versus x,_;; and (d) estimate of o (x,_1).

> lines (lowess (x,y))
> title(main=’'(a) y(t) vs x(t-1)")
> fit=lowess(x,y)
> plot (fits$x, fitsy,xlab="x(t-1)"',ylab="mu’,type="1",
+ ylim= c(-.002,.002))
> title (main=’' (b) Estimate of mu(.)’)
> plot (x,abs(y) ,pch="*",xlab="x(t-1)’,ylab="abs(y)’)
> lines(lowess (x,abs (y)))
> title(main=’ (c) abs(y) vs x(t-1)")
> fit2=lowess (x,abs (y))
> plot (£it2$x,fit25y,type="1",xlab="x(t-1)"',ylab="sigma’,
+ ylim= c(0,.01))
> title(main=’ (d) Estimate of sigma(.)’)
The following nonlinear models are derived with the help of nonparametric
methods.

4.1.6 Functional Coefficient AR Model

Recent advances in nonparametric techniques enable researchers to relax parametric
constraints in proposing nonlinear models. In some cases, nonparametric methods
are used in a preliminary study to help select a parametric nonlinear model. This
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is the approach taken by Chen and Tsay (1993a) in proposing the functional-
coefficient autoregressive (FAR) model that can be written as

X = fiXe—D)x1+ -+ fp(Xt—l)-xt—p + a;, (4.27)

where X, 1 = (x,_1,...,x,¢) is a vector of lagged values of x,. If necessary,
X,_1 may also include other explanatory variables available at time r — 1. The
functions f;(.) of Eq. (4.27) are assumed to be continuous, even twice differen-
tiable, almost surely with respect to their arguments. Most of the nonlinear models
discussed before are special cases of the FAR model. In application, one can use
nonparametric methods such as kernel regression or local linear regression to esti-
mate the functional coefficients f;(.), especially when the dimension of X,_; is low
(e.g., X, is a scalar). Recently, Cai, Fan, and Yao (2000) applied the local linear
regression method to estimate f;(.) and showed that substantial improvements in
1-step ahead forecasts can be achieved by using FAR models.

4.1.7 Nonlinear Additive AR Model

A major difficulty in applying nonparametric methods to nonlinear time series anal-
ysis is the “curse of dimensionality.” Consider a general nonlinear AR(p) process
X = f(xi—1,...,X—p) +a;. Adirect application of nonparametric methods to esti-
mate f(.) would require p-dimensional smoothing, which is hard to do when p is
large, especially if the number of data points is not large. A simple, yet effective
way to overcome this difficulty is to entertain an additive model that only requires
lower dimensional smoothing. A time series x; follows a nonlinear additive AR
(NAAR) model if

14
xo=fo®)+ Y fitui) +a, (4.28)

i=1

where the f;(.) are continuous functions almost surely. Because each function f;(.)
has a single argument, it can be estimated nonparametrically using one-dimensional
smoothing techniques and hence avoids the curse of dimensionality. In application,
an iterative estimation method that estimates f;(.) nonparametrically conditioned
on estimates of f;(.) for all j #i is used to estimate a NAAR model; see Chen
and Tsay (1993b) for further details and examples of NAAR models.

The additivity assumption is rather restrictive and needs to be examined carefully
in application. Chen, Liu, and Tsay (1995) consider test statistics for checking the
additivity assumption.

4.1.8 Nonlinear State-Space Model

Making use of recent advances in MCMC methods (Gelfand and Smith, 1990),
Carlin, Polson, and Stoffer (1992) propose a Monte Carlo approach for nonlinear
state-space modeling. The model considered is

Se = filSi—D) +ur,  x= g (S) + vr, (4.29)
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where S, is the state vector, f;(.) and g,(.) are known functions depending on some
unknown parameters, {u,} is a sequence of iid multivariate random vectors with
zero mean and non-negative definite covariance matrix %, {v;} is a sequence of
iid random variables with mean zero and variance avz, and {u,} is independent of
{v/}. Monte Carlo techniques are employed to handle the nonlinear evolution of
the state transition equation because the whole conditional distribution function of
S; given S;_; is needed for a nonlinear system. Other numerical smoothing meth-
ods for nonlinear time series analysis have been considered by Kitagawa (1998)
and the references therein. MCMC methods (or computing-intensive numerical
methods) are powerful tools for nonlinear time series analysis. Their potential has
not been fully explored. However, the assumption of knowing f;(.) and g(.) in
model (4.29) may hinder practical use of the proposed method. A possible solution
to overcome this limitation is to use nonparametric methods such as the analy-
ses considered in FAR and NAAR models to specify f;(.) and g,(.) before using
nonlinear state-space models.

4.1.9 Neural Networks

A popular topic in modern data analysis is neural network, which can be classified
as a semiparametric method. The literature on neural network is enormous, and its
application spreads over many scientific areas with varying degrees of success; see
Section 2 of Ripley (1993) for a list of applications and Section 10 for remarks
concerning its application in finance. Cheng and Titterington (1994) provide infor-
mation on neural networks from a statistical viewpoint. In this subsection, we focus
solely on the feed-forward neural networks in which inputs are connected to one or
more neurons, or nodes, in the input layer, and these nodes are connected forward
to further layers until they reach the output layer. Figure 4.8 shows an example of
a simple feed-forward network for univariate time series analysis with one hidden
layer. The input layer has two nodes, and the hidden layer has three. The input
nodes are connected forward to each and every node in the hidden layer, and these
hidden nodes are connected to the single node in the output layer. We call the
network a 2-3-1 feed-forward network. More complicated neural networks, includ-
ing those with feedback connections, have been proposed in the literature, but the
feed-forward networks are most relevant to our study.

H—cUuvz-—
“—cUov-HCcO

Hidden Layer

Figure 4.8. A feed-forward neural network with one hidden layer for univariate time series analysis.



178 NONLINEAR MODELS AND THEIR APPLICATIONS

Feed-Forward Neural Networks
A neural network processes information from one layer to the next by an “activation
function.” Consider a feed-forward network with one hidden layer. The jth node
in the hidden layer is defined as

hj = fj | aoj+ Z wijXi | (4.30)

i—j
where x; is the value of the ith input node, f;(.) is an activation function typically

taken to be the logistic function

exp(z)

IO = T eow

ap; is called the bias, the summation i — j means summing over all input nodes
feeding to j, and w;; are the weights. For illustration, the jth node of the hidden
layer of the 2-3-1 feed-forward network in Figure 4.8 is

exp(ap; + wijx1 + wajx2)

j= , Jj=1,2,3. (4.31)
I +exp(ap; +wyjx; + wajxp)
For the output layer, the node is defined as
0= fo|eo+ Y wioh;|. (4.32)

j—o
where the activation function f,(.) is either linear or a Heaviside function. If f,(.)
is linear, then

k

0 = Qo +ij0hja
Jj=1

where k is the number of nodes in the hidden layer. By a Heaviside function,
we mean f,(z) = 1if z > 0 and f,(z) = 0 otherwise. A neuron with a Heaviside
function is called a threshold neuron, with “1” denoting that the neuron fires its
message. For example, the output of the 2-3-1 network in Figure 4.8 is

0 = 0y + Wioht + waohy + w3ohs3,
if the activation function is linear; it is

1 if agy + wiohy + woohy + wiohs > 0,
0 =
0 if ago + wioht + waohy + w3ehs <0,

if f,(.) is a Heaviside function.
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Combining the layers, the output of a feed-forward neural network can be written
as

0= fo| oo+ Y wiofi | oo+ wixi | | (4.33)

j—o i—j

If one also allows for direct connections from the input layer to the output layer,
then the network becomes

o= f, |+ Zaiaxi + Z wjo fj | @oj + Z wiixi ||, (4.34)

i—o j—o i—j

where the first summation is summing over the input nodes. When the activation
function of the output layer is linear, the direct connections from the input nodes
to the output node represent a linear function between the inputs and output. Con-
sequently, in this particular case model (4.34) is a generalization of linear models.
For the 2-3-1 network in Figure 4.8, if the output activation function is linear, then
Eq. (4.33) becomes

3

0= g, + E Wjoh;,
j=1

where h; is given in Eq. (4.31). The network thus has 13 parameters. If Eq. (4.34)
is used, then the network becomes

2 3
o=%+§mm+2ww,
i=1 j=1

where again £ is given in Eq. (4.31). The number of parameters of the network
increases to 15.

We refer to the function in Eq. (4.33) or (4.34) as a semiparametric function
because its functional form is known, but the number of nodes and their biases and
weights are unknown. The direct connections from the input layer to the output
layer in Eq. (4.34) mean that the network can skip the hidden layer. We refer to
such a network as a skip-layer feed-forward network.

Feed-forward networks are known as multilayer percetrons in the neural network
literature. They can approximate any continuous function uniformly on compact sets
by increasing the number of nodes in the hidden layer; see Hornik, Stinchcombe,
and White (1989), Hornik (1993), and Chen and Chen (1995). This property of neu-
ral networks is the universal approximation property of the multilayer percetrons.
In short, feed-forward neural networks with a hidden layer can be seen as a way
to parameterize a general continuous nonlinear function.

Training and Forecasting
Application of neural networks involves two steps. The first step is to train the
network (i.e., to build a network, including determining the number of nodes and
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estimating their biases and weights). The second step is inference, especially fore-
casting. The data are often divided into two nonoverlapping subsamples in the
training stage. The first subsample is used to estimate the parameters of a given
feed-forward neural network. The network so built is then used in the second sub-
sample to perform forecasting and compute its forecasting accuracy. By comparing
the forecasting performance, one selects the network that outperforms the others
as the “best” network for making inference. This is the idea of cross-validation
widely used in statistical model selection. Other model selection methods are
also available.

In a time series application, let {(r;, x,)|t = 1, ..., T} be the available data for
network training, where x; denotes the vector of inputs and r; is the series of
interest (e.g., log returns of an asset). For a given network, let o, be the output of
the network with input x,; see Eq. (4.34). Training a neural network amounts to
choosing its biases and weights to minimize some fitting criterion—for example,
the least squares

T
s = Z(r, —o0)2.
=1

This is a nonlinear estimation problem that can be solved by several iterative meth-
ods. To ensure the smoothness of the fitted function, some additional constraints
can be added to the prior minimization problem. In the neural network literature,
the back propagation (BP) learning algorithm is a popular method for network
training. The BP method, introduced by Bryson and Ho (1969), works backward
starting with the output layer and uses a gradient rule to modify the biases and
weights iteratively. Appendix 2A of Ripley (1993) provides a derivation of back
propagation. Once a feed-forward neural network is built, it can be used to compute
forecasts in the forecasting subsample.

Example 4.7. To illustrate applications of the neural network in finance, we
consider the monthly log returns, in percentages and including dividends, for IBM
stock from January 1926 to December 1999. We divide the data into two subsam-
ples. The first subsample consisting of returns from January 1926 to December
1997 for 864 observations is used for modeling. Using model (4.34) with three
inputs and two nodes in the hidden layer, we obtain a 3-2-1 network for the series.
The three inputs are r,_y, r;—», and r,_3 and the biases and weights are given next:

P =322 — 181 fi(ri_1) — 2.28 5 (r,_1) — 0.097,_; — 0.05r,_» — 0.12r,_3,
(4.35)

where r;_| = (r;—1, ri—2, r,—3) and the two logistic functions are

exp(—8.34 — 18.97r,_1 + 2.17r,_5 — 19.17r,_3)
1 +exp(—8.34 — 18.97r,_1 + 2.17r,—» — 19.17r,_3)’

filri—) =

exp(39.25 — 22.17r,_1 — 17.34r,_> — 5.98r,_3)

Alr- =17 exp(39.25 — 22.17r_1 — 17.34r,—» — 5.98r,_3)
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The standard error of the residuals for the prior model is 6.56. For comparison, we
also built an AR model for the data and obtained

rp =1.1014+0.077r,_1 +a;, o0, =6.61. (4.36)

The residual standard error is slightly greater than that of the feed-forward model
in Eq. (4.35).

Forecast Comparison

The monthly returns of IBM stock in 1998 and 1999 form the second subsample and
are used to evaluate the out-of-sample forecasting performance of neural networks.
As a benchmark for comparison, we use the sample mean of r, in the first subsample
as the 1-step ahead forecast for all the monthly returns in the second subsample.
This corresponds to assuming that the log monthly price of IBM stock follows a
random walk with drift. The mean squared forecast error (MSFE) of this benchmark
model is 91.85. For the AR(1) model in Eq. (4.36), the MSFE of 1-step ahead
forecasts is 91.70. Thus, the AR(1) model slightly outperforms the benchmark.
For the 3-2-1 feed-forward network in Eq. (4.35), the MSFE is 91.74, which is
essentially the same as that of the AR(1) model.

Remark. The estimation of feed-forward networks is done by using the S-Plus
program with default starting weights; see Venables and Ripley (1999) for more
information. Our limited experience shows that the estimation results vary. For
the IBM stock returns used in Example 4.7, the out-of-sample MSFE for a 3-2-1
network can be as low as 89.46 and as high as 93.65. If we change the number
of nodes in the hidden layer, the range for the MSFE becomes even wider. The
S-Plus commands used in Example 4.7 are given in Appendix B. O

Example 4.8. Nice features of the feed-forward network include its flexibility
and wide applicability. For illustration, we use the network with a Heaviside acti-
vation function for the output layer to forecast the direction of price movement for
IBM stock considered in Example 4.7. Define a direction variable as

d = { 1 ifr, >0,
710 ifr, <O.

We use eight input nodes consisting of the first four lagged values of both r, and
d; and four nodes in the hidden layer to build an 8-4-1 feed-forward network for
d, in the first subsample. The resulting network is then used to compute the 1-step
ahead probability of an “upward movement” (i.e., a positive return) for the following
month in the second subsample. Figure 4.9 shows a typical output of probability
forecasts and the actual directions in the second subsample with the latter denoted
by circles. A horizontal line of 0.5 is added to the plot. If we take a rigid approach
by letting d, = 1if the probability forecast is greater than or equal to 0.5 and d, =0
otherwise, then the neural network has a successful rate of 0.58. The success rate of
the network varies substantially from one estimation to another, and the network uses
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Figure 4.9. One-step ahead probability forecasts for a positive monthly return for IBM stock using an
8-4-1 feed-forward neural network. The forecasting period is from January 1998 to December 1999.
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Figure 4.10. Histograms of the number of forecasting errors for the directional movements of monthly
log returns of IBM stock. The forecasting period is from January 1998 to December 1999.
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49 parameters. To gain more insight, we did a simulation study of running the 8-4-1
feed-forward network 500 times and computed the number of errors in predicting
the upward and downward movement using the same method as before. The mean
and median of errors over the 500 runs are 11.28 and 11, respectively, whereas the
maximum and minimum number of errors are 18 and 4. For comparison, we also did
a simulation with 500 runs using a random walk with drift—that is,

g = { 1 if 7 =1.194+¢ >0,
"7 10 otherwise,

where 1.19 is the average monthly log return for IBM stock from January 1926 to
December 1997 and {¢,;} is a sequence of iid N (0, 1) random variables. The mean
and median of the number of forecast errors become 10.53 and 11, whereas the
maximum and minimum number of errors are 17 and 5, respectively. Figure 4.10
shows the histograms of the number of forecast errors for the two simulations. The
results show that the 8-4-1 feed-forward neural network does not outperform the
simple model that assumes a random walk with drift for the monthly log price of
IBM stock.

4.2 NONLINEARITY TESTS

In this section, we discuss some nonlinearity tests available in the literature that
have decent power against the nonlinear models considered in Section 4.3. The tests
discussed include both parametric and nonparametric statistics. The Ljung—Box
statistics of squared residuals, the bispectral test, and the Brock, Dechert, and
Scheinkman (BDS) test are nonparametric methods. The RESET test (Ramsey,
1969), the F tests of Tsay (1986, 1989), and other Lagrange multiplier and like-
lihood ratio tests depend on specific parametric functions. Because nonlinearity
may occur in many ways, there exists no single test that dominates the others in
detecting nonlinearity.

4.2.1 Nonparametric Tests

Under the null hypothesis of linearity, residuals of a properly specified linear model
should be independent. Any violation of independence in the residuals indicates
inadequacy of the entertained model, including the linearity assumption. This is
the basic idea behind various nonlinearity tests. In particular, some of the nonlin-
earity tests are designed to check for possible violation in quadratic forms of the
underlying time series.

Q-Statistic of Squared Residuals
McLeod and Li (1983) apply the Ljung—Box statistics to the squared residuals of
an ARMA(p, g) model to check for model inadequacy. The test statistic is

2
Q(m) =T(T +2)Z pria) )

i=1
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where T is the sample size, m is a properly chosen number of autocorrelations used
in the test, a, denotes the residual series, and o; (a,z) is the lag-i ACF of atz. If the
entertained linear model is adequate, Q(m) is asymptotically a chi-squared ran-
dom variable with m — p — g degrees of freedom. As mentioned in Chapter 3,
the prior Q-statistic is useful in detecting conditional heteroscedasticity of a;
and is asymptotically equivalent to the Lagrange multiplier test statistic of Engle
(1982) for ARCH models; see Section 3.4.3. The null hypothesis of the statistics is
H,: By = --= B, =0, where §; is the coefficient of atz_l. in the linear regression

a? = Bo+ Brat, + -+ Pual,, +e

fort =m 41, ..., T. Because the statistic is computed from residuals (not directly
from the observed returns), the number of degrees of freedom is m — p — q.

Bispectral Test

This test can be used to test for linearity and Gaussianity. It depends on the result
that a properly normalized bispectrum of a linear time series is constant over all
frequencies and that the constant is zero under normality. The bispectrum of a time
series is the Fourier transform of its third-order moments. For a stationary time
series x; in Eq. (4.1), the third-order moment is defined as

cw,v)=g D ViVkruVrio, (4.37)
k=—o00

where # and v are integers, g = E(a?), Yo =1, and ¥ =0 for k < 0. Taking
Fourier transforms of Eq. (4.37), we have

b3 (wy, wa) = 4%1“[—(101 + w) I (w) I (wy), (4.38)

where I'(w) = Z;io Y, exp(—iwu) with i = +/—1, and w; are frequencies. Yet
the spectral density function of x; is given by

o2 )
p(w) = = I'(w)|,
2
where w denotes the frequency. Consequently, the function

b3 (wy, wy)]?
b(wy, wy) = = constant for all (wy, wy). (4.39)
p(wi) p(w2) p(wy + wa)

The bispectrum test makes use of the property in Eq. (4.39). Basically, it estimates
the function b(wi, wy) in Eq. (4.39) over a suitably chosen grid of points and
applies a test statistic similar to Hotelling’s T2 statistic to check the constancy
of b(wi, wy). For a linear Gaussian series, E(a,3) = g = 0 so that the bispectrum
is zero for all frequencies (wp, wy). For further details of the bispectral test, see
Priestley (1988), Subba Rao and Gabr (1984), and Hinich (1982). Limited experi-
ence shows that the test has decent power when the sample size is large.
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BDS Statistic

Brock, Dechert, and Scheinkman (1987) propose a test statistic, commonly referred
to as the BDS fest, to detect the iid assumption of a time series. The statistic is,
therefore, different from other test statistics discussed because the latter mainly
focus on either the second- or third-order properties of x;. The basic idea of the
BDS test is to make use of a “correlation integral” popular in chaotic time series
analysis. Given a k-dimensional time series X, and observations {X, ,T *,, define
the correlation integral as

2

8) = lim —— > [Ii(X;, X)), 4.40
Ce(®) = lim Tkm—l); 5(Xi. X)) (4.40)

where I5(u, v) is an indicator variable that equals one if ||[u — v|| < §, and zero
otherwise, where ||.|| is the supnorm. The correlation integral measures the fraction
of data pairs of {X,} that are within a distance of § from each other. Consider
next a time series x,. Construct k-dimensional vectors X f = (X, Xpats o v o s Xrak—1) s
which are called k-histories. The idea of the BDS test is as follows. Treat a k-
history as a point in the k-dimensional space. If {x,}tT:l are indeed iid random
variables, then the k-histories {X, IT £, should show no pattern in the k-dimensional
space. Consequently, the correlation integrals should satisfy the relation Cy(8) =
[C1(8)]F. Any departure from the prior relation suggests that x; are not iid. As
a simple, but informative example, consider a sequence of iid random variables
from the uniform distribution over [0, 1]. Let [a, b] be a subinterval of [0, 1] and
consider the “2-history” (x;, x,+1), which represents a point in the two-dimensional
space. Under the iid assumption, the expected number of 2-histories in the subspace
[a, b] x [a, b] should equal the square of the expected number of x; in [a, b]. This
idea can be formally examined by using sample counterparts of correlation integrals.
Define

Ce(8,T) 2 Zl (X5 XY, =1,k
¢(0, =0 s( X7, X75), = L, k,
Ti(Ty — 1) oy /

where Ty =T — ¢+ 1 and X7 = x; if £ =1 and X} = X¥ if £ = k. Under the
null hypothesis that {x,} are iid with a nondegenerated distribution function F(.),
Brock, Dechert, and Scheinkman (1987) show that

Cr(6,T) — [C1(8)]k with probability 1, as T — oo

for any fixed k and 6. Furthermore, the statistic ﬁ{Ck(S, T) —[C1(8, T)IF} is
asymptotically distributed as normal with mean zero and variance

k—1
of () =4 N +2) NICH + (k— 1)’)C* —K*NCH* |,
j=1



186 NONLINEAR MODELS AND THEIR APPLICATIONS

where C= [[F(z+68) — F(z—8)IdF(z) and N=[[F(z+6) —F(z—
8)1?dF(z). Note that C;(8,T) is a consistent estimate of C, and N can be
consistently estimated by

NG.T) = 0 S Iy 201 (ks 50
T (T — V(T — 2)

r<s<u

The BDS test statistic is then defined as
Di(8,T) = VT{Cr(8, T) — [C1(8, T)I*} /0w (8, T), (4.41)

where 0y (8, T) is obtained from o} (6) when C and N are replaced by C;(6, T') and
N (8, T), respectively. This test statistic has a standard normal limiting distribution.
For further discussion and examples of applying the BDS test, see Hsieh (1989)
and Brock, Hsieh, and LeBaron (1991). In application, one should remove linear
dependence, if any, from the data before applying the BDS test. The test may be
sensitive to the choices of § and k, especially when £ is large.

4.2.2 Parametric Tests

Turning to parametric tests, we consider the RESET test of Ramsey (1969) and its
generalizations. We also discuss some test statistics for detecting threshold non-
linearity. To simplify the notation, we use vectors and matrices in the discussion.
If necessary, readers may consult Appendix A of Chapter 8 for a brief review on
vectors and matrices.

The RESET Test

Ramsey (1969) proposes a specification test for linear least squares regression
analysis. The test is referred to as a RESET test and is readily applicable to linear
AR models. Consider the linear AR(p) model

Xy = X;_l¢ + a;, (4.42)

where X, = (1, x,—1,...,x—p) and ¢ = (¢o, ¢1, ..., ¢p) . The first step of the
RESET test is to obtain the least squares estimate ¢ of Eq. (4.42) and compute
the fit X, = X,_, ¢, the residual a, = x, — X;, and the sum of squared residuals

SSRy = Zth Pt fztz, where T is the sample size. In the second step, consider the
linear regression

a =X o, +M,_ s+, (4.43)

where M,_| = ()?tz, e )?f“)/ for some s > 1, and compute the least squares resid-
uals

o~ o~

A o , ,
v =a; — X;_j001 —M,_,a,
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and the sum of squared residuals SSR; = Z,T:p Tl 2 of the regression. The basic
idea of the RESET test is that if the linear AR(p) model in Eq. (4.42) is adequate,
then oy and ar of Eq. (4.43) should be zero. This can be tested by the usual F
statistic of Eq. (4.43) given by

_ (SSRo— SSRy)/g
~ SSR{/(T—p—¢g)

with g=s+p+1, (4.44)

which, under the linearity and normality assumption, has an F distribution with
degrees of freedom g and 7 — p — g.

Remark. Because £¥ for k=2,...,s+ 1 tend to be highly correlated with
X;-1 and among themselves, principal components of M,_; that are not co-
linear with X,_; are often used in fitting Eq. (4.43). Principal component analysis
is a statistical tool for dimension reduction; see Chapter 8 for more informa-
tion. U

Keenan (1985) proposes a nonlinearity test for time series that uses £2 only and
modifies the second step of the RESET test to avoid multicollinearity between %>
and X,_;. Specifically, the linear regression (4.43) is divided into two steps. In

step 2(a), one removes linear dependence of £ on X,_; by fitting the regression
P2=X_B+u
t T -1 t

and obtaining the residual &i, = £> — X,_1 8. In step 2(b), consider the linear regres-
sion

ar = U, + vy,

and obtain the sum of squared residuals SSR; = ZLPH (@ —a,&)* = ZthpH 02
to test the null hypothesis o = 0.

The F Test

To improve the power of Keenan’s test and the RESET test, Tsay (1986) uses a
different choice of the regressor M,_;. Specifically, he suggests using M, | =
vech(X,—1X,_,), where vech(A) denotes the half-stacking vector of the matrix
A using elements on and below the diagonal only; see Appendix B of Chapter 8
for more information about the operator. For example, if p =2, then M;_; =
(xlz_l, Xi_1X1_2, xtz_z)’. The dimension of M;_; is p(p + 1)/2 for an AR(p) model.
In practice, the test is simply the usual partial F' statistic for testing & = O in the
linear least squares regression

x=X,_0+M,_o+e,

where ¢, denotes the error term. Under the assumption that x; is a linear AR(p)
process, the partial F' statistic follows an F distribution with degrees of freedom
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gand T — p— g — 1, where g = p(p + 1)/2. We refer to this F' test as the Ori-
F test. Luukkonen, Saikkonen, and Terdsvirta (1988) further extend the test by
augmenting M,_; with cubic terms xfﬂ. fori =1,...,p.

Threshold Test
When the alternative model under study is a SETAR model, one can derive specific
test statistics to increase the power of the test. One of the specific tests is the
likelihood ratio statistic. This test, however, encounters the difficulty of undefined
parameters under the null hypothesis of linearity because the threshold is undefined
for a linear AR process. Another specific test seeks to transform testing threshold
nonlinearity into detecting model changes. It is then interesting to discuss the
differences between these two specific tests for threshold nonlinearity.

To simplify the discussion, let us consider the simple case that the alterna-
tive model is a 2-regime SETAR model with threshold variable x;_;. The null
hypothesis H,: x; follows the linear AR(p) model

14
Xo=¢o+ Y $ixii+a, (4.45)

i=1

whereas the alternative hypothesis H,: x; follows the SETAR model

Xy =

{ 90+ XL 8 v an i xia <, (4.46)
¢

2 2 .
(() ) + Zf:l ‘f’,( )xt—i +ay if xi—qg =1y,

where r; is the threshold. For a given realization {x,}tT:1 and assuming normality,
let 10@, 8112) be the log likelihood function evaluated at the maximum likelihood
estimates of ¢ = (¢, ..., ¢,) and aaz. This is easy to compute. The likelihood
function under the alternative is also easy to compute if the threshold r| is given.
Let [, (r1; ¢, 6k b, 63) be the log likelihood function evaluated at the maximum
likelihood estimates of ¢; = (¢(()i), R ¢g))’ and ol.z conditioned on knowing the
threshold r;. The log likelihood ratio /(r;) defined as

1(r)) = L (r1; @y, 67 2, 62) — lo(, 62)

is then a function of the threshold ry, which is unknown. Yet under the null hypoth-
esis, there is no threshold and r; is not defined. The parameter r; is referred to
as a nuisance parameter under the null hypothesis. Consequently, the asymptotic
distribution of the likelihood ratio is very different from that of the conventional
likelihood ratio statistics. See Chan (1991) for further details and critical values of
the test. A common approach is to use /n.,x = SUPy /< [(ry) as the test statistic,
where v and u are prespecified lower and upper bounds of the threshold. Davis
(1987) and Andrews and Ploberger (1994) provide further discussion on hypothesis
testing involving nuisance parameters under the null hypothesis. Simulation is often
used to obtain empirical critical values of the test statistic /i ,x, which depends on
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the choices of v and u. The average of [(r}) over r| € [v, u] is also considered by
Andrews and Ploberger as a test statistic.

Tsay (1989) makes use of arranged autoregression and recursive estimation to
derive an alternative test for threshold nonlinearity. The arranged autoregression
seeks to transfer the SETAR model under the alternative hypothesis H, into a model
change problem with the threshold r; serving as the change point. To see this, the
SETAR model in Eq. (4.46) says that x, follows essentially two linear models
depending on whether x;_; < ry or x,_g > r;. For a realization {x,}thl, X;_gq can
assume values {xi, ..., x7_4}. Let x(y < x¢2) < --- < x(r—q) be the ordered statis-
tics of {x[}th_ld (i.e., arranging the observations in increasing order). The SETAR
model can then be written as

P
XGyrea = Bo+ Y BixX(yra—i +agyra, j=1,....T —d, (4.47)

i=1

where ; = ¢l.(1) ifxjy <riand B; = ¢i(2) if x(j) > r1. Consequently, the threshold
r1 is a change point for the linear regression in Eq. (4.47), and we refer to Eq. (4.47)
as an arranged autoregression (in increasing order of the threshold x,_,;). Note that
the arranged autoregression in (4.47) does not alter the dynamic dependence of x;
on x;_; fori =1,..., p because x(;)4q still depends on x(j)4q—; fori =1,..., p.
What is done is simply to present the SETAR model in the threshold space instead
of in the time space. That is, the equation with a smaller x,_,; appears before that
with a larger x;_,4. The threshold test of Tsay (1989) is obtained as follows.

Step 1. Fit Eq. (4.47) using j = 1,..., m, where m is a prespecified positive
integer (e.g., 30). Denote the least squares estimates of ; by f; ,,, where m
denotes the number of data points used in estimation.

Step 2. Compute the predictive residual

P
A 1yid = Xont1)+d — Bom — Z BimXms 1) td—i
i=1
and its standard error. Let €,11)14 be the standardized predictive residual.
Step 3. Use the recursive least squares method to update the least squares esti-
mates to ,3,-,,,,4_1 by incorporating the new data point X(;+1)+4-
Step 4. Repeat steps 2 and 3 until all data points are processed.
Step 5. Consider the linear regression of the standardized predictive residual

p
Emtj)+d = 0o + Zaix(erj)erfi +v, j=1,....,T—d—-—m (443)
i=1

and compute the usual F statistic for testing o; = 0 in Eq. (4.48) for i =
0, ..., p. Under the null hypothesis that x, follows a linear AR(p) model,
the F ratio has a limiting F distribution with degrees of freedom p 4 1 and
T—d—m-—p.
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We refer to the earlier F test as a TAR-F test. The idea behind the test is that
under the null hypothesis there is no model change in the arranged autoregression
in Eq. (4.47) so that the standardized predictive residuals should be close to iid
with mean zero and variance 1. In this case, they should have no correlations with
the regressors X(n+ j)+d—i. For further details including formulas for a recursive
least squares method and some simulation study on performance of the TAR-F
test, see Tsay (1989). The TAR-F test avoids the problem of nuisance parameters
encountered by the likelihood ratio test. It does not require knowing the threshold
r1. It simply tests that the predictive residuals have no correlations with regressors
if the null hypothesis holds. Therefore, the test does not depend on knowing the
number of regimes in the alternative model. Yet the TAR-F test is not as powerful
as the likelihood ratio test if the true model is indeed a 2-regime SETAR model
with a known innovational distribution.

4.2.3 Applications

In this subsection, we apply some of the nonlinearity tests discussed previously to
five time series. For a real financial time series, an AR model is used to remove
any serial correlation in the data, and the tests apply to the residual series of the
model. The five series employed are as follows:

1. ry,: A simulated series of iid N (0, 1) with 500 observations.
2. . A simulated series of iid Student-¢ distribution with 6 degrees of freedom.
The sample size is 500.

3. az;: The residual series of monthly log returns of CRSP equal-weighted index
from 1926 to 1997 with 864 observations. The linear AR model used is

(1 —0.180B + 0.099B> — 0.105B%)r3, = 0.0086 + as,.

4. a4 The residual series of monthly log returns of CRSP value-weighted index
from 1926 to 1997 with 864 observations. The linear AR model used is

(1 —0.098B + 0.111B> — 0.088B%)r4; = 0.0078 + au;.

5. as;: The residual series of monthly log returns of IBM stock from 1926 to
1997 with 864 observations. The linear AR model used is

(1 —0.077B)rs; = 0.011 + as,.

Table 4.2 shows the results of the nonlinearity test. For the simulated series and
IBM returns, the F tests are based on an AR(6) model. For the index returns,
the AR order is the same as the model given earlier. For the BDS test, we chose
8 =06,and 8 = 1.56, withk =2, ..., 5. Also given in the table are the Ljung—Box
statistics that confirm no serial correlation in the residual series before applying
nonlinearity tests. Compared with their asymptotic critical values, the BDS test and
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Table 4.2. Nonlinearity Tests for Simulated Series and Some Log Stock Returns®

BDS(S = 1.56,)

Q Q
Data (5) (10) 2 3 4 5
N, 1) 3.2 6.5 -0.32 —0.14 —0.15 -0.33
16 0.9 1.7 —0.87 —1.18 —1.56 —1.71
In(ew) 29 4.9 9.94 11.72 12.83 13.65
In(vw) 1.0 9.8 8.61 9.88 10.70 11.29
In(ibm) 0.6 7.1 4.96 6.09 6.68 6.82
BDS(8 = 6,)
d=1

Data Ori-F TAR-F 2 3 4 5
N, 1) 1.13 0.87 —0.77 —0.71 —1.04 —1.27
16 0.69 0.81 -0.35 —0.76 —1.25 —1.49
In(ew) 5.05 6.77 10.01 11.85 13.14 14.45
In(vw) 4.95 6.85 7.01 7.83 8.64 9.53
In(ibm) 1.32 1.51 3.82 4.70 5.45 5.72

“The sample size of simulated series is 500 and that of stock returns is 864. The BDS test uses
k=2,...,5.

F tests are insignificant at the 5% level for the simulated series. However, the BDS
tests are highly significant for the real financial time series. The F tests also show
significant results for the index returns, but they fail to suggest nonlinearity in the
IBM log returns. In summary, the tests confirm that the simulated series are linear
and suggest that the stock returns are nonlinear.

4.3 MODELING

Nonlinear time series modeling necessarily involves subjective judgment. However,
there are some general guidelines to follow. It starts with building an adequate
linear model on which nonlinearity tests are based. For financial time series, the
Ljung—Box statistics and Engle’s test are commonly used to detect conditional het-
eroscedasticity. For general series, other tests of Section 4.2 apply. If nonlinearity
is statistically significant, then one chooses a class of nonlinear models to entertain.
The selection here may depend on the experience of the analyst and the substantive
matter of the problem under study. For volatility models, the order of an ARCH
process can often be determined by checking the partial autocorrelation function
of the squared series. For GARCH and EGARCH models, only lower orders such
as (1,1), (1,2), and (2,1) are considered in most applications. Higher order models
are hard to estimate and understand. For TAR models, one may use the procedures
given in Tong (1990) and Tsay (1989, 1998) to build an adequate model. When
the sample size is sufficiently large, one may apply nonparametric techniques to
explore the nonlinear feature of the data and choose a proper nonlinear model
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accordingly; see Chen and Tsay (1993a) and Cai, Fan, and Yao (2000). The MARS
procedure of Lewis and Stevens (1991) can also be used to explore the dynamic
structure of the data. Finally, information criteria such as the Akaike information
criterion (Akaike, 1974) and the generalized odd ratios in Chen, McCulloch, and
Tsay (1997) can be used to discriminate between competing nonlinear models. The
chosen model should be carefully checked before it is used for prediction.

44 FORECASTING

Unlike the linear model, there exist no closed-form formulas to compute forecasts
of most nonlinear models when the forecast horizon is greater than 1. We use
parametric bootstraps to compute nonlinear forecasts. It is understood that the model
used in forecasting has been rigorously checked and is judged to be adequate for the
series under study. By a model, we mean the dynamic structure and innovational
distributions. In some cases, we may treat the estimated parameters as given.

4.4.1 Parametric Bootstrap

Let T be the forecast origin and ¢ be the forecast horizon (¢ > 0). That is, we
are at time index 7' and interested in forecasting x7,,. The parametric bootstrap
considered computes realizations x741, ..., X74¢ sequentially by (a) drawing a
new innovation from the specified innovational distribution of the model, and (b)
computing x74; using the model, data, and previous forecasts x741, ..., X74+i—1.
This results in a realization for x7.¢. The procedure is repeated M times to obtain

M realizations of x74, denoted by {x(TjJ)re}ﬁ’I: 1~ The point forecast of x7,, is then

the sample average of x(TjJ)re. Let the forecast be x7(£). We used M = 3000 in
some applications and the results seem fine. The realizations {x(T’_)% j=1 can also
be used to obtain an empirical distribution of x7,. We make use of this empirical

distribution later to evaluate forecasting performance.

4.4.2 Forecasting Evaluation

There are many ways to evaluate the forecasting performance of a model, ranging
from directional measures to magnitude measures to distributional measures. A
directional measure considers the future direction (up or down) implied by the
model. Predicting that tomorrow’s S&P 500 index will go up or down is an example
of directional forecasts that are of practical interest. Predicting the year-end value
of the daily S&P 500 index belongs to the case of magnitude measure. Finally,
assessing the likelihood that the daily S&P 500 index will go up 10% or more
between now and the year end requires knowing the future conditional probability
distribution of the index. Evaluating the accuracy of such an assessment needs a
distributional measure.

In practice, the available data set is divided into two subsamples. The first
subsample of the data is used to build a nonlinear model, and the second subsample
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is used to evaluate the forecasting performance of the model. We refer to the two
subsamples of data as estimation and forecasting subsamples. In some studies, a
rolling forecasting procedure is used in which a new data point is moved from the
forecasting subsample into the estimation subsample as the forecast origin advances.
In what follows, we briefly discuss some measures of forecasting performance that
are commonly used in the literature. Keep in mind, however, that there exists no
widely accepted single measure to compare models. A utility function based on the
objective of the forecast might be needed to better understand the comparison.

Directional Measure

A typical measure here is to use a 2 x 2 contingency table that summarizes the
number of “hits” and “misses” of the model in predicting ups and downs of x7.,
in the forecasting subsample. Specifically, the contingency table is given as

Actual Predicted
up down
up my mip mjq
down myq myo nmyo
mop meo2 m

where m is the total number of £-step ahead forecasts in the forecasting subsample,
my; is the number of “hits” in predicting upward movements, m;; is the number
of “misses” in predicting downward movements of the market, and so on. Larger
values in m; and my; indicate better forecasts. The test statistic

2 2
o= ZZ (mij — myomo;/m)?
pr e migmoj;/m

can then be used to evaluate the performance of the model. A large x? signifies that
the model outperforms the chance of random choice. Under some mild conditions,
x? has an asymptotic chi-squared distribution with 1 degree of freedom. For further
discussion of this measure, see Dahl and Hylleberg (1999).

For illustration of the directional measure, consider the 1-step ahead probability
forecasts of the 8-4-1 feed-forward neural network shown in Figure 4.9. The 2 x 2
table of “hits” and “misses” of the network is

Actual Predicted
up down
up 12 2 14
down 8 2 10
20 4 24

The table shows that the network predicts the upward movement well, but fares
poorly in forecasting the downward movement of the stock. The chi-squared statistic
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of the table is 0.137 with p-value 0.71. Consequently, the network does not sig-
nificantly outperform a random-walk model with equal probabilities for “upward”
and “downward” movements.

Magnitude Measure

Three statistics are commonly used to measure performance of point forecasts. They
are the mean squared error (MSE), mean absolute deviation (MAD), and mean
absolute percentage error (MAPE). For £-step ahead forecasts, these measures are
defined as

m—1

1
MSEW@) = — 3 [xr1e4; = 374, (O, (4.49)
Jj=0

m—1

MAD() = — D xrierj — xr4 (01, (4.50)
j=0

1 m—1

MAPE(t) = — >

j=0

x4 ()

XT4j+e

1], 4.51)

where m is the number of ¢-step ahead forecasts available in the forecasting sub-
sample. In application, one often chooses one of the above three measures, and the
model with the smallest magnitude on that measure is regarded as the best £-step
ahead forecasting model. It is possible that different ¢ may result in selecting dif-
ferent models. The measures also have other limitations in model comparison; see,
for instance, Clements and Hendry (1993).

Distributional Measure

Practitioners recently began to assess forecasting performance of a model using
its predictive distributions. Strictly speaking, a predictive distribution incorporates
parameter uncertainty in forecasts. We call it conditional predictive distribution if
the parameters are treated as fixed. The empirical distribution of x74, obtained
by the parametric bootstrap is a conditional predictive distribution. This empiri-
cal distribution is often used to compute a distributional measure. Let ur(£) be
the percentile of the observed x7, in the prior empirical distribution. We then
have a set of m percentiles {ur; (E)}’JT':_O], where again m is the number of ¢-step
ahead forecasts in the forecasting subsample. If the model entertained is adequate,
{ur4;(£)} should be a random sample from the uniform distribution on [0, 1].
For a sufficiently large m, one can compute the Kolmogorov—Smirnov statistic of
{ur4;(£)} with respect to uniform [0, 1]. The statistic can be used for both model
checking and forecasting comparison.

4.5 APPLICATION

In this section, we illustrate nonlinear time series models by analyzing the quarterly
U.S. civilian unemployment rate, seasonally adjusted, from 1948 to 1993. This
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Figure 4.11. Time plot of the U.S. quarterly unemployment rate, seasonally adjusted, from 1948 to
1993.

series was analyzed in detail by Montgomery, Zarnowitz, Tsay, and Tiao (1998).
We repeat some of the analyses here using nonlinear models. Figure 4.11 shows
the time plot of the data. Well-known characteristics of the series include that
(a) it tends to move countercyclically with U.S. business cycles, and (b) the rate
rises quickly but decays slowly. The latter characteristic suggests that the dynamic
structure of the series is nonlinear.

Denote the series by x; and let Ax; = x, — x,_; be the change in unemployment
rate. The linear model

(1-0.31B%(1 - 0.65B)Ax; = (1 —0.78B%q,, &2 =0.090 (4.52)

was built by Montgomery et al. (1998), where the standard errors of the three
coefficients are 0.11, 0.06, and 0.07, respectively. This is a seasonal model even
though the data were seasonally adjusted. It indicates that the seasonal adjustment
procedure used did not successfully remove the seasonality. This model is used as
a benchmark model for forecasting comparison.

To test for nonlinearity, we apply some of the nonlinearity tests of Section 4.2
with an AR(5) model for the differenced series Ax;. The results are given in
Table 4.3. All of the tests reject the linearity assumption. In fact, the linearity
assumption is rejected for all AR(p) models we applied, where p =2, ..., 10.
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Table 4.3. Nonlinearity Test for Changes in the U.S. Quarterly Unemployment Rate:
1948.11-1993.1V“

Type Ori-F LST TAR(1) TAR(2) TAR(3) TAR(4)
Test 2.80 2.83 2.41 2.16 2.84 2.98
p-Value 0.0007 0.0002 0.0298 0.0500 0.0121 0.0088

“An AR(5) model was used in the tests, where LST denotes the test of Luukkonen et al. (1988) and
TAR(d) means threshold test with delay d.

Using a modeling procedure similar to that of Tsay (1989), Montgomery et al.
(1998) build the following TAR model for the Ax, series:

0.0l + 0.73Ax,_1 + 0.10Axt_2 + aiy lf Ax,_z S O.l,
Ax; = (4.53)
0.18 +0.80Ax;_1 — 0.56Ax;_» + a; otherwise.

The sample variances of aj; and ay, are 0.76 and 0.165, respectively, the standard
errors of the three coefficients of regime 1 are 0.03, 0.10, and 0.12, respectively,
and those of regime 2 are 0.09, 0.1, and 0.16. This model says that the change in the
U.S. quarterly unemployment rate, Ax,, behaves like a piecewise linear model in
the reference space of x,_, — x,_3 with threshold 0.1. Intuitively, the model implies
that the dynamics of unemployment act differently depending on the recent change
in the unemployment rate. In the first regime, the unemployment rate has had either
a decrease or a minor increase. Here the economy should be stable, and essentially
the change in the rate follows a simple AR(1) model because the lag-2 coefficient is
insignificant. In the second regime, there is a substantial jump in the unemployment
rate (0.1 or larger). This typically corresponds to the contraction phase in the
business cycle. It is also the period during which government interventions and
industrial restructuring are likely to occur. Here Ax, follows an AR(2) model with a
positive constant, indicating an upward trend in x,. The AR(2) polynomial contains
two complex characteristic roots, which indicate possible cyclical behavior in Ax;.
Consequently, the chance of having a turning point in x, increases, suggesting
that the period of large increases in x; should be short. This implies that the
contraction phases in the U.S. economy tend to be shorter than the expansion
phases.

Applying a Markov chain Monte Carlo method, Montgomery et al. (1998) obtain
the following Markov switching model for Ax;:

—0.07 + 0.38Ax;—; — 0.05Ax;_» + €, if 5, =1,
Ax; = (4.54)
0.16 +0.86Ax;—1 —0.38Ax;—» + € if 5, =2.

The conditional means of Ax; are —0.10 for s, = 1 and 0.31 for s, = 2. Thus, the
first state represents the expansionary periods in the economy, and the second state
represents the contractions. The sample variances of €, and €5, are 0.031 and 0.192,
respectively. The standard errors of the three parameters in state s, = 1 are 0.03,
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0.14, and 0.11, and those of state s, = 2 are 0.04, 0.13, and 0.14, respectively. The
state transition probabilities are P(s; = 2|s,—1 = 1) = 0.084(0.060) and P(s; =
I]s;—1 = 2) = 0.126(0.053), where the number in parentheses is the corresponding
standard error. This model implies that in the second state the unemployment rate x;
has an upward trend with an AR(2) polynomial possessing complex characteristic
roots. This feature of the model is similar to the second regime of the TAR model
in Eq. (4.53). In the first state, the unemployment rate x, has a slightly decreasing
trend with a much weaker autoregressive structure.

Forecasting Performance
A rolling procedure was used by Montgomery et al. (1998) to forecast the unem-
ployment rate x,. The procedure works as follows:

1. Begin with forecast origin 7 = 83, corresponding to 1968.11, which was used
in the literature to monitor the performance of various econometric models in
forecasting unemployment rate. Estimate the linear, TAR, and MSA models
using the data from 1948.1 to the forecast origin (inclusive).

2. Perform 1-quarter to 5-quarter ahead forecasts and compute the forecast errors
of each model. Forecasts of nonlinear models used are computed by using the
parametric bootstrap method of Section 4.4.

3. Advance the forecast origin by 1 and repeat the estimation and forecasting
processes until all data are employed.

4. Use MSE and mean forecast error to compare performance of the models.

Table 4.4 shows the relative MSE of forecasts and mean forecast errors for the
linear model in Eq. (4.52), the TAR model in Eq. (4.53), and the MSA model in
Eq. (4.54), using the linear model as a benchmark. The comparisons are based on
overall performance as well as the status of the U.S. economy at the forecast origin.
From the table, we make the following observations:

1. For the overall comparison, the TAR model and the linear model are very close
in MSE, but the TAR model has smaller biases. Yet the MSA model has the
highest MSE and smallest biases.

2. For forecast origins in economic contractions, the TAR model shows improve-
ments over the linear model both in MSE and bias. The MSA model also shows
some improvement over the linear model, but the improvement is not as large
as that of the TAR model.

3. For forecast origins in economic expansions, the linear model outperforms both
nonlinear models.

The results suggest that the contributions of nonlinear models over linear ones in
forecasting the U.S. quarterly unemployment rate are mainly in the periods when
the U.S. economy is in contraction. This is not surprising because, as mentioned
before, it is during the economic contractions that government interventions and
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Table 4.4. Out-of-Sample Forecast Comparison Among Linear, TAR, and MSA
Models for the U.S. Quarterly Unemployment Rate®

Relative MSE of Forecast

Model 1-step 2-step 3-step 4-step 5-step

Overall Comparison

Linear 1.00 1.00 1.00 1.00 1.00
TAR 1.00 1.04 0.99 0.98 1.03
MSA 1.19 1.39 1.40 1.45 1.61
MSE 0.08 0.31 0.67 1.13 1.54

Forecast Origins in Economic Contractions

Linear 1.00 1.00 1.00 1.00 1.00
TAR 0.85 0.91 0.83 0.72 0.72
MSA 0.97 1.03 0.96 0.86 1.02
MSE 0.22 0.97 2.14 3.38 3.46

Forecast Origins in Economic Expansions

Linear 1.00 1.00 1.00 1.00 1.00
TAR 1.06 1.13 1.10 1.15 1.17
MSA 1.31 1.64 1.73 1.84 1.87
MSE 0.06 0.21 0.45 0.78 1.24

Mean of Forecast Errors

Model 1-step 2-step 3-step 4-step 5-step

Overall Comparison

Linear 0.03 0.09 0.17 0.25 0.33
TAR —0.10 —0.02 —0.03 —0.03 —0.01
MSA 0.00 —0.02 —0.04 —0.07 —0.12

Forecast Origins in Economic Contractions

Linear 0.31 0.68 1.08 1.41 1.38
TAR 0.24 0.56 0.87 1.01 0.86
MSA 0.20 0.41 0.57 0.52 0.14

Forecast Origins in Economic Expansions

Linear —0.01 0.00 0.03 0.08 0.17
TAR —0.05 —0.11 -0.17 -0.19 —0.14
MSA —0.03 —0.08 —0.13 —0.17 —0.16

“The starting forecast origin is 1968.11, where the row marked by MSE shows the MSE of the benchmark
linear model.
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industrial restructuring are most likely to occur. These external events could intro-
duce nonlinearity in the U.S. unemployment rate. Intuitively, such improvements
are important because it is during the contractions that people pay more attention
to economic forecasts.

APPENDIX A: SOME RATS PROGRAMS FOR NONLINEAR
VOLATILITY MODELS

Program Used to Estimate an AR(2)-TAR-GARCH(1,1) Model for
Daily Log Returns of IBM Stock
Assume that the data file is d-ibmln03.txt.

all 0 10446:1
open data d-ibmln03.txt
data (org=obs) / rt
set h = 0.0
nonlin mu p2 a0 al bl a2 b2
frml at = rt(t)-mu-p2*rt(t-2)
frml gvar = a0 + al*at(t-1)**2+bl*h(t-1) $
+ %$if(at(t-1) < 0,a2*at(t-1)**2+b2*h(t-1),0)

frml garchln = -0.5*log(h(t)=gvar(t))-0.5*at (t)**2/h(t)
smpl 4 10446
compute mu = 0.03, p2 = -0.03

compute a0 = 0.07, al = 0.05, a2 = 0.05, bl = 0.85, b2 = 0.05
maximize (method=simplex, iterations=10) garchln

smpl 4 10446

maximize (method=bhhh, recursive, iterations=150) garchln

set fv = gvar(t)

set resid = at(t)/sqgrt(fv(t))

set residsg = resid(t)*resid(t)

cor (gstats,number=20, span=10) resid

cor (gstats,number=20, span=10) residsqg

Program Used to Estimate a Smooth TAR Model for the
Monthly Simple Returns of 3M Stock
The data file is ‘m-mmm. txt’.

all 0 623:1

open data m-mmm.txt

data (org=0bs) / mmm

set h = 0.0

nonlin a0 al a2 a00 all mu

frml at = mmm(t) - mu

frml varl = alO+al*at(t-1)**2+al2*at(t-2)**2

frml var2 al0+all*at (t-1)**2

frml gvar = varl (t)+var2(t)/(1.0+exp(-at(t-1)*1000.0))
frml garchlog = -0.5*%log(h(t)=gvar(t))-0.5%at (t)**2/h(t)
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smpl 3 623
compute a0 = .01, al = 0.2, a2 = 0.1
compute a00 = .01, all = -.2, mu = 0.02

maximize (method=bhhh, recursive,iterations=150) garchlog
set fv = gvar(t)

set resid = at(t)/sqgrt(fv(t))

set residsqg = resid(t)*resid(t)

cor (gstats,number=20, span=10) resid

cor (gstats,number=20, span=10) residsqg

APPENDIX B: S-PLUS COMMANDS FOR NEURAL NETWORK

The following commands are used in S-Plus to build the 3-2-1 skip-layer feed-
forward network of Example 4.7. A line starting with # denotes a comment. The
data file is ‘m-ibmln.txt’.

# load the data into S-Plus workspace.

x scan(file='m-ibmln.txt"’)

# select the output: r(t)

y_x[4:864]

# obtain the input variables: r(t-1), r(t-2), and r(t-3)
ibm.x cbind(x[3:863],x[2:862],x[1:861])

# build a 3-2-1 network with skip layer connections

# and linear output.

ibm.nn nnet (ibm.x,y,size=2,1linout=T, skip=T,maxit=10000,
decay=1le-2,reltol=1e-7,abstol=1e-7, range=1.0)

# print the summary results of the network

summary (ibm.nn)

# compute \& print the residual sum of squares.

sse sum( (y-predict (ibm.nn, ibm.x)) *2)

print (sse)

#eigen (nnet.Hess (ibm.nn,ibm.x,y),T) $values

# setup the input variables in the forecasting subsample
ibm.p cbind(x[864:887],x[863:886],x[862:885])

# compute the forecasts

vh predict (ibm.nn, ibm.p)

# The observed returns in the forecasting subsample

yo x[865:888]

# compute \& print the sum of squares of forecast errors
ssfe_sum( (yo-vh) *2)

print (ssfe)

# quit S-Plus

af()

EXERCISES

4.1. Consider the daily simple returns of Johnson and Johnson stock from January
1990 to December 2003. The data are in the file d-§nj9003.txt or can be
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4.2.

4.3.

44.

4.5.

obtained from CRSP. Convert the returns into log returns in percentage.

(a) Build a GJR model for the log return series. Write down the fitted model.
Is the leverage effect significant at the 1% level?

(b) Build a general threshold volatility model for the log return series.
(¢) Compare the two TGARCH models.

Consider the monthly simple returns of General Electric (GE) stock from
January 1926 to December 2003. You may download the data from CRSP
or use the file m-ge2603.txt on the Web. Convert the returns into log
returns in percentages. Build a TGARCH model with GED innovations for
the series using a;_; as the threshold variable with zero threshold, where a,_;
is the shock at time ¢+ — 1. Write down the fitted model. Is the leverage effect
significant at the 5% level?

Suppose that the monthly log returns of GE stock, measured in percentages,
follow a smooth threshold GARCH(1,1) model. For the sampling period from
January 1926 to December 1999, the fitted model is

Iy = 1.06+a[, a; = 0€;

07 =0.103a”_ | +0.95207 | +

4.490 — 0.1930> ),
I+ exp(—10a, )" %)

where all of the estimates are highly significant, the coefficient 10 in the
exponent is fixed a priori to simplify the estimation, and {¢,} are iid N (0, 1).
Assume that aggg = 16.0 and 08288 = 50.2. What is the 1-step ahead volatility
forecast 88288(1)? Suppose instead that aggg = —16.0. What is the 1-step ahead
volatility forecast Gggg(1)?

Suppose that the monthly log returns, in percentages, of a stock follow the
following Markov switching model:

ry = 1.25+a[, a; = 0s€;,
02 0.10a?_ | +0.9307 | if s, =1,
! 4244 0.10a> | +0.7802 , if 5, = 2,

where the transition probabilities are
P(s; =2Is,—1 = 1) =0.15, P(s; = 1]s;,—1 =2) = 0.05.

Suppose that agp = 6.0, 01200 = 50.0, and 5100 = 2 with probability 1.0. What
is the 1-step ahead volatility forecast at the forecast origin r = 100? Also, if
the probability of sj09 = 2 is reduced to 0.8, what is the 1-step ahead volatility
forecast at the forecast origin r = 100?

Consider the monthly simple returns of GE stock from January 1926 to
December 2003. Use the last three years of data for forecasting evaluation.
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(a) Using lagged returns r,_y, r;_», r;,—3 as input, build a 3-2-1 feed-forward
network to forecast 1-step ahead returns. Calculate the mean squared error
of forecasts.

(b) Again, use lagged returns r,_1, r;—», r;—3 and their signs (directions) to
build a 6-5-1 feed-forward network to forecast the 1-step ahead direc-
tion of GE stock price movement with 1 denoting upward movement.
Calculate the mean squared error of forecasts.

Note: Let rtn denote a time series in S-Plus. To create a direction variable
for rtn, use the command

drtn = ifelse(rtn > 0,1, 0)

4.6. Because of the existence of inverted yield curves in the term structure of
interest rates, the spread of interest rates should be nonlinear. To verify this,
consider the weekly U.S. interest rates of (a) Treasury 1-year constant maturity
rate, and (b) Treasury 3-year constant maturity rate. As in Chapter 2, denote
the two interest rates by rj, and r3;, respectively, and the data span is from
January 5, 1962 to September 10, 1999. The data are in files w-gs3yr.txt
and w-gslyr.txt on the Web and can be obtained from the Federal Reserve
Bank of St. Louis.

(a) Lets, = rs; — ry, be the spread in log interest rates. Is {s;} linear? Perform
some nonlinearity tests and draw the conclusion using the 5% significance
level.

(b) Lets = (r3y —r3 —1) — (riy — r1,1—1) = s, — s, be the change in inter-
est rate spread. Is {s;'} linear? Perform some nonlinearity tests and draw
the conclusion using the 5% significance level.

(¢) Build a threshold model for the s, series and check the fitted model.
(d) Build a threshold model for the s, series and check the fitted model.
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CHAPTERS

High-Frequency Data Analysis
and Market Microstructure

High-frequency data are observations taken at fine time intervals. In finance, they
often mean observations taken daily or at a finer time scale. These data have become
available primarily due to advances in data acquisition and processing techniques,
and they have attracted much attention because they are important in empirical
study of market microstructure. The ultimate high-frequency data in finance are
the transaction-by-transaction or trade-by-trade data in security markets. Here time
is often measured in seconds. The Trades and Quotes (TAQ) database of the New
York Stock Exchange (NYSE) contains all equity transactions reported on the
Consolidated Tape from 1992 to the present, which includes transactions on the
NYSE, AMEX, NASDAQ, and the regional exchanges. The Berkeley Options Data
Base provides similar data for options transactions from August 1976 to December
1996. Transactions data for many other securities and markets, both domestic and
foreign, are continuously collected and processed. Wood (2000) provides some
historical perspective of high-frequency financial study.

High-frequency financial data are important in studying a variety of issues related
to the trading process and market microstructure. They can be used to compare the
efficiency of different trading systems in price discovery (e.g., the open out-cry
system of the NYSE and the computer trading system of NASDAQ). They can
also be used to study the dynamics of bid and ask quotes of a particular stock
(e.g., Hasbrouck, 1999; Zhang, Russell, and Tsay, 2001b). In an order-driven stock
market (e.g., the Taiwan Stock Exchange), high-frequency data can be used to
study the order dynamics and, more interesting, to investigate the question of “who
provides the market liquidity.” Cho, Russell, Tiao, and Tsay (2003) use intraday
5-minute returns of more than 340 stocks traded on the Taiwan Stock Exchange to
study the impact of daily stock price limits and find significant evidence of magnet
effects toward the price ceiling.

However, high-frequency data have some unique characteristics that do not
appear in lower frequencies. Analysis of these data thus introduces new challenges

Analysis of Financial Time Series, Second Edition By Ruey S. Tsay
Copyright © 2005 John Wiley & Sons, Inc.

206



NONSYNCHRONOUS TRADING 207

to financial economists and statisticians. In this chapter, we study these special
characteristics, consider methods for analyzing high-frequency data, and discuss
implications of the results obtained. In particular, we discuss nonsynchronous trad-
ing, bid—ask spread, duration models, price movements that are in multiples of tick
size, and bivariate models for price changes and time durations between transac-
tions associated with price changes. The models discussed are also applicable to
other scientific areas such as telecommunications and environmental studies.

5.1 NONSYNCHRONOUS TRADING

We begin with nonsynchronous trading. Stock tradings such as those on the NYSE
do not occur in a synchronous manner; different stocks have different trading
frequencies, and even for a single stock the trading intensity varies from hour to
hour and from day to day. Yet we often analyze a return series in a fixed time
interval such as daily, weekly, or monthly. For daily series, price of a stock is its
closing price, which is the last transaction price of the stock in a trading day. The
actual time of the last transaction of the stock varies from day to day. As such we
incorrectly assume daily returns as an equally spaced time series with a 24-hour
interval. It turns out that such an assumption can lead to erroneous conclusions
about the predictability of stock returns even if the true return series are serially
independent.

For daily stock returns, nonsynchronous trading can introduce (a) lag-1 cross-
correlation between stock returns, (b) lag-1 serial correlation in a portfolio return,
and (c) in some situations negative serial correlations of the return series of a
single stock. Consider stocks A and B. Assume that the two stocks are inde-
pendent and stock A is traded more frequently than stock B. For special news
affecting the market that arrives near the closing hour on one day, stock A is
more likely than B to show the effect of the news on the same day simply
because A is traded more frequently. The effect of the news on B will eventu-
ally appear, but it may be delayed until the following trading day. If this situ-
ation indeed happens, return of stock A appears to lead that of stock B. Con-
sequently, the return series may show a significant lag-1 cross-correlation from
A to B even though the two stocks are independent. For a portfolio that holds
stocks A and B, the prior cross-correlation would become a significant lag-1
serial correlation.

In a more complicated manner, nonsynchronous trading can also induce erro-
neous negative serial correlations for a single stock. There are several models
available in the literature to study this phenomenon; see Campbell, Lo, and MacKin-
lay (1997) and the references therein. Here we adopt a simplified version of the
model proposed in Lo and MacKinlay (1990). Let r, be the continuously com-
pounded return of a security at the time index ¢. For simplicity, assume that {r;}
is a sequence of independent and identically distributed random variables with
mean E(r;) = p and variance Var(r;) = o2. For each time period, the probabil-
ity that the security is not traded is 7, which is time-invariant and independent
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of r,. Let r{ be the observed return. When there is no trade at time index ¢, we
have r/ = 0 because there is no information available. Yet when there is a trade at
time index ¢, we define r{ as the cumulative return from the previous trade (i.e.,
r{ =r +r_1+---+r_, where k, is the largest non-negative integer such that
no trade occurred in the periods ¢ — k,,t —k; + 1, ..., ¢t — 1). Mathematically, the
relationship between r; and r; is

0 with probability
Ty with probability (1 — )2
Fe 4 Fog with probability (1 — )%m
ri +ri_1 + r;_» with probability (1 — 7)>7>
=1 _ 5.DH

K or with probability (1 — )%

These probabilities are easy to understand. For example, r{ = r; if and only if there
are trades at both ¢ and t — 1, r? = r, +r,—; if and only if there are trades at ¢
and r — 2, but no trade at t — 1, and r/ = r; +r,—1 + r,— if and only if there are
trades at ¢ and r — 3, but no trades at r — 1 and r — 2, and so on. As expected, the
total probability is 1 given by

1
n+(1—n)2[1+n+n2+---]=n+(1—n)21—=n+1—n=1.
— 7T

We are ready to consider the moment equations of the observed return series
{r?}. First, the expectation of r; is
Er) = —m)E@)+ (1 — ) 7E(r +r—1) + -
=1-m)’pu+0=—m)2m2u+ 1 —7)°723u+ -
= —m)ull +27 +37> +4n + .-

=(1- n)zu = U. (5.2)

_
(1—m)?

In the prior derivation, we use the result 1 4+ 27 + 372 + 473 + ... = 1/(1 — 7)>.
Next, for the variance of r?, we use Var(r?) = E[(r?)*] — [E(r?)]* and

EG))? = (1 — 1) E[r)* 1+ (A — )7 E[(r + 1)1+ -
=0 -1 [(c*+u>) +7Qc> +4u>) + 72Bo? +9u>H) +---1  (5.3)
= —mHo 1 +27 +3n%+ -1+ p2 [l +4n + 972+ -]} (5.4)

=0+ u? [ — 1] ) (5.5)

1—m
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In Eq. (5.3), we use

2

k 2 I k
E (Z r,_f> = Var (Z r,_z-) + [E (Z r,_,ﬂ = (k+ Do’ +[(k + Dul®

i=0 i=0 i=0

under the serial independence assumption of r,. Using techniques similar to that
of Eq. (5.2), we can show that the first term of Eq. (5.4) reduces to 2. For the
second term of Eq. (5.4), we use the identity

2 1

l+4m + 972+ 1673 + -+ = — ,
+4r +97° 4+ 167° + 1 =) 1—n)2

which can be obtained as follows. Let
H=1+4+47 49724+ 167> +--- and G=1437+57>+Tn° +---.
Then (1 —7)H = G and

A-m7)G=1+4+27x+2n> 4273+

2
=20 +m4n2+--)—1= —1
(I—m)
Consequently, from Egs. (5.2) and (5.5), we have
0 2 2 2 2 ) | 2’
Var(r/) =0+ p° | —— —1|—pu" =0+ . (5.6)
1—m 1—m

Consider next the lag-1 autocovariance of {r/}. Here we use Cov(r/, 7/ |) =
EGlr? ) — EGOE@? ) = E(?r? ;) — . The question then reduces to finding
E(r{r{_;). Notice that r/_, is zero if there is no trade at 7, no trade at t — 1, or
no trade at both ¢ and ¢ — 1. Therefore, we have

0 with probability 27 — 72
FiFi— with probability (1 — )3
re(re—y + re—2) with probability (1 — )3w
_ _ _ ith probability (1 — )37
rtor[o—lz T’t(rt 1+ ri—2+1r-3) ?’Vl probability ( )’ (5.7)
r (O ) with probability (1 — 7)37*~!

Again the total probability is unity. To understand the prior result, notice that
rlr{_, =rm;— if and only if there are three consecutive trades at t —2, t — 1,
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and ¢. Using Eq. (5.7) and the fact that E(r;r;—;) = E(r)) E(ri—j) = w? for j > 0,
we have

E@trt ) =(0-n) {E(r,rt_l) + T E[r(ri—1 + r1-2)]

=1 -l p 1 +27 +372+ - ]=(1—m)u
The lag-1 autocovariance of {r/} is then
Cov(r?, r? ) = —mu’. (5.8)

Provided that u is not zero, the nonsynchronous trading induces a negative lag-1
autocorrelation in r{ given by

—(1 — )T p?
(1 —=m)o?2 4+ 2mpu?

pi(r}) =
In general, we can extend the prior result and show that
Cov(ry,r{_;) = —Prd, =1

The magnitude of the lag-1 ACF depends on the choices of p, 7, and o and can
be substantial. Thus, when p© # 0, the nonsynchronous trading induces negative
autocorrelations in an observed security return series.

The previous discussion can be generalized to the return series of a portfolio
that consists of N securities; see Campbell, Lo, and MacKinlay (1997, Chapter 3).
In the time series literature, effects of nonsynchronous trading on the return of a
single security are equivalent to that of random temporal aggregation on a time
series, with the trading probability 7 governing the mechanism of aggregation.

5.2 BID-ASK SPREAD

In some stock exchanges (e.g., NYSE), market makers play an important role in
facilitating trades. They provide market liquidity by standing ready to buy or sell
whenever the public wishes to buy or sell. By market liquidity, we mean the ability
to buy or sell significant quantities of a security quickly, anonymously, and with
little price impact. In return for providing liquidity, market makers are granted
monopoly rights by the exchange to post different prices for purchases and sales of
a security. They buy at the bid price P, and sell at a higher ask price P,. (For the
public, P, is the sale price and P, is the purchase price.) The difference P, — P,
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is call the bid—ask spread, which is the primary source of compensation for market
makers. Typically, the bid—ask spread is small—namely, one or two ticks.

The existence of a bid—ask spread, although small in magnitude, has several
important consequences in time series properties of asset returns. We briefly discuss
the bid—ask bounce—namely, the bid—ask spread introduces negative lag-1 serial
correlation in an asset return. Consider the simple model of Roll (1984). The
observed market price P, of an asset is assumed to satisfy

S
P[ZPI*—FI[

5 (5.9)

where S = P, — P}, is the bid—ask spread, P/ is the time-t fundamental value of
the asset in a frictionless market, and {/;} is a sequence of independent binary
random variables with equal probabilities (i.e., I, = 1 with probability 0.5 and
= —1 with probability 0.5). The I, can be interpreted as an order-type indicator,
with 1 signifying buyer-initiated transaction and —1 seller-initiated transaction.

Alternatively, the model can be written as

+S/2 with probability 0.5,

_ *
Fo=Fr+ { —5/2 with probability 0.5.

If there is no change in P, then the observed process of price changes is
S
APZ :(]t_lt_l)a. (5.10)

Under the assumption of /, in Eq. (5.9), E(I;) = 0 and Var(/;) = 1, and we have
E(AP;)) =0 and

Var(AP,) = §2/2, (5.11)
Cov(AP,, AP,_y) = —S2/4, (5.12)
Cov(AP, AP_;) =0, j>1. (5.13)

Therefore, the autocorrelation function of AP; is

—0.5 if j = 1,

The bid—ask spread thus introduces a negative lag-1 serial correlation in the series
of observed price changes. This is referred to as the bid—ask bounce in the finance
literature. Intuitively, the bounce can be seen as follows. Assume that the funda-
mental price P is equal to (P, + Pp)/2. Then P; assumes the value P, or P,. If
the previously observed price is P, (the higher value), then the current observed
price is either unchanged or lower at P,. Thus, AP, is either O or —S. However, if
the previous observed price is P, (the lower value), then AP, is either O or S. The
negative lag-1 correlation in A P; becomes apparent. The bid—ask spread does not
introduce any serial correlation beyond lag 1, however.
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A more realistic formulation is to assume that P;* follows a random walk so that
AP = P} — P’ | = ¢, which forms a sequence of independent and identically
distributed random variables with mean zero and variance o 2. In addition, {¢} is
independent of {/,}. In this case, Var(AP;) = o> + S%/2, but Cov(AP,, AP;_j)

remains unchanged. Therefore,

—8%/4
P1(AP) = m =
The magnitude of the lag-1 autocorrelation of AP, is reduced, but the negative
effect remains when S = P, — P, > 0. In finance, it might be of interest to study
the components of the bid—ask spread. Interested readers are referred to Campbell,
Lo, and MacKinlay (1997) and the references therein.

The effect of bid—ask spread continues to exist in portfolio returns and in mul-
tivariate financial time series. Consider the bivariate case. Denote the bivariate
order-type indicator by I; = (Iy;, I;)’, where I,; is for the first security and I,
for the second security. If I}, and I, are contemporaneously positively correlated,
then the bid—ask spreads can introduce negative lag-1 cross-correlations.

5.3 EMPIRICAL CHARACTERISTICS OF TRANSACTIONS DATA

Let #; be the calendar time, measured in seconds from midnight, at which the ith
transaction of an asset takes place. Associated with the transaction are several vari-
ables such as the transaction price, the transaction volume, the prevailing bid and
ask quotes, and so on. The collection of #; and the associated measurements are
referred to as the transactions data. These data have several important characteris-
tics that do not exist when the observations are aggregated over time. Some of the
characteristics are given next.

1. Unequally Spaced Time Intervals. Transactions such as stock tradings on an
exchange do not occur at equally spaced time intervals. As such, the observed
transaction prices of an asset do not form an equally spaced time series. The
time duration between trades becomes important and might contain useful
information about market microstructure (e.g., trading intensity).

2. Discrete-Valued Prices. The price change of an asset from one transaction
to the next only occurs in multiples of tick size. On the NYSE, the tick size
was one-eighth of a dollar before June 24, 1997 and was one-sixteenth of a
dollar before January 29, 2001. All NYSE and AMEX stocks started to trade
in decimals on January 29, 2001. Therefore, the price is a discrete-valued
variable in transactions data. In some markets, price change may also be
subject to limit constraints set by regulators.

3. Existence of a Daily Periodic or Diurnal Pattern. Under the normal trading
conditions, transaction activity can exhibit a periodic pattern. For instance,
on the NYSE, transactions are “heavier” at the beginning and closing of
the trading hours and “thinner” during lunch hour, resulting in a U-shape
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transaction intensity. Consequently, time durations between transactions also
exhibit a daily cyclical pattern.

4. Multiple Transactions Within a Single Second. It is possible that multiple
transactions, even with different prices, occur at the same time. This is partly
due to the fact that time is measured in seconds that may be too long a time
scale in periods of heavy trading.

To demonstrate these characteristics, we consider first the IBM transactions data
from November 1, 1990 to January 31, 1991. These data are from the Trades,
Orders Reports, and Quotes (TORQ) dataset; see Hasbrouck (1992). There are 63
trading days and 60,328 transactions. To simplify the discussion, we ignore the
price changes between trading days and focus on the transactions that occurred in
the normal trading hours from 9:30 am to 4:00 pm Eastern time. It is well known
that overnight stock returns differ substantially from intraday returns; see Stoll
and Whaley (1990) and the references therein. Table 5.1 gives the frequencies in
percentages of price change measured in the tick size of $1/8 = $0.125. From the
table, we make the following observations:

. About two-thirds of the intraday transactions were without price change.
. The price changed in one tick approximately 29% of the intraday transactions.
. Only 2.6% of the transactions were associated with two-tick price changes.

B W N =

. Only about 1.3% of the transactions resulted in price changes of three ticks
or more.

5. The distribution of positive and negative price changes was approximately
symmetric.

Consider next the number of transactions in a 5-minute time interval. Denote
the series by x;. That is, x; is the number of IBM transactions from 9:30 am
to 9:35 am on November 1, 1990 Eastern time, x, is the number of transactions
from 9:35 am to 9:40 am, and so on. The time gaps between trading days are
ignored. Figure 5.1a shows the time plot of x;, and Figure 5.1b the sample ACF of
x; for lags 1 to 260. Of particular interest is the cyclical pattern of the ACF with
a periodicity of 78, which is the number of 5-minute intervals in a trading day.
The number of transactions thus exhibits a daily pattern. To further illustrate the
daily trading pattern, Figure 5.2 shows the average number of transactions within
S5-minute time intervals over the 63 days. There are 78 such averages. The plot
exhibits a “smiling” or U shape, indicating heavier trading at the opening and
closing of the market and thinner trading during the lunch hours.

Table 5.1. Frequencies of Price Change in Multiples of Tick Size for IBM Stock from
November 1, 1990 to January 31, 1991

Number (tick) <=3 -2 -1 0 1 2 >3
Percentage 0.66 1.33 14.53 67.06 14.53 1.27 0.63
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Figure 5.1. IBM intraday transactions data from 11/01/90 to 1/31/91: (a) the number of transactions
in 5-minute time intervals and (b) the sample ACF of the series in part(a).
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Figure 5.2. Time plot of the average number of transactions in 5-minute time intervals. There are 78
observations, averaging over the 63 trading days from 11/01/90 to 1/31/91 for IBM stock.
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Since we focus on transactions that occurred during normal trading hours of a
trading day, there are 59,838 time intervals in the data. These intervals are called
the intraday durations between trades. For IBM stock, there were 6531 zero time
intervals. That is, during the normal trading hours of the 63 trading days from
November 1, 1990 to January 31, 1991, multiple transactions in a second occurred
6531 times, which is about 10.91%. Among these multiple transactions, 1002 of
them had different prices, which is about 1.67% of the total number of intraday
transactions. Therefore, multiple transactions (i.e., zero durations) may become an
issue in statistical modeling of the time durations between trades.

Table 5.2 provides a two-way classification of price movements. Here price
movements are classified into “up,” “unchanged,” and “down.” We denote them by
“4.7 “0,” and “—,” respectively. The table shows the price movements between
two consecutive trades (i.e., from the (i — 1)th to the ith transaction) in the sample.
From the table, trade-by-trade data show that:

1. Consecutive price increases or decreases are relatively rare, which are about
441/59837 = 0.74% and 410/59837 = 0.69%, respectively.

3 3

2. There is a slight edge to move from
“down”; see row 1 of the table.

‘up” to “unchanged” rather than to

3. There is a high tendency for the price to remain “unchanged.”

4. The probabilities of moving from “down” to “up” or “unchanged” are about
the same; see row 3.

The first observation mentioned before is a clear demonstration of bid—ask
bounce, showing price reversals in intraday transactions data. To confirm this phe-
nomenon, we consider a directional series D; for price movements, where D;
assumes the value +1, 0, and —1 for up, unchanged, and down price movement,
respectively, for the ith transaction. The ACF of {D;} has a single spike at lag 1
with value —0.389, which is highly significant for a sample size of 59,837 and
confirms the price reversal in consecutive trades.

As a second illustration, we consider the transactions data of IBM stock in
December 1999 obtained from the TAQ database. The normal trading hours are

Table 5.2. Two-Way Classification of Price Movements
in Consecutive Intraday Trades for IBM Stock“

ith Trade
(i — 1)th Trade + 0 - Margin
+ 441 5498 3948 9887
0 4867 29779 5473 40119

- 4580 4841 410 9831

Margin 9888 40118 9831 59837

“The price movements are classified into “up,” “unchanged,” and
“down.” The data span is from 11/01/90 to 1/31/91.
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from 9:30 am to 4:00 pm Eastern time, except for December 31 when the market
closed at 1:00 pm. Comparing with the 1990-1991 data, two important changes
have occurred. First, the number of intraday tradings has increased sixfold. There
were 134,120 intraday tradings in December 1999 alone. The increased trading
intensity also increased the chance of multiple transactions within a second. The
percentage of trades with zero time duration doubled to 22.98%. At the extreme,
there were 42 transactions within a given second that happened twice on Decem-
ber 3, 1999. Second, the tick size of price movement was $1/16 = $0.0625 instead
of $1/8. The change in tick size should reduce the bid—ask spread. Figure 5.3
shows the daily number of transactions in the new sample. Figure 5.4a shows the
time plot of time durations between trades, measured in seconds, and Figure 5.4b
is the time plot of price changes in consecutive intraday trades, measured in multi-
ples of the tick size of $1/16. As expected, Figures 5.3 and 5.4a show clearly the
inverse relationship between the daily number of transactions and the time interval
between trades. Figure 5.4b shows two unusual price movements for IBM stock on
December 3, 1999. They were a drop of 63 ticks followed by an immediate jump
of 64 ticks and a drop of 68 ticks followed immediately by a jump of 68 ticks.
Unusual price movements like these occurred infrequently in intraday transactions.

Focusing on trades recorded within regular trading hours, we have 61,149 trades
out of 133,475 with no price change. This is about 45.8% and substantially lower
than that between November 1990 and January 1991. It seems that reducing the
tick size increased the chance of a price change. Table 5.3 gives the percentages of
trades associated with a price change. The price movements remain approximately
symmetric with respect to zero. Large price movements in intraday tradings are
still relatively rare.
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Figure 5.3. IBM transactions data for December 1999. The plot shows the number of transactions in
each trading day with the after-hours portion denoting the number of trades with time stamp after
4:00 pm.
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Figure 5.4. IBM transactions data for December 1999. (a) The time plot of time durations between
trades. (b) The time plot of price changes in consecutive trades measured in multiples of the tick size
of $1/16. Only data during normal trading hours are included.

Table 5.3. Percentages of Intraday Transactions Associated with a Price Change for
IBM Stock Traded in December 1999¢

Size 1 2 3 4 5 6 7 >7

Upward Movements
Percentage 18.03 5.80 1.79 0.66 0.25 0.15 0.09 0.32

Downward Movements

Percentage 18.24 5.57 1.79 0.71 0.24 0.17 0.10 0.31

“The percentage of transactions without price change is 45.8% and the total number of transactions
recorded within regular trading hours is 133,475. The size is measured in multiples of tick size $1/16.

Remark. The recordkeeping of high-frequency data is often not as good as
that of observations taken at lower frequencies. Data cleaning becomes a necessity
in high-frequency data analysis. For transactions data, missing observations may
happen in many ways, and the accuracy of the exact transaction time might be ques-
tionable for some trades. For example, recorded trading times may be beyond 4:00
pm Eastern time even before the opening of after-hours tradings. How to handle
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these observations deserves a careful study. A proper method of data cleaning
requires a deep understanding of the way in which the market operates. As such,
it is important to specify clearly and precisely the methods used in data cleaning.
These methods must be taken into consideration in making inference. d

Again, let t; be the calendar time, measured in seconds from midnight, when the
ith transaction took place. Let P, be the transaction price. The price change from
the (i — 1)th to the ith trade is y; = AP, = P, — P;,_, and the time duration is
At; = t; — t;—1. Here it is understood that the subscript i in At; and y; denotes the
time sequence of transactions, not the calendar time. In what follows, we consider
models for y; and Az; both individually and jointly.

5.4 MODELS FOR PRICE CHANGES

The discreteness and concentration on “no change” make it difficult to model
the intraday price changes. Campbell, Lo, and MacKinlay (1997) discuss several
econometric models that have been proposed in the literature. Here we mention
two models that have the advantage of employing explanatory variables to study
the intraday price movements. The first model is the ordered probit model used
by Hauseman, Lo, and MacKinlay (1992) to study the price movements in trans-
actions data. The second model has been considered recently by McCulloch and
Tsay (2000) and is a simplified version of the model proposed by Rydberg and
Shephard (2003); see also Ghysels (2000).

5.4.1 Ordered Probit Model

Let y;* be the unobservable price change of the asset under study (i.e., yi = P —
Py ), where P is the virtual price of the asset at time 7. The ordered probit model
assumes that y’ is a continuous random variable and follows the model

yi =xiB+ei, (5.15)

where x; is a p-dimensional row vector of explanatory variables available at
time #,_;, B is a p x 1 parameter vector, E(¢;|x;) =0, Var(e;|x;) = al.z, and
Cov(e;, €;) = 0 for i # j. The conditional variance al.z is assumed to be a positive
function of the explanatory variable w; —that is,

ol = g(w;), (5.16)

where g(.) is a positive function. For financial transactions data, w; may contain
the time interval #; — #;_; and some conditional heteroscedastic variables. Typically,
one also assumes that the conditional distribution of €; given x; and w; is Gaussian.

Suppose that the observed price change y; may assume k possible values. In
theory, k can be infinity, but countable. In practice, k is finite and may involve
combining several categories into a single value. For example, we have k =7 in
Table 5.1, where the first value “—3 ticks” means that the price change is —3 ticks
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or lower. We denote the k possible values as {s1, ..., s¢}. The ordered probit model
postulates the relationship between y; and y’ as

yi=s; if aj1 <y <a;, j=1,...k (5.17)

where «; are real numbers satisfying —o00o =g <@ < -+ < qp_1 < Qg = 00.
Under the assumption of conditional Gaussian distribution, we have

P(yi =sjlxj,w;) = Plaj_1 <x;f+¢€ <oajlx;, w;)

P(x,-ﬂ+e,~§oz1|x,~,w,-) 1f]=1,
= P(aj_1<x,-ﬁ—|—ei§aj|xi,w,-) if j=2,...,k—1,
Plog—1 < xiB + €lx;, w;) it j =k,
Q[ial_xiﬂ] ifj=1,
oi(w;)
_ q)l:(xj —xiﬂi| _cDI:ij—l —xiﬁ} =2 k-1,
o (w;) oi(w;)
ar—1 —x;p e
o[ Hisk ey

where ®(x) is the cumulative distribution function of the standard normal random
variable evaluated at x, and we write o; (w;) to denote that oiz is a positive function
of w;. From the definition, an ordered probit model is driven by an unobservable
continuous random variable. The observed values, which have a natural ordering,
can be regarded as categories representing the underlying process.

The ordered probit model contains parameters 8, «; (i = 1, ...,k — 1), and those
in the conditional variance function o;(w;) in Eq. (5.16). These parameters can be
estimated by the maximum likelihood or Markov chain Monte Carlo methods.

Example 5.1. Hauseman, Lo, and MacKinlay (1992) apply the ordered probit
model to the 1988 transactions data of more than 100 stocks. Here we only report
their result for IBM. There are 206,794 trades. The sample mean (standard devia-
tion) of price change y;, time duration At;, and bid—ask spread are —0.0010(0.753),
27.21(34.13), and 1.9470(1.4625), respectively. The bid—ask spread is measured
in ticks. The model used has nine categories for price movement, and the functional
specifications are

3 3 3
XiB=BiAL+ > Bur1yicvt Y BuraSPSiy + Y BurIBSi,

v=1 v=1 v=1
3
+ Y Bor10lTu (Vi) x IBS; ], (5.19)

v=1

of(w;) = 1.0+ y2Atf + v} AB;_, (5.20)
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where T, (V) = (V* — 1)/A is the Box—Cox (1964) transformation of V with A €
[0, 1] and the explanatory variables are defined by the following:

Atf = (t; —t;—1)/100 is a rescaled time duration between the (i — 1)th and
ith trades with time measured in seconds.

AB;_; is the bid—ask spread prevailing at time #;_; in ticks.

Yi—y (v =1,2,3) is the lagged value of price change at f;_, in ticks. With
k =9, the possible values of price changes are {—4, —3, -2, —1,0, 1, 2, 3,4}
in ticks.

Viey (v =1, 2, 3) is the lagged value of dollar volume at the (i — v)th trans-
action, defined as the price of the (i — v)th transaction in dollars times the
number of shares traded (denominated in hundreds of shares). That is, the
dollar volume is in hundreds of dollars.

SP5;—, (v =1,2,3) is the 5S-minute continuously compounded returns of the
Standard and Poor’s 500 index futures price for the contract maturing in the
closest month beyond the month in which transaction (i — v) occurred, where
the return is computed with the futures price recorded 1 minute before the
nearest round minute prior to t;_, and the price recorded 5 minutes before
this.

IBS;_, (v =1, 2, 3) is an indicator variable defined by

1if Py > (P, + PP )2,
IBS, , =1 0 ifP_,=(P", +P )2,
—1if Py < (P%,+ P2 )/2,

where P and Pj’.’ are the ask and bid price at time ¢;.

The parameter estimates and their 7-ratios are given in Table 5.4. All the ¢-ratios
are large except one, indicating that the estimates are highly significant. Such high
t-ratios are not surprising as the sample size is large. For the heavily traded IBM
stock, the estimation results suggest the following conclusions:

1.

2.

The boundary partitions are not equally spaced, but are almost symmetric
with respect to zero.

The transaction duration Af; affects both the conditional mean and condi-
tional variance of y; in Egs. (5.19) and (5.20).

. The coefficients of lagged price changes are negative and highly significant,

indicating price reversals.

. As expected, the bid—ask spread at time #;_; significantly affects the condi-

tional variance.
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Table 5.4. Parameter Estimates of the Ordered Probit Model in Eqgs. (5.19) and (5.20)
for the 1988 Transaction Data of IBM, Where ¢ Denotes the z-Ratio”

Boundary Partitions of the Probit Model

Parameter o] (6%) a3 o4 as (673 o7 og
Estimate —4.67 —4.16 =3.11 —1.34 1.33 3.13 4.21 4.73
t —145.7 —-157.8 —171.6 —1555 154.9 167.8 152.2 138.9

Equation Parameters of the Probit Model

Parameter 71 1) B AtF By B3 Ba Bs Bs
Estimate 0.40 0.52 —0.12 —1.01 -0.53 —-0.21 1.12  —-0.26
t 15.6 71.1 —11.4 —135.6 —85.0 —47.2 542 —12.1
Parameter B Bs Bo: Bio B B2 B3
Estimate 0.01 —1.14 —0.37 —-0.17 0.12 0.05 0.02
t 0.26 —63.6 —-21.6 —10.3 47.4 18.6 7.7

“Reprinted with permission from Elsevier.

5.4.2 A Decomposition Model

An alternative approach to modeling price change is to decompose it into three
components and use conditional specifications for the components; see Rydberg
and Shephard (2003). The three components are an indicator for price change, the
direction of price movement if there is a change, and the size of price change if a
change occurs. Specifically, the price change at the ith transaction can be written as

Vi = Ptl- — Pl;_1 = AiDiSiv (521)

where A; is a binary variable defined as

A = { 1 if there is a price change at the ith trade, (5.22)

0 if price remains the same at the ith trade,

D, is also a discrete variable signifying the direction of the price change if a change
occurs—that is,

1 if price increases at the ith trade,

—1 if price drops at the ith trade, (5.23)

Di[(Ai =1) = {
where D;|(A; = 1) means that D; is defined under the condition of A; = 1, and
S; is the size of the price change in ticks if there is a change at the ith trade and
S; = 0 if there is no price change at the ith trade. When there is a price change, S;
is a positive integer-valued random variable.

Note that D; is not needed when A; = 0, and there is a natural ordering in the
decomposition. D; is well defined only when A; =1 and S; is meaningful when
A; =1 and D; is given. Model specification under the decomposition makes use
of the ordering.
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Let F; be the information set available at the ith transaction. Examples of
elements in F; are At;_;, A;_;, D;_;, and S;_; for j > 0. The evolution of price
change under model (5.21) can then be partitioned as

P(yilFi—1) = P(A;D;Si|Fi—1) = P(Si|Di, Ai, Fi—1) P(Di|A;, Fi—1) P(A;|Fi-1).

(5.24)
Since A; is a binary variable, it suffices to consider the evolution of the probability
pi = P(A; = 1) over time. We assume that

x;B
Pi e
In =x; or = — 5.25

(1—Pi) P b 1+ eXiB 622

where x; is a finite-dimensional vector consisting of elements of F;_; and f is a
parameter vector. Conditioned on A; = 1, D; is also a binary variable, and we use
the following model for §; = P(D; = 1|A; = 1):

(= Y=y or =7 (5.26)
1—81' =Ziy Z_1+eZi)” .

where z; is a finite-dimensional vector consisting of elements of F;_; and p is
a parameter vector. To allow for asymmetry between positive and negative price
changes, we assume that

g if D;=1,A=1,

ghgi) if Di=—1,A; =1, (5.27)

Si|(Di, Ay =1) ~ 1+ {
where g(1) is a geometric distribution with parameter A and the parameters A;;
evolve over time as

)»j i €w’0-/
In| —— | =wi#; or Aj;=——7, j=u,d, (5.28)
L= ' 1+ eWif,
where w; is again a finite-dimensional explanatory variable in F;_; and 6, is a
parameter vector.
In Eq. (5.27), the probability mass function of a random variable x, which
follows the geometric distribution g(}), is

px=m)=1x1-1M)", m=0,1,2,....

We added 1 to the geometric distribution so that the price change, if it occurs,
is at least 1 tick. In Eq. (5.28), we take the logistic transformation to ensure that
A ji € [0, 1].

The previous specification classifies the ith trade, or transaction, into one of
three categories:

1. No price change: A; = 0 and the associated probability is (1 — p;).
2. A price increase: A; = 1, D; = 1, and the associated probability is p;6;. The
size of the price increase is governed by 1 + g(X,.;).
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3. A price drop: A; = 1, D; = —1, and the associated probability is p; (1 — §;).
The size of the price drop is governed by 1+ g(X4;).

Let I;(j) for j = 1, 2, 3 be the indicator variables of the prior three categories.
That is, [;(j) =1 if the jth category occurs and [;(j) = 0 otherwise. The log
likelihood function of Eq. (5.24) becomes

In[P(y;|Fi-1)]
=L, () In[(1 = p)]+ L;Q)[In(p;) +1In(8;) +In(hy ;) + (Si — D In(1 — 4, )]
+ I;3)[n(p;) + In(l — ;) + In(rg;) + (Si — DIn(l — g )],

and the overall log likelihood function is
n
I[P (1, ... yal Fo)l = Y In[P(yi|F;-1)], (5.29)
i=1

which is a function of parameters 8, y, 0, and .

Example 5.2. We illustrate the decomposition model by analyzing the intraday
transactions of IBM stock from November 1, 1990 to January 31, 1991. There were
63 trading days and 59,838 intraday transactions in the normal trading hours. The
explanatory variables used are:

1. A;_;: the action indicator of the previous trade (i.e., the (i — 1)th trade within
a trading day).

D;_,: the direction indicator of the previous trade.

Si—1: the size of the previous trade.

Vi_1: the volume of the previous trade, divided by 1000.
At;_1: time duration from the (i — 2)th to (i — 1)th trade.
BA;: The bid—ask spread prevailing at the time of transaction.

N

Because we use lag-1 explanatory variables, the actual sample size is 59,775. It
turns out that V;_|, At;_;, and BA; are not statistically significant for the model
entertained. Thus, only the first three explanatory variables are used. The model

employed is
In < b ) = Bo + B1Ai-1,
1 —p

S
In
1 -4
In (2w 6404 61 S
n = Uy u i—1
= 0 18-t

=y + D1, (5.30)

=040+ 0415i—1.
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Table 5.5. Parameter Estimates of the ADS Model in Eq.
(5.30) for IBM Intraday Transactions from 11/01/90 to

1/31/91

Parameter Bo Bi Y0 Vi
Estimate —1.057 0.962 —0.067 —2.307
Standard error 0.104 0.044 0.023 0.056
Parameter 0u.0 Ou.1 4.0 04,1
Estimate 2.235 —0.670 2.085 —0.509
Standard error 0.029 0.050 0.187 0.139

The parameter estimates, using the log likelihood function in Eq. (5.29), are
given in Table 5.5. The estimated simple model shows some dynamic dependence
in the price change. In particular, the trade-by-trade price changes of IBM stock
exhibit some appealing features:

1. The probability of a price change depends on the previous price change.
Specifically, we have

P(A; = 1|Aj_; = 0) = 0258, P(A; = 1|A;_; = 1) = 0.476.

The result indicates that a price change may occur in clusters and, as expected,
most transactions are without price change. When no price change occurred at the
(i — Dth trade, then only about one out of four trades in the subsequent transaction
has a price change. When there is a price change at the (i — 1)th transaction, the
probability of a price change in the ith trade increases to about 0.5.

2. The direction of price change is governed by

0.483 if Di—l =0 (i.e., Ai—l = O),
P(D;=1|F_1,A)=1008 if D;_, =1, A, =1,
0.904 if D;_; =—1, A; = 1.

This result says that (a) if no price change occurred at the (i — 1)th trade, then
the chances for a price increase or decrease at the ith trade are about even; and
(b) the probabilities of consecutive price increases or decreases are very low. The
probability of a price increase at the ith trade given that a price change occurs at the
ith trade and there was a price increase at the (i — 1)th trade is only 8.6%. However,
the probability of a price increase is about 90% given that a price change occurs at
the ith trade and there was a price decrease at the (i — 1)th trade. Consequently,
this result shows the effect of bid—ask bounce and supports price reversals in
high-frequency trading.

3. There is weak evidence suggesting that big price changes have a higher
probability to be followed by another big price change. Consider the size of a price
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increase. We have
Sil(Di =1) ~ 14 gyi), Ay =2235-0.670S8;_;.

Using the probability mass function of a geometric distribution, we obtain that the
probability of a price increase by one tick is 0.827 at the ith trade if the transaction
results in a price increase and S;_; = 1. The probability reduces to 0.709 if S;_; = 2
and to 0.556 if S;_; = 3. Consequently, the probability of a large S; is proportional
to S;_; given that there is a price increase at the ith trade.

A difference between the ADS and ordered probit models is that the former
does not require any truncation or grouping in the size of a price change.

5.5 DURATION MODELS

Duration models are concerned with time intervals between trades. Longer dura-
tions indicate lack of trading activities, which in turn signify a period of no new
information. The dynamic behavior of durations thus contains useful information
about intraday market activities. Using concepts similar to the ARCH models for
volatility, Engle and Russell (1998) propose an autoregressive conditional dura-
tion (ACD) model to describe the evolution of time durations for (heavily traded)
stocks. Zhang, Russell, and Tsay (2001a) extend the ACD model to account for
nonlinearity and structural breaks in the data. In this section, we introduce some
simple duration models. As mentioned before, intraday transactions exhibit some
diurnal pattern. Therefore, we focus on the adjusted time duration

At = AL /f (), (5.31)

where f(#;) is a deterministic function consisting of the cyclical component of

At;. Obviously, f(#;) depends on the underlying asset and the systematic behavior

of the market. In practice, there are many ways to estimate f(#;), but no single

method dominates the others in terms of statistical properties. A common approach

is to use smoothing spline. Here we use simple quadratic functions and indicator

variables to take care of the deterministic component of daily trading activities.
For the IBM data employed in the illustration of ADS models, we assume

7
f@) =expld(@)], d() :,30+Z:3jfj(ti)s (5.32)
j=1
where
o 2
_ (1 —43200\ ) (3TN e < asa00
fit) =— 14200 ) fa(ti) = 7500
0 otherwise,
o 2
fi — 48300\ (488000 s 43200
L) =— “ o300 ) ° fa(t) = 9000

0 otherwise,
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Figure 5.5. Quadratic functions used to remove the deterministic component of IBM intraday trading
durations: (a)—(d) are the functions fi(.) to f1(.) of Eq. (5.32), respectively.

f5(t;) and fe(z;) are indicator variables for the first and second 5 minutes of market
opening (i.e., fs5(.) =1 if and only if # is between 9:30 am and 9:35 am East-
ern time), and f7(#;) is the indicator for the last 30 minutes of daily trading (i.e.,
f7(t;) = 1 if and only if the trade occurred between 3:30 pm and 4:00 pm East-
ern time). Figure 5.5 shows the plot of f;(.) for i =1,...,4, where the time
scale on the x-axis is in minutes. Note that f3(43200) = f4(43200), where 43,200
corresponds to 12:00 noon.

The coefficients B; of Eq. (5.32) are obtained by the least squares method of
the linear regression

;
In(AL) = Bo+ Y _ B fi(t) +ei.
The fitted model is =
In(Az;) = 2.555 4 0.159 £, (1;) + 0.270 f>(1;) + 0.384 f3(z;)
+ 0.061 f4(t;) — 0.611 f5(t;) — 0.157 f(#;) + 0.073 f7(2;).
Figure 5.6 shows the time plot of average durations in 5-minute time intervals over

the 63 trading days before and after adjusting for the deterministic component.
Figure 5.6a shows the average durations of Af; and, as expected, exhibits a diurnal
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Figure 5.6. IBM transactions data from 11/01/90 to 1/31/91: (a) the average durations in 5-minute time
intervals and (b) the average durations in 5-minute time intervals after adjusting for the deterministic
component.

pattern. Figure 5.6b shows the average durations of Az (i.e., after the adjustment),
and the diurnal pattern is largely removed.

5.5.1 The ACD Model

The autoregressive conditional duration (ACD) model uses the idea of GARCH
models to study the dynamic structure of the adjusted duration At of Eq. (5.31).
For ease in notation, we define x; = Atl.*.

Let ; = E(x;|F;—1) be the conditional expectation of the adjusted duration
between the (i — 1)th and ith trades, where F;_; is the information set available
at the (i — 1)th trade. In other words, v; is the expected adjusted duration given
F;_,. The basic ACD model is defined as

Xi = Y€, (5:33)

where {€;} is a sequence of independent and identically distributed non-negative
random variables such that E(¢;) = 1. In Engle and Russell (1998), ¢; follows a
standard exponential or a standardized Weibull distribution, and v; assumes the
form

Vi :w—l—Ziji_j +ijwi—j~ (5.34)

j=1 j=1
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Such a model is referred to as an ACD(r, s) model. When the distribution of ¢;
is exponential, the resulting model is called an EACD(r, s) model. Similarly, if
€; follows a Weibull distribution, the model is a WACD(r, s) model. If necessary,
readers are referred to Appendix A for a quick review of exponential and Weibull
distributions.

Similar to GARCH models, the process n; = x; — 1; is a martingale difference
sequence (i.e., E(n;|Fi—1) = 0), and the ACD(r, s) model can be written as

max(r,s)

N
=0+ Y itopx-j— Y omij+n (5.35)
j=1 j=1

which is in the form of an ARMA process with non-Gaussian innovations. It is
understood here that y; = 0 for j > r and w; = 0 for j > s. Such a representation
can be used to obtain the basic conditions for weak stationarity of the ACD model.
For instance, taking expectation on both sides of Eq. (5.35) and assuming weak
stationarity, we have

w

E(x;) = .
l - X () + @)

Therefore, we assume @ >0 and 1 > }_.(y; + ;) because the expected dura-
tion is positive. As another application of Eq. (5.35), we study properties of the
EACD(1,1) model.

EACD(1,1) Model
An EACD(1,1) model can be written as

Xi =vi€, VYi=w+yxi—1+oryig, (5.36)

where €; follows the standard exponential distribution. Using the moments of a
standard exponential distribution in Appendix A, we have E(¢;) = 1, Var(e;) = 1,
and E(e?) = Var(x;) + [E(x;)]* = 2. Assuming that x; is weakly stationary (i.e.,
the first two moments of x; are time-invariant), we derive the variance of x;. First,
taking the expectation of Eq. (5.36), we have

E(x)) = E[EWi€|Fic)] = EWi), EWi) =o+yEMi-1) + o EWi-1).

(5.37)
Under weak stationarity, E(¥;) = E(¥;_1) so that Eq. (5.37) gives
w
ux = E(x;)) = E(Y;) = T — o (5.33)
— V1~ wi

Next, because E(e?) = 2, we have E(x?) = E[E(Y7€?|Fi_1)] = 2E(Y}).
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Taking the square of i; in Eq. (5.36) and the expectation and using weak sta-
tionarity of v; and x;, we have, after some algebra, that

L= +w)’

EW?) = 113 x :
1 -2y — o — 2y 10

(5.39)

Finally, using Var(x;) = E(x?) — [E(x;)]* and E(x?) = 2E(y?), we have

1— w% — 2)/1(1)1

Var(x;) = 2E(y}) — p = p} X :
1 — 0l —2yi0 — 2y}

where . is defined in Eq. (5.38). This result shows that, to have time-invariant
unconditional variance, the EACD(1,1) model in Eq. (5.36) must satisfy 1 > 2)/12 +
a)% + 2yjw;. The variance of a WACD(1,1) model can be obtained by using the
same techniques and the first two moments of a standardized Weibull distribution.

ACD Models with a Generalized Gamma Distribution

In the statistical literature, intensity function is often expressed in terms of hazard
function. As shown in Appendix B, the hazard function of an EACD model is
constant over time and that of a WACD model is a monotonous function. These
hazard functions are rather restrictive in application as the intensity function of
stock transactions might not be constant or monotone over time. To increase the
flexibility of the associated hazard function, Zhang, Russell, and Tsay (2001a)
employ a (standardized) generalized gamma distribution for €;. See Appendix A
for some basic properties of a generalized gamma distribution. The resulting hazard
function may assume various patterns, including U shape or inverted U shape.
We refer to an ACD model with innovations that follow a generalized gamma
distribution as a GACD(r, s) model.

5.5.2 Simulation

To illustrate ACD processes, we generated 500 observations from the ACD(1,1)
model

Xi = 10,‘6,‘, 10,‘ =03 + 0.2)6,'_1 + 0.7101‘_1 (540)

using two different innovational distributions for ¢;. In case 1, ¢; is assumed to
follow a standardized Weibull distribution with parameter o = 1.5. In case 2, ¢;
follows a (standardized) generalized gamma distribution with parameters x = 1.5
and o = 0.5.

Figure 5.7a shows the time plot of the WACD(1,1) series, whereas Figure 5.8a
is the GACD(1,1) series. Figure 5.9 plots the histograms of both simulated series.
The difference between the two models is evident. Finally, the sample ACFs of
the two simulated series are shown in Figure 5.10a and Figure 5.11b, respectively.
The serial dependence of the data is clearly seen.
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(a) A simulated WACD(1,1) series
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Figure 5.7. A simulated WACD(1,1) series in Eq. (5.40): (a) the original series and (b) the standardized
series after estimation. There are 500 observations.

(a) A simulated GACD(1,1) series
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Figure 5.8. A simulated GACD(1,1) series in Eq. (5.40): (a) the original series and (b) the standardized
series after estimation. There are 500 observations.
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Figure 5.9. Histograms of simulated duration processes with 500 observations: (a) WACD(1,1) model
and (b) GACD(1,1) model.

(a) Original series
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Figure 5.10. The sample autocorrelation function of a simulated WACD(1,1) series with 500 observa-
tions: (a) the original series and (b) the standardized residual series.
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(a) Original series
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Figure 5.11. The sample autocorrelation function of a simulated GACD(1,1) series with 500 observa-
tions: (a) the original series and (b) the standardized residual series.

5.5.3 Estimation

For an ACD(r, s) model, let i, = max(r, s) and x; = (x1, ..., x;)". The likelihood
function of the durations xi, ..., x7 is

T

ferlo)y=| [] F&ilFior,0) | x f(xi,16),

i=ip+1

where 6 denotes the vector of model parameters, and 7 is the sample size. The
marginal probability density function f(x; |0) of the previous equation is rather
complicated for a general ACD model. Because its impact on the likelihood function
is diminishing as the sample size T increases, this marginal density is often ignored,
resulting in use of the conditional likelihood method. For a WACD model, we use
the probability density function (pdf) of Eq. (5.55) and obtain the conditional log
likelihood function

T o
(xl6,x;,) =Y aln [r (1 + g)]—i—ln (%)—i—aln (%)-(W) ,

i=ig+1
(5.41)
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where ¥; = o + ZS':] YiXi—j + ijl OiVi—j 0 = (0, Vi,...., Vr, @1, ..., 05 a)
and x = (Xj,+1,...,x7). When o = 1, the (conditional) log likelihood function
reduces to that of an EACD(r, s) model.

For a GACD(r, s) model, the conditional log likelihood function is

r o xi \“

£(x10,x;,) i:%;l In (F(K)) + (ko — 1) In(x;) — ka In(Af;) (M/n) ,

(5.42)
where A =T'(k)/'(k + 1/a) and the parameter vector # now also includes «.
As expected, when x =1, A =1/I'(1 + 1/a) and the log likelihood function in
Eq. (5.42) reduces to that of a WACD(r, s) model in Eq. (5.41). This log likelihood
function can be rewritten in many ways to simplify the estimation.

Under some regularity conditions, the conditional maximum likelihood estimates
are asymptotically normal; see Engle and Russell (1998) and the references therein.
In practice, simulation can be used to obtain finite-sample reference distributions
for the problem of interest once a duration model is specified.

Example 5.3. (Simulated ACD(1,1) series continued). Consider the simulated
WACD(1,1) and GACD(1,1) series of Eq. (5.40). We apply the conditional like-
lihood method and obtain the results in Table 5.6. The estimates appear to be
reasonable. Let 1% be the I-step ahead prediction of v; and € = x;/ 1/},' be the
standardized series, which can be regarded as standardized residuals of the series.
If the model is adequately specified, {¢;} should behave as a sequence of inde-
pendent and identically distributed random variables. Figure 5.7b and Figure 5.8b
show the time plot of ¢; for both models. The sample ACF of ¢; for both fitted
models are shown in Figure 5.10b and Figure 5.11b, respectively. It is evident that
no significant serial correlations are found in the €; series.

Table 5.6. Estimation Results for Simulated ACD(1,1) Series with 500 Observations
for WACD(1,1) Series and GACD(1,1) Series

WACD(1,1) Model

Parameter w Y1 w] o
True 0.3 0.2 0.7 1.5
Estimate 0.364 0.100 0.767 1.477
Standard error (0.139) (0.025) (0.060) (0.052)

GACD(1,1) Model

Parameter w Y1 w1 o K
True 0.3 0.2 0.7 0.5 1.5
Estimate 0.401 0.343 0.561 0.436 2.077

Standard error 0.117) (0.074) (0.065) (0.078) (0.653)
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Example 5.4. As an illustration of duration models, we consider the transac-
tion durations of IBM stock on five consecutive trading days from November |
to November 7, 1990. Focusing on positive transaction durations, we have 3534
observations. In addition, the data have been adjusted by removing the determinis-
tic component in Eq. (5.32). That is, we employ 3534 positive adjusted durations
as defined in Eq. (5.31).

Figure 5.12a shows the time plot of the adjusted (positive) durations for the first
five trading days of November 1990, and Figure 5.13a gives the sample ACF of
the series. There exist some serial correlations in the adjusted durations. We fit a
WACD(1,1) model to the data and obtain the model

Xi = Tﬁiéi, 10,‘ =0.169 + 0.064)6,'_1 + 0.885}0,'_1, (543)

where {¢;} is a sequence of independent and identically distributed random variates
that follow the standardized Weibull distribution with parameter @ = 0.879(0.012),
where 0.012 is the estimated standard error. Standard errors of the estimates in
Eq. (5.43) are 0.039, 0.010, and 0.018, respectively. All ¢-ratios of the estimates
are greater than 4.2, indicating that the estimates are significant at the 1% level.
Figure 5.12b shows the time plot of € = x; /1},', and Figure 5.13b provides the
sample ACF of ¢;. The Ljung—Box statistics show Q(10) =4.96 and Q(20) =

(a)
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Figure 5.12. Time plots of durations for IBM stock traded in the first five trading days of November
1990: (a) the adjusted series and (b) the normalized innovations of an WACD(1,1) model. There are
3534 nonzero durations.
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Figure 5.13. The sample autocorrelation function of adjusted durations for IBM stock traded in the
first five trading days of November 1990: (a) the adjusted series and (b) the normalized innovations for
a WACD(1,1) model.

10.75 for the ¢; series. Clearly, the standardized innovations have no significant
serial correlations. In fact, the sample autocorrelations of the squared series {éiz}
are also small with Q(10) = 6.20 and Q(20) = 11.16, further confirming lack of
serial dependence in the normalized innovations. In addition, the mean and standard
deviation of a standardized Weibull distribution with o = 0.879 are 1.00 and 1.14,
respectively. These numbers are close to the sample mean and standard deviation
of {€;}, which are 1.01 and 1.22, respectively. The fitted model seems adequate.

In model (5.43), the estimated coefficients show p; + @; ~ 0.949, indicating
certain persistence in the adjusted durations. The expected adjusted duration is
0.169/(1 — 0.064 — 0.885) = 3.31 seconds, which is close to the sample mean 3.29
of the adjusted durations. The estimated « of the standardized Weibull distribution
is 0.879, which is less than but close to 1. Thus, the conditional hazard function is
monotonously decreasing at a slow rate.

If a generalized gamma distribution function is used for the innovations, then
the fitted GACD(1,1) model is

X = lﬁiéi, }ﬁ,‘ =0.141 + 0.063)(,'_1 + 0.8971ﬁ,‘_1, (544)

where {¢;} follows a standardized, generalized gamma distribution in Eq. (5.56)
with parameters « = 4.248(1.046) and « = 0.395(0.053), where the number in
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parentheses denotes estimated standard error. Standard errors of the three parameters
in Eq. (5.44) are 0.041, 0.010, and 0.019, respectively. All of the estimates are sta-
tistically significant at the 1% level. Again, the normalized innovational process
{é&;} and its squared series have no significant serial correlation, where €; = x;/ 1%
based on model (5.44). Specifically, for the €; process, we have Q(10) = 4.95 and
0(20) = 10.28. For the éiz series, we have Q(10) = 6.36 and Q(20) = 10.89.

The expected duration of model (5.44) is 3.52, which is slightly greater than
that of the WACD(1,1) model in Eq. (5.43). Similarly, the persistence parameter
71 + @1 of model (5.44) is also slightly higher at 0.96.

Remark. Estimation of EACD models can be carried out by using programs for
ARCH models with some minor modification; see Engle and Russell (1998). In this
book, we use either the RATS program or some Fortran programs developed by the
author to estimate the duration models. Limited experience indicates that it is harder
to estimate a GACD model than an EACD or a WACD model. RATS programs
used to estimate WACD and GACD models are given in Appendix C. (]

5.6 NONLINEAR DURATION MODELS

Nonlinear features are also commonly found in high-frequency data. As an illus-
tration, we apply some nonlinearity tests discussed in Chapter 4 to the normalized
innovations €; of the WACD(1,1) model for the IBM transaction durations in
Example 5.4; see Eq. (5.43). Based on an AR(4) model, the test results are given
in part (a) of Table 5.7. As expected from the model diagnostics of Example 5.4,
the Ori-F test indicates no quadratic nonlinearity in the normalized innovations.
However, the TAR-F test statistics suggest strong nonlinearity.

Based on the test results in Table 5.7, we entertain a threshold duration model
with two regimes for the IBM intraday durations. The threshold variable is x,_;
(i.e., lag-1 adjusted duration). The estimated threshold value is 3.79. The fitted

Table 5.7. Nonlinearity Tests for IBM Transaction Durations from
November 1 to November 7, 1990¢

Type Ori-F TAR-F(1) TAR-F(2) TAR-F(3) TAR-F(4)

(a) Normalized Innovations of a WACD(1,1) Model

Test 0.343 3.288 3.142 3.128 0.297
p-Value 0.969 0.006 0.008 0.008 0.915

(b) Normalized Innovations of a Threshold WACD(1,1) Model

Test 0.163 0.746 1.899 1.752 0.270
p-Value 0.998 0.589 0.091 0.119 0.929

“Only intraday durations are used. The number in parentheses of TAR-F tests denotes time delay.
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threshold WACD(1,1) model is x; = v;¢;, where

0.020 + 0.257x;_1 + 0.847v;_1, € ~ w(0.901) if x;_; < 3.79,
© ] 1.808 4 0.027x;-1 +0.5019—, € ~ w(0.845) if x;_; > 3.79,
(5.45)

where w(«) denotes a standardized Weibull distribution with parameter «. The
number of observations in the two regimes are 2503 and 1030, respectively. In
Eq. (5.45), the standard errors of the parameters for the first regime are 0.043,
0.041, 0.024, and 0.014, whereas those for the second regime are 0.526, 0.020,
0.147, and 0.020, respectively.

Consider the normalized innovations €; = x;/ IZfl- of the threshold WACD(1,1)
model in Eq. (5.45). We obtain Q(12) = 9.8 and Q(24) = 23.9 for ¢; and Q(12) =
8.0 and Q(24) = 16.7 for €l.2. Thus, there are no significant serial correlations in the
€; and éiz series. Furthermore, applying the same nonlinearity tests as before to this
newly normalized innovational series €;, we detect no nonlinearity; see part (b) of
Table 5.7. Consequently, the two-regime threshold WACD(1,1) model in Eq. (5.45)
is adequate.

If we classify the two regimes as heavy and thin trading periods, then the thresh-
old model suggests that the trading dynamics measured by intraday transaction
durations are different between heavy and thin trading periods for IBM stock even
after the adjustment of diurnal pattern. This is not surprising as market activities
are often driven by the arrival of news and other information.

The estimated threshold WACD(1,1) model in Eq. (5.45) contains some insignif-
icant parameters. We refine the model and obtain the result:

0.225x; 1 + 0.867y;_1, & ~ w(0.902) if x;_; < 3.79,
"] 161840614y, € ~ w(0.846) if x;_y > 3.79.

All of the estimates of the refined model are highly significant. The Ljung—Box
statistics of the standardized innovations €; = x; /1% show Q(10) =5.91(0.82)
and Q(20) = 16.04(0.71) and those of éf give Q(10) = 5.35(0.87) and Q(20) =
15.20(0.76), where the number in parentheses is the p-value. Therefore, the refined
model is adequate. The RATS program used to estimate the prior model is given
in Appendix C.

5.7 BIVARIATE MODELS FOR PRICE CHANGE AND DURATION

In this section, we introduce a model that considers jointly the process of price
change and the associated duration. As mentioned before, many intraday transac-
tions of a stock result in no price change. Those transactions are highly relevant
to trading intensity, but they do not contain direct information on price move-
ment. Therefore, to simplify the complexity involved in modeling price change,
we focus on transactions that result in a price change and consider a price change
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and duration (PCD) model to describe the multivariate dynamics of price change
and the associated time duration.

We continue to use the same notation as before, but the definition is changed to
transactions with a price change. Let #; be the calendar time of the ith price change
of an asset. As before, #; is measured in seconds from midnight of a trading day. Let
P;; be the transaction price when the ith price change occurred and A#; =#; — #;_;
be the time duration between price changes. In addition, let N; be the number of
trades in the time interval (f;_1, #;) that result in no price change. This new variable
is used to represent trading intensity during a period of no price change. Finally,
let D; be the direction of the ith price change with D; = 1 when price goes up
and D; = —1 when the price comes down, and let S; be the size of the ith price
change measured in ticks. Under the new definitions, the price of a stock evolves

over time by
P, =P, ,+ D;S;, (5.46)

and the transactions data consist of {At;, N;, D;, S;} for the ith price change. The
PCD model is concerned with the joint analysis of (At;, N;, D;, S;).

Remark. Focusing on transactions associated with a price change can reduce
the sample size dramatically. For example, consider the intraday data of IBM stock
from November 1, 1990 to January 31, 1991. There were 60,265 intraday trades,
but only 19,022 of them resulted in a price change. In addition, there is no diurnal
pattern in time durations between price changes. 0

To illustrate the relationship among the price movements of all transactions
and those of transactions associated with a price change, we consider the intraday
tradings of IBM stock on November 21, 1990. There were 726 transactions on that
day during normal trading hours, but only 195 trades resulted in a price change.
Figure 5.14 shows the time plot of the price series for both cases. As expected, the
price series are the same.

The PCD model decomposes the joint distribution of (At;, N;, D;, S;) given
F;,_ as

f(Ati, Ni, Dy, Si|Fi—1)

= f(Si|Di, Ni, At;, Fi—1) f (Di|Ni, Ati, Fi—y) f(Ni|Ati, Fiy) f(AGi[Fioy).

(5.47)

This partition enables us to specify suitable econometric models for the condi-

tional distributions and, hence, to simplify the modeling task. There are many

ways to specify models for the conditional distributions. A proper specification

might depend on the asset under study. Here we employ the specifications used by

McCulloch and Tsay (2000), who use generalized linear models for the discrete-
valued variables and a time series model for the continuous variable In(A#;).

For the time duration between price changes, we use the model

In(At;) = Bo + Bi1In(Ati—y) + B2Si—1 + o€, (5.48)
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Figure 5.14. Time plots of the intraday transaction prices of IBM stock on November 21, 1990: (a) all
transactions and (b) transactions that resulted in a price change.

where o is a positive number and {¢;} is a sequence of iid N (0, 1) random variables.
This is a multiple linear regression model with lagged variables. Other explanatory
variables can be added if necessary. The log transformation is used to ensure the
positiveness of time duration.

The conditional model for N; is further partitioned into two parts because empir-
ical data suggest a concentration of N; at 0. The first part of the model for N; is
the logit model

p(N; = 0|Ay;, Fi_y) = logitlag + a1 In(Az)], (5.49)

where logit(x) = exp(x)/[1 4 exp(x)], whereas the second part of the model is

ex + y1 In(At;
NN, > 0, Ati, Froy) ~ 1+ gO), & = —P0 (AT g )

" 1 +exply + v In(AR)]

where ~ means “is distributed as,” and g(A) denotes a geometric distribution with
parameter A, which is in the interval (0, 1).
The model for direction D; is

D;|(N;, At;, F; 1) = sign(u; + o;€), (5.51)
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where € is a N(0, 1) random variable, and

i = wo + w1 D1 + w2 In(At;),

4
In(o;) = B Z D;_j| = B|IDi—1 + Di_» + D;_3 + Dj_4|.
=1

In other words, D; is governed by the sign of a normal random variable with mean
i and variance ol.z. A special characteristic of the prior model is the function
for In(o;). For intraday transactions, a key feature is the price reversal between
consecutive price changes. This feature is modeled by the dependence of D; on
D;_1 in the mean equation with a negative w; parameter. However, there exists
an occasional local trend in the price movement. The previous variance equation
allows for such a local trend by increasing the uncertainty in the direction of price
movement when the past data showed evidence of a local trend. For a normal
distribution with a fixed mean, increasing its variance makes a random draw have
the same chance to be positive and negative. This in turn increases the chance for
a sequence of all positive or all negative draws. Such a sequence produces a local
trend in price movement.

To allow for different dynamics between positive and negative price movements,
we use different models for the size of a price change. Specifically, we have

Sil(D; = =1, N;, At;, Fi_1) ~ p(kq;) + 1, with
In(Aa.i) = na.0 + na1Ni + na2In(AL) +na38i-1 (5.52)

Sil(Di =1, Ni, Ati, Fi—1) ~ p(h i) + 1, with
In(Ay.i) = M0 + M1 Ni + nu 2 In(AL) + 0y 38i-1,  (5.53)

where p(A) denotes a Poisson distribution with parameter A, and 1 is added to the
size because the minimum size is 1 tick when there is a price change.

The specified models in Eqgs. (5.48)—(5.53) can be estimated jointly by either
the maximum likelihood method or the Markov chain Monte Carlo methods. Based
on Eq. (5.47), the models consist of six conditional models that can be estimated
separately.

Example 5.5. Consider the intraday transactions of IBM stock on Novem-
ber 21, 1990. There are 194 price changes within normal trading hours. Figure 5.15
shows the histograms of In(At;), N;, D;, and S;. The data for D; are about equally
distributed between “upward” and “downward” movements. Only a few transac-
tions resulted in a price change of more than 1 tick; as a matter of fact, there
were seven changes with two ticks and one change with three ticks. Using Markov
chain Monte Carlo (MCMC) methods (see Chapter 12), we obtained the following
models for the data. The reported estimates and their standard deviations are the
posterior means and standard deviations of MCMC draws with 9500 iterations. The
model for the time duration between price changes is

In(Af;) = 4.023 + 0.032In(At;_;) — 0.0255;_; + 1.403¢;,
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Figure 5.15. Histograms of intraday transactions data for IBM stock on November 21, 1990: (a) log
durations between price changes, (b) direction of price movement, (c) size of price change measured
in ticks, and (d) number of trades without a price change.

where standard deviations of the coefficients are 0.415, 0.073, 0.384, and 0.073,
respectively. The fitted model indicates that there was no dynamic dependence in
the time duration. For the N; variable, we have

Pr(N; > 0|At;, Fi_1) = logit[—0.637 + 1.740 In(Af;)],

where standard deviations of the estimates are 0.238 and 0.248, respectively. Thus,
as expected, the number of trades with no price change in the time interval (f;_1, #;)
depends positively on the length of the interval. The magnitude of N; when it is
positive is

exp[0.178 — 0.910 In(A¢f;)]
N:|(N; 0’ At', Fi_ ~ 1 A s A= )
il(Ni > i Fi-1) +8() "7 1 4exp[0.178 — 0.9101In(Af;)]

where standard deviations of the estimates are 0.246 and 0.138, respectively. The
negative and significant coefficient of In(Af;) means that N; is positively related
to the length of the duration At; because a large In(A¢;) implies a small A;, which
in turn implies higher probabilities for larger N;; see the geometric distribution in
Eq. (5.27).
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The fitted model for D; is

i = 0.049 — 0.840D; _; — 0.004 In(A1;),
In(o;) = 0.244|D; | + D; > + D; 3 + D; 4|,

where standard deviations of the parameters in the mean equation are 0.129, 0.132,
and 0.082, respectively, whereas the standard deviation for the parameter in the
variance equation is 0.182. The price reversal is clearly shown by the highly sig-
nificant negative coefficient of D;_;. The marginally significant parameter in the
variance equation is exactly as expected. Finally, the fitted models for the size of
a price change are

In(Agi) = 1.024 — 0.327N; + 0.4121In(At;) — 4.474S; 4,
In(A, ;) = —3.683 — 1.542N; + 0.4191In(At;) 4+ 0.921S8,_4,

where standard deviations of the parameters for the “down size” are 3.350, 0.319,
0.599, and 3.188, respectively, whereas those for the “up size” are 1.734, 0.976,
0.453, and 1.459. The interesting estimates of the prior two equations are the
negative estimates of the coefficient of N;. A large N; means there were more
transactions in the time interval (#;_1, ;) with no price change. This can be taken
as evidence of no new information available in the time interval (#;_, t;). Conse-
quently, the size for the price change at #; should be small. A small A, ; or A4 ; for
a Poisson distribution gives precisely that.

In summary, granted that a sample of 194 observations in a given day may not
contain sufficient information about the trading dynamics of IBM stock, but the
fitted models appear to provide some sensible results. McCulloch and Tsay (2000)
extend the PCD model to a hierarchical framework to handle all the data of the
63 trading days between November 1, 1990 and January 31, 1991. Many of the
parameter estimates become significant in this extended sample, which has more
than 19,000 observations. For example, the overall estimate of the coefficient of
In(At;—1) in the model for time duration ranges from 0.04 to 0.1, which is small,
but significant.

Finally, using transactions data to test microstructure theory often requires a
careful specification of the variables used. It also requires a deep understanding of
the way by which the market operates and the data are collected. However, ideas of
the econometric models discussed in this chapter are useful and widely applicable
in analysis of high-frequency data.

APPENDIX A: REVIEW OF SOME PROBABILITY DISTRIBUTIONS

Exponential Distribution
A random variable X has an exponential distribution with parameter g > 0 if its
probability density function (pdf) is given by

1
1B
fx1B) = ﬁe ifx =20,

0 otherwise.
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Denoting such a distribution by X ~ exp(8), we have E(X) = 8 and Var(X) = 2.
The cumulative distribution function (CDF) of X is

0 if x <0,
F(x|B) = { l—e /B if x > 0.

When g =1, X is said to have a standard exponential distribution.

Gamma Function
For x > 0, the gamma function I'(«x) is defined by

oo
I'k) = / X le ™ dx.
0
The most important properties of the gamma function are:

1. Forany k > 1, I'(k) = (k — DI'(k — 1).
2. For any positive integer m, I'(m) = (m — 1)!.

3.T(H) =/

The integration

y
T'(ylk) =/ X le™dx, y>0
0

is an incomplete gamma function. Its values have been tabulated in the literature.
Computer programs are now available to evaluate the incomplete gamma function.

Gamma Distribution
A random variable X has a gamma distribution with parameter « and g (« > 0,
B > 0) if its pdf is given by

1
fxle, B) = B“T(k)
0

xle™/B it x > 0,

otherwise.

By changing variable y = x /8, one can easily obtain the moments of X:

1

E(X™) = /Oooxmf(x|x, B)dx = T '/Ooox;(-‘rm—le—x/ﬂdx
P

m =)
— ﬂ y/(+m—le—ydy —
L) Jo ['(x)

In particular, the mean and variance of X are E(X) = «f and Var(X) = «%. When
B =1, the distribution is called a standard gamma distribution with parameter «.
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We use the notation G ~ gamma(k) to denote that G follows a standard gamma
distribution with parameter «. The moments of G are

'k +m)

E(G™ ==

, m>0. (5.54)

Weibull Distribution
A random variable X has a Weibull distribution with parameters « and 8 (o > 0,
B > 0) if its pdf is given by

f( | ) X le /B* if x >0’
xla, B) = po
0

ifx <O,

where 8 and « are the scale and shape parameters of the distribution. The mean
and variance of X are

(1+2) (D))
o o o

and the CDF of X is

0 ifx <0,
Fxle §) = { 1 — e WA if x > 0.
When o = 1, the Weibull distribution reduces to an exponential distribution.
Define Y = X/[BI'(1 4+ 1/a)]. We have E(Y) = 1 and the pdf of Y is

1\1" 1 “
Flyla) = a|:F <1+5>:| y“_lexp{—[F <1—|—a>y:| } if y >0,
0

otherwise,

(5.55)
where the scale parameter  disappears due to standardization. The CDF of the
standardized Weibull distribution is

0 if y <0,

F(yla) = l_exp{_[r<1+l>y} } if y >0,
o

and we have E(Y) = 1 and Var(Y) = I'(1 4+ 2/a)/[I'(1 4 1/a)]* — 1. For a dura-
tion model with Weibull innovations, the pdf in Eq. (5.55) is used in the maximum
likelihood estimation.
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Generalized Gamma Distribution
A random variable X has a generalized gamma distribution with parameter «, 8, k
(¢ >0, B >0, and « > 0) if its pdf is given by

axte ] ex AN ifx>0

= _(Z x ,
f@&la, By =1 Brero TP | T\ B =

0 otherwise,

where B is a scale parameter, and o and « are shape parameters. This distribution

can be written as e
-
B

where G is a standard gamma random variable with parameter . The pdf of X
can be obtained from that of G by the technique of changing variables. Similarly,
the moments of X can be obtained from that of G in Eq. (5.54) by

w L (k+m/a) B B"T(k +m/a)
) T (k)

E(X™) = E[(BG"*)"] = p"E(G™*) = B

When « = 1, the generalized gamma distribution reduces to that of a Weibull
distribution. Thus, the exponential and Weibull distributions are special cases of
the generalized gamma distribution.

The expectation of a generalized gamma distribution is E(X) = fI'(k + 1/a)/
I"'(k). In duration models, we need a distribution with unit expectation. Therefore,
defining a random variable Y = AX/B, where A =I'(x)/'(k + 1/a), we have
E(Y) =1 and the pdf of Y is

ka—1

oy AASE
Ol k) =1 awar(e) P [_ (X) ] ity >0, (5.56)
0 otherwise,

where again the scale parameter 8 disappears and A = '(k)/T'(xk + /o).

APPENDIX B: HAZARD FUNCTION

A useful concept in modeling duration is the hazard function implied by a distri-
bution function. For a random variable X, the survival function is defined as

Sx)=PX>x)=1—P(X<x)=1-CDF(x), x>0,

which gives the probability that a subject, which follows the distribution of X,
survives at the time x. The hazard function (or intensity function) of X is then
defined by

(5.57)

where f(.) and S(.) are the pdf and survival function of X, respectively.
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Example 5.6. For the Weibull distribution with parameters « and g, the sur-
vival function and hazard function are

S(x|a, B) = exp [— (%) :| ,  hx|a, B) = g—ax“_l, x > 0.

In particular, when o = 1, we have h(x|8) = 1/8. Therefore, for an exponential
distribution, the hazard function is constant. For a Weibull distribution, the haz-
ard is a monotone function. If & > 1, then the hazard function is monotonously
increasing. If o < 1, the hazard function is monotonously decreasing. For the
generalized gamma distribution, the survival function and, hence, the hazard func-
tion involve the incomplete gamma function. Yet the hazard function may exhibit
various patterns, including U shape or inverted U shape. Thus, the generalized
gamma distribution provides a flexible approach to modeling the duration of stock
transactions.

For the standardized Weibull distribution, the survival and hazard functions are

S(y|a)=exp{—[r <1+é> y] } h(y|a)=a[r <1+é>] yl oy >o0.

APPENDIX C: SOME RATS PROGRAMS FOR DURATION MODELS

The data used are adjusted time durations of intraday transactions of IBM stock
from November 1 to November 9, 1990. The file name is ibmlto5.txt and it has
3534 observations.

Program for Estimating a WACD(1,1) Model
all 0 3534:1
open data ibmlto5.txt
data (org=obs) / x rl
set psi = 1.0
nonlin a0 al bl al
frml gvar = al0+al*x(t-1)+bl*psi(t-1)
frml gma = $LNGAMMA (1.0+1.0/al)
frml gln =al*gma(t)+log(al)-log(x(t)) $
+al*log(x(t)/ (psi(t)=gvar(t))) - (exp(gma(t))*x(t)/psi(t))**al
smpl 2 3534
compute a0 = 0.2, al = 0.1, bl = 0.1, al = 0.8
maximize (method=bhhh, recursive,iterations=150)
set fv = gvar(t)
set resid = x(t)/fv(t)
set residsqg = resid(t)*resid(t)
cor (gstats,number=20, span=10) resid
cor (gstats,number=20, span=10) residsqg

gln
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Program for Estimating a GACD(1,1) Model

all 0 3534:1

open data ibmlto5.txt

data (org=obs) / x rl

set psi = 1.0

nonlin a0 al bl al ka

frml cv = a0+al*x(t-1)+bl*psi(t-1)

frml gma = $LNGAMMA (ka)

frml lam = exp(gma(t))/exp ($LNGAMMA (ka+(1.0/al)))

frml xlam = x(t)/(lam(t)* (psi(t)=cv(t)))

frml gln =-gma(t)+log(al/x(t))+ka*al*log(xlam(t)) - (xlam(t))**al
smpl 2 3534

compute a0 = 0.238, al = 0.075, bl = 0.857, al = 0.5, ka = 4.0
nlpar (criterion=value,cvcrit=0.00001)

maximize (method=bhhh, recursive,iterations=150) gln

set fv = cv(t)

set resid = x(t)/fv(t)

set residsg = resid(t)*resid(t)

cor (gstats, number=20, span=10) resid

cor (gstats,number=20, span=10) residsqg

Program for Estimating a TAR-WACD(1,1) Model
The threshold 3.79 is prespecified.

all 0 3534:1

open data ibmlto5.txt

data (org=obs) / x rt

set psi = 1.0

nonlin al a2 al b0 b2 bl

frml u = ((x(t-1)-3.79)/abs(x(t-1)-3.79)+1.0)/2.0
frml cpl = al*x(t-1)+al2*psi(t-1)

frml gmal = $LNGAMMA (1.0+1.0/al)

frml cp2 = bO+b2*psi(t-1)

frml gma2 = $LNGAMMA (1.0+1.0/bl)

frml cp = cpl(t)*(1-u(t))+cp2(t)*u(t)

frml glnl =al*gmal (t)+log(al)-log(x(t)) $
+al*log(x(t)/(psi(t)=cp(t)))-(exp(gmal(t))*x(t)/psi(t))**al
frml gln2 =bl*gma2(t)+log(bl)-log(x(t)) $
+bl*log(x(t)/(psi(t)=cp(t)))- (exp(gma2(t))*x(t)/psi(t))**bl
frml gln = glnl(t)*(1l-u(t))+gln2(t)*u(t)

smpl 2 3534

compute al 0.2, a2 = 0.85, al = 0.9

compute b0 = 1.8, b2 = 0.5, bl = 0.8

maximize (method=bhhh, recursive,iterations=150) gln

set fv = cp(t)

set resid = x(t)/fv(t)

set residsg = resid(t)*resid(t)

cor (gstats,number=20, span=10) resid

cor (gstats,number=20, span=10) residsqg
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EXERCISES

5.1.

5.2

5.3.

54.

5.5.

Let r; be the log return of an asset at time . Assume that {r;} is a Gaussian
white noise series with mean 0.05 and variance 1.5. Suppose that the proba-
bility of a trade at each time point is 40% and is independent of r,. Denote
the observed return by r/. Is r{ serially correlated? If yes, calculate the first
three lags of autocorrelations of r/.

Let P; be the observed market price of an asset, which is related to the fun-
damental value of the asset P;* via Eq. (5.9). Assume that AP = P — P" |
forms a Gaussian white noise series with mean zero and variance 1.0. Sup-
pose that the bid—ask spread is two ticks. What is the lag-1 autocorrelation
of the price change series AP, = P, — P,_; when the tick size is $1/8? What
is the lag-1 autocorrelation of the price change when the tick size is $1/16?

The file ibm-d2-dur. txt contains the adjusted durations between trades of

IBM stock on November 2, 1990. The file has three columns consisting of

day, time of trade measured in seconds from midnight, and adjusted durations.

(a) Build an EACD model for the adjusted duration and check the fitted
model.

(b) Build a WACD model for the adjusted duration and check the fitted
model.

(¢) Build a GACD model for the adjusted duration and check the fitted
model.

(d) Compare the prior three duration models.

The file mmm9912-dtp. txt contains the transactions data of the stock of 3M
Company in December 1999. There are three columns: day of the month, time
of transaction in seconds from midnight, and transaction price. Transactions
that occurred after 4:00 pm Eastern time are excluded.

(a) Is there a diurnal pattern in 3M stock trading? You may construct a time
series n,;, which denotes the number of trades in a 5-minute time interval
to answer this question.

(b) Use the price series to confirm the existence of a bid—ask bounce in
intraday trading of 3M stock.

(¢) Tabulate the frequencies of price change in multiples of tick size $1/16.
You may combine changes with 5 ticks or more into a category and those
with —5 ticks or beyond into another category.

Consider again the transactions data of 3M stock in December 1999.

(a) Use the data to construct an intraday 5-minute log return series. Use the
simple average of all transaction prices within a 5-minute interval as the
stock price for the interval. Is the series serially correlated? You may use
Ljung—Box statistics to test the hypothesis with the first 10 lags of the
sample autocorrelation function.
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5.6.

5.7.

5.8.

5.9.

5.10.

(b) There are seventy-seven 5-minute returns in a normal trading day. Some
researchers suggest that the sum of squares of the intraday 5-minute returns
can be used as a measure of daily volatility. Apply this approach and
calculate the daily volatility of the log return of 3M stock in December
1999. Discuss the validity of such a procedure to estimate daily volatility.

The file mmm9912-adur. txt contains an adjusted intraday trading duration

of 3M stock in December 1999. There are thirty-nine 10-minute time intervals

in a trading day. Let d; be the average of all log durations for the ith 10-

minute interval across all trading days in December 1999. Define an adjusted

duration as ¢;/exp(d;), where j is in the ith 10-minute interval. Note that

more sophisticated methods can be used to adjust the diurnal pattern of

trading duration. Here we simply use a local average.

(a) Is there a diurnal pattern in the adjusted duration series? Why?

(b) Build a duration model for the adjusted series using exponential innova-
tions. Check the fitted model.

(c) Build a duration model for the adjusted series using Weibull innovations.
Check the fitted model.

(d) Build a duration model for the adjusted series using generalized gamma
innovations. Check the fitted model.

(e) Compare and comment on the three duration models built before.

To gain experience in analyzing high-frequency financial data, consider the
trade data of GE stock from December 1 to December 5, 2003 in the file
tag-t-ge-dec5.txt. The file has four major columns; day, time (hour,
minute, second), price, and volume. Ignore all transactions outside normal
trading hours (9:30 am to 4:00 pm Eastern time). Construct a time series
of the number of trades in an intraday 5-minute time interval. Is there any
diurnal pattern in the constructed series? You can simply compute the sample
ACEF of the series to answer this question. The number of trades is in the file
tag-ge-dec5-nt.txt.

Again, consider the high-frequency data of GE stock from December 1 to
December 5, 2003 and ignore the transactions outside normal trading hours.
Construct an intraday 5-minute return series. Note that the price of the stock
in a 5-minute interval (e.g., 9:30 and 9:35 am) is the last transaction price
within the time interval. For simplicity, ignore overnight returns. Are there
serial correlations in the 5-minute return series? Use 10 lags of the ACF and
5% level to perform the test. See file tag-ge-dec5-5m. txt.

Consider the same problem as in Exercise 5.8, but use 10-minute time inter-
vals. See file tag-ge-dec5-10m. txt.

Again, consider the high-frequency data of GE stock and ignore transac-
tions outside normal trading hours. Compute the percentage of consecutive
transactions without price change in the sample.
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CHAPTERG6

Continuous-Time Models
and Their Applications

The price of a financial asset evolves over time and forms a stochastic process,
which is a statistical term used to describe the evolution of a random variable over
time. The observed prices are a realization of the underlying stochastic process. The
theory of stochastic process is the basis on which the observed prices are analyzed
and statistical inference is made.

There are two types of stochastic process for modeling the price of an asset. The
first type is called the discrete-time stochastic process, in which the price changes at
discrete time points. All the processes discussed in the previous chapters belong to
this category. For example, the daily closing price of IBM stock on the New York
Stock Exchange forms a discrete-time stochastic process. Here the price changes
only at the closing of a trading day. Price movements within a trading day are
not necessarily relevant to the observed daily price. The second type of stochastic
process is the continuous-time process, in which the price changes continuously,
even though the price is only observed at discrete time points. One can think of
the price as the “true value” of the stock that always exists and is time varying.

For both types of process, the price can be continuous or discrete. A continuous
price can assume any positive real number, whereas a discrete price can only
assume a countable number of possible values. Assume that the price of an asset is
a continuous-time stochastic process. If the price is a continuous random variable,
then we have a continuous-time continuous process. If the price itself is discrete,
then we have a continuous-time discrete process. Similar classifications apply to
discrete-time processes. The series of price change in Chapter 5 is an example of
a discrete-time discrete process.

In this chapter, we treat the price of an asset as a continuous-time continuous
stochastic process. Our goal is to introduce the statistical theory and tools needed
to model financial assets and to price options. We begin the chapter with some
terminologies of stock options used in the chapter. In Section 6.2, we provide a brief
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introduction of Brownian motion, which is also known as a Wiener process. We
then discuss some diffusion equations and stochastic calculus, including the well-
known Ito’s lemma. Most option pricing formulas are derived under the assumption
that the price of an asset follows a diffusion equation. We use the Black—Scholes
formula to demonstrate the derivation. Finally, to handle the price variations caused
by rare events (e.g., a profit warning), we also study some simple diffusion models
with jumps.

If the price of an asset follows a diffusion equation, then the price of an option
contingent to the asset can be derived by using hedging methods. However, with
jumps the market becomes incomplete and there is no perfect hedging of options.
The price of an option is then valued either by using diversifiability of jump risk
or defining a notion of risk and choosing a price and a hedge that minimize this
risk. For basic applications of stochastic processes in derivative pricing, see Cox
and Rubinstein (1985) and Hull (2002).

6.1 OPTIONS

A stock option is a financial contract that gives the holder the right to trade a certain
number of shares of a specified common stock by a certain date for a specified
price. There are two types of options. A call option gives the holder the right to
buy the underlying stock; see Chapter 3 for a formal definition. A put option gives
the holder the right to sell the underlying stock. The specified price in the contract
is called the strike price or exercise price. The date in the contract is known as the
expiration date or maturity. American options can be exercised at any time up to
the expiration date. European options can be exercised only on the expiration date.

The value of a stock option depends on the value of the underlying stock. Let
K be the strike price and P be the stock price. A call option is in-the-money when
P > K, at-the-money when P = K, and out-of-the-money when P < K. A put
option is in-the-money when P < K, at-the-money when P = K, and out-of-the-
money when P > K. In general, an option is in-the-money when it would lead to
a positive cash flow to the holder if it were exercised immediately. An option is
out-of-the-money when it would lead to a negative cash flow to the holder if it
were exercised immediately. Finally, an option is at-the-money when it would lead
to zero cash flow if it were exercised immediately. Obviously, only in-the-money
options are exercised in practice. For more information on options, see Hull (2002).

6.2 SOME CONTINUOUS-TIME STOCHASTIC PROCESSES

In mathematical statistics, a continuous-time continuous stochastic process is
defined on a probability space (€2, F, P), where € is a nonempty space, F is
a o-field consisting of subsets of €2, and P is a probability measure; see Chapter 1
of Billingsley (1986). The process can be written as {x(n, t)}, where ¢t denotes
time and is continuous in [0, co). For a given ¢, x(n, t) is a real-valued continuous
random variable (i.e., a mapping from €2 to the real line), and 7 is an element of 2.
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For the price of an asset at time 7, the range of x(n, t) is the set of non-negative
real numbers. For a given n, {x(n, )} is a time series with values depending on
the time ¢. For simplicity, we write a continuous-time stochastic process as {x;}
with the understanding that, for a given 7, x; is a random variable. In the literature,
some authors use x(z) instead of x, to emphasize that ¢ is continuous. However,
we use the same notation x,, but call it a continuous-time stochastic process.

6.2.1 The Wiener Process

In a discrete-time econometric model, we assume that the shocks form a white
noise process, which is not predictable. What is the counterpart of shocks in a
continuous-time model? The answer is the increments of a Wiener process, which
is also known as a standard Brownian motion. There are many ways to define a
Wiener process {w,}. We use a simple approach that focuses on the small change
Aw; = wipa; — w,; associated with a small increment Az in time. A continuous-
time stochastic process {w,} is a Wiener process if it satisfies

1. Aw, = e/ At, where € is a standard normal random variable; and
2. Awy is independent of w; for all j <1t.

The second condition is a Markov property saying that conditional on the present
value w;, any past information of the process, w; with j <, is irrelevant to
the future w4, with ¢ > 0. From this property, it is easily seen that for any
two nonoverlapping time intervals A; and A, the increments w4, — w;, and
Wy,4+A, — Wy, are independent. In finance, this Markov property is related to a weak
form of efficient market.

From the first condition, Aw, is normally distributed with mean zero and vari-
ance At. That is, Aw, ~ N (0, Ar), where ~ denotes probability distribution.
Consider next the process w;. We assume that the process starts at + = 0 with
initial value wg, which is fixed and often set to zero. Then w; — wg can be treated
as a sum of many small increments. More specifically, define T = ¢/ At, where At
is a small positive increment. Then

T T
wt_wO:wTAt_U)O:ZAwi =ZeivAt,

i=1 i=1
where Aw; = w;ja, — wi—1)a,. Because the ¢; are independent, we have

T
E(w, —wp) =0, Var(w, — wg) = Z At =TAt =t.
i=1

Thus, the increment in w, from time O to time ¢ is normally distributed with
mean zero and variance ¢. To put it formally, for a Wiener process w,, we have
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Figure 6.1. Four simulated Wiener processes.

that w;, — wg ~ N (0, r). This says that the variance of a Wiener process increases
linearly with the length of time interval.

Figure 6.1 shows four simulated Wiener processes on the unit time interval
[0, 1]. They are obtained by using a simple version of Donsker’s theorem in the
statistical literature with n = 3000; see Donsker (1951) or Billingsley (1968).
The four plots start with wo = 0 but drift apart as time increases, illustrating that
the variance of a Wiener process increases with time. A simple time transforma-
tion from [0, 1) to [0, c0) can be used to obtain simulated Wiener processes for
t € [0, 00).

Donsker’s Theorem

Assume that {z;}!"_, is a sequence of independent standard normal random variates.
For any ¢ € [0, 1], let [nf] be the integer part of nt. Define w, , = (1/4/n) Z,['Z} Z.
Then w, ; converges in distribution to a Wiener process w; on [0, 1] as n goes to

infinity.

S-Plus Commands for Generating a Wiener Process
n = 3000

epsi = rnorm(n,0,1)

w=cumsum (epsi) /sqgrt (n)

plot (w,type="1")
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Remark. A formal definition of a Brownian motion w, on a probability space
(2, F,P) is that it is a real-valued, continuous stochastic process for > 0 with
independent and stationary increments. In other words, w; satisfies

1. Continuity: the map from ¢ to w, is continuous almost surely with respect to
the probability measure P;

2. Independent increments: if s < t, w; — w; is independent of w, for all v < s;
and

3. Stationary increments: if s < t, w, — wy and w;_; — wo have the same prob-
ability distribution.

It can be shown that the probability distribution of the increment w;, — wj is nor-
mal with mean u(t — s) and variance o2(¢t — ). Furthermore, for any given time

indexes 0 <t <t <--- <1, the random vector (w;, wy,, ..., w;) follows a
multivariate normal distribution. Finally, a Brownian motion is standard if wy = 0
almost surely, u =0, and 6> = 1. O

Remark. An important property of Brownian motions is that their paths are not
differentiable almost surely. In other words, for a standard Brownian motion wy, it
can be shown that dw, /dt does not exist for all elements of 2 except for elements
in a subset ; C 2 such that P(2;) = 0. As a result, we cannot use the usual
integration in calculus to handle integrals involving a standard Brownian motion
when we consider the value of an asset over time. Another approach must be sought.
This is the purpose of discussing Ito’s calculus in the next section. 0

6.2.2 Generalized Wiener Processes

The Wiener process is a special stochastic process with zero drift and variance
proportional to the length of the time interval. This means that the rate of change
in expectation is zero and the rate of change in variance is 1. In practice, the mean
and variance of a stochastic process can evolve over time in a more complicated
manner. Hence, further generalization of a stochastic process is needed. To this
end, we consider the generalized Wiener process in which the expectation has a
drift rate  and the rate of variance change is o'2. Denote such a process by x; and
use the notation dy for a small change in the variable y. Then the model for x; is

dx; = pdt + o dw,, (6.1)

where w, is a Wiener process. If we consider a discretized version of Eq. (6.1),
then

X — X = ut+ae\/f
for increment from O to ¢. Consequently,

E(x; — x9) = ut, Var(x; — xg) = o’t.
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The results say that the increment in x; has a growth rate of u for the expectation
and a growth rate of o for the variance. In the literature, 1 and o of Eq. (6.1)
are referred to as the drift and volatility parameters of the generalized Wiener
process x;.

6.2.3 Ito Processes

The drift and volatility parameters of a generalized Wiener process are time-
invariant. If one further extends the model by allowing 1 and ¢ to be functions of
the stochastic process x;, then we have an Ito process. Specifically, a process x; is
an Ito process if it satisfies

dx; = u(x;, t)dt + o (x, 1) dwy, (6.2)

where w; is a Wiener process. This process plays an important role in mathematical
finance and can be written as

t t
X =XO+/ /L(xs,S)dSwL/ o (xs,5) dwy,
0 0

where xg denotes the starting value of the process at time 0 and the last term on the
right-hand side is a stochastic integral. Equation (6.2) is referred to as a stochastic
diffusion equation with . (x;, t) and o (x,, t) being the drift and diffusion functions,
respectively.

The Wiener process is a special Ito process because it satisfies Eq. (6.2) with
u(x;,t) =0 and o(x;, 1) = 1.

6.3 ITO’S LEMMA

In finance, when using continuous-time models, it iS common to assume that the
price of an asset is an Ito process. Therefore, to derive the price of a financial
derivative, one needs to use Ito’s calculus. In this section, we briefly review Ito’s
lemma by treating it as a natural extension of the differentiation in calculus. Ito’s
lemma is the basis of stochastic calculus.

6.3.1 Review of Differentiation

Let G(x) be a differentiable function of x. Using Taylor expansion, we have

3G 193G 19°G 4
AG=Gx+Ax)-Gx)=——Ax+ o 82(A)+— ST (A 4+

Taking the limit as Ax — 0 and ignoring the higher order terms of Ax, we have

0G
dG = —dx.
0x



ITO’S LEMMA 257

When G is a function of x and y, we have

AG =297, 4 295 +182G(A )+ BZGA A +182
= —AX _— X X
ox ay 2 T2 9x2 axay YT 27%y2

(Ay)* + -
Taking the limit as Ax — 0 and Ay — 0, we have

dG = —d —dy.
ax o ay Y

6.3.2 Stochastic Differentiation

Turn next to the case in which G is a differentiable function of x; and ¢, and x; is
an Ito process. The Taylor expansion becomes

AG =29 A+ 29 5 +18 G ax+ PG s At—i—la (A1)? +
= — _— _— X -
0x ot 2 9x? dx 0t 2 9r?
(6.3)
A discretized version of Ito process is
Ax = 1 At + oeV AL, (6.4)

where, for simplicity, we omit the arguments of u and o, and Ax = x;4a; — X;.
From Eq. (6.4), we have

(Ax)? = W2 (AN + 022 At + 2uoe(AD)Y? = 62 At + H(AD), (6.5)

where H(At) denotes higher order terms of At. This result shows that (Ax)?
contains a term of order At¢, which cannot be ignored when we take the limit as
At — 0. However, the first term on the right-hand side of Eq. (6.5) has some nice
properties:

E(02€>At) = o’ At,
Var(o2€>At) = E[o*e*(A1)?*] — [E(c%€* A1) = 20*(AD)?,

where we use E(e*) = 3 for a standard normal random variable. These two prop-
erties show that o2¢>At converges to a nonstochastic quantity o2At¢ as At — 0.
Consequently, from Eq. (6.5), we have

(Ax)?> —> o%dt as At — 0.

Plugging the prior result into Eq. (6.3) and using Ito’s equation of x, in Eq. (6.2),
we obtain

G 192G
dG = —dx —dt + - —o’dt
dx dt 2 9x2
3G dG 13°G , 3G
— +-—0? ) dt+ —odw,
(8x SRy 23x20) T

which is the well-known Ito’s lemma in stochastic calculus.
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Recall that we suppressed the argument (x,, ) from the drift and volatility terms
@ and o in the derivation of Ito’s lemma. To avoid any possible confusion in the
future, we restate the lemma as follows.

Ito’s Lemma
Assume that x; is a continuous-time stochastic process satisfying

dx; = pu(x;, t)dt + o (x, t) dwy,

where w; is a Wiener process. Furthermore, G (x;, t) is a differentiable function of
x; and t. Then,
dG 3G 13°G , dG
dG = [a,u(x,, D+ o+ 5530 @ t)i| dr + 55 O e D) dwy. (6.6)
Example 6.1. As a simple illustration, consider the square function G (w,, t) =
wl2 of the Wiener process. Here we have pu(w;,t) =0, o(w;, 1) = 1 and

G G 9%G
- = 2wf’ -, = ’ 5 =
dw, ot dw?
Therefore,
dw} = Qw; x 040+ % x 2 x 1)dt + 2w, dw, = dt + 2w, dw,. (6.7)

6.3.3 An Application

Let P, be the price of a stock at time 7, which is continuous in [0, c0). In the
literature, it is common to assume that P; follows the special Ito process

deZ,U,Ptdt‘l‘O'Ptdwt, (68)

where 1 and o are constant. Using the notation of the general Ito process in Eq.
(6.2), we have p(x;,t) = ux; and o(x;,t) = ox;, where x; = P,. Such a special
process is referred to as a geometric Brownian motion. We now apply Ito’s lemma
to obtain a continuous-time model for the logarithm of the stock price P,. Let
G(P;,t) = In(P,) be the log price of the underlying stock. Then we have

06 _ 1 9G _, 196G _ 1D
ap, Pt ' 29p* 2 pr’

Consequently, via Ito’s lemma, we obtain

1 1(=1)
dln(P,): (FHP[+§ P2
t t

o2
= ,t,L—? dt + o dw,.

This result shows that the logarithm of a price follows a generalized Wiener process
with drift rate u — 0>/2 and variance rate o2 if the price is a geometric Brownian

1
osz) dt + —o P dw;
P
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motion. Consequently, the change in logarithm of price (i.e., log return) between
current time ¢ and some future time 7' is normally distributed with mean (u —
02/2)(T —t) and variance o2(T — t). If the time interval T — ¢ = A is fixed and
we are interested in equally spaced increments in log price, then the increment
series is a Gaussian process with mean (u — 02/2)A and variance o2 A.

6.3.4 Estimation of x and o

The two unknown parameters p and o of the geometric Brownian motion in
Eq. (6.8) can be estimated empirically. Assume that we have n 4+ 1 observations of
stock price P, at equally spaced time interval A (e.g., daily, weekly, or monthly).
We measure A in years. Denote the observed prices as {Py, Py, ..., P,} and let
ry =In(P;) —In(P,_y) fort =1,...,n.

Since P, = P, exp(ry), r; is the continuously compounded return in the rth
time interval. Using the result of the previous subsection and assuming that the
stock price P, follows a geometric Brownian motion, we obtain that r, is normally
distributed with mean (u — o /2)A and variance o2A. In addition, the r, are not
serially correlated.

For simplicity, define u, = E(r;) = (1 — 02/2)A and 02 = var(r,;) = 0>A. Let
7 and s, be the sample mean and standard deviation of the data—that is,

n

_ i 1 < _
I‘:izt*l t, Sy = —n_lg(r[—r)z.

As mentioned in Chapter 1, 7 and s, are consistent estimates of the mean and
standard deviation of r;, respectively. That is, 7 — u, and s, — o, as n — oo.
Therefore, we may estimate o by

Sy

VA

Furthermore, it can be shown that the standard error of this estimate is approxi-
mately 6 /+/2n. From [i, = F, we can estimate u by

o=

When the series r; is serially correlated or when the price of the asset does not
follow the geometric Brownian motion in Eq. (6.8), then other estimation methods
must be used to estimate the drift and volatility parameters of the diffusion equation.
We return to this issue later.

Example 6.2. Consider the daily log returns of IBM stock in 1998. Figure 6.2a
shows the time plot of the data, which have 252 observations. Figure 6.2b shows
the sample autocorrelations of the series. It is seen that the log returns are indeed
serially uncorrelated. The Ljung—Box statistic gives Q(10) = 4.9, which is highly
insignificant compared with a chi-squared distribution with 10 degrees of freedom.
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Figure 6.2. Daily returns of IBM stock in 1998: (a) log returns and (b) sample autocorrelations.

If we assume that the price of IBM stock in 1998 follows the geometric Brownian
motion in Eq. (6.8), then we can use the daily log returns to estimate the parameters
u and o. From the data, we have 7 = 0.002276 and s, = 0.01915. Since 1 trading
day is equivalent to A = 1/252 year, we obtain that
0.3040, [ T 0.6198
=0. o H=3 + 7 =0 .

Sy
VA

Thus, the estimated expected return was 61.98% and the standard deviation was
30.4% per annum for IBM stock in 1998.

The normality assumption of the daily log returns may not hold, however. In this
particular instance, the skewness —0.464(0.153) and excess kurtosis 2.396(0.306)
raise some concern, where the number in parentheses denotes asymptotic standard
error.

o=

Example 6.3. Consider the daily log return of the stock of Cisco Systems, Inc.
in 1999. There are 252 observations, and the sample mean and standard deviation
are 0.00332 and 0.026303, respectively. The log return series also shows no serial
correlation with Q(12) = 10.8, which is not significant even at the 10% level.
Therefore, we have

s _ 0026303 o TS
g = = — = . N = — _— = . .
JA _ J1.0/2520 N
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Consequently, the estimated expected return for Cisco Systems’ stock was 92.4%
per annum, and the estimated standard deviation was 41.8% per annum in 1999.

6.4 DISTRIBUTIONS OF STOCK PRICES AND LOG RETURNS

The result of the previous section shows that if one assumes that price of a stock
follows the geometric Brownian motion

dP[ZMP[dt+O—P[dwt,

then the logarithm of the price follows a generalized Wiener process

o2
dn(P,) = (,u — 7) dt + o dwy,

where P; is the price of the stock at time ¢ and w, is a Wiener process. Therefore,
the change in log price from time ¢ to 7 is normally distributed as

2

In(Pr) — In(P,) ~ N [(u - %) (T —1), 0T — z)} . (6.9)

Consequently, conditional on the price P; at time ¢, the log price at time 7 > ¢ is
normally distributed as

2

In(Pr) ~ N [ln(P,) + (u - %) (T —1), 02(T — t)i| . (6.10)

Using the result of lognormal distribution discussed in Chapter 1, we obtain the
(conditional) mean and variance of Pr as
E(Pr) = Prexplu(T — 1),
Var(Pr) = P? exp[2u(T — t)l{explo*(T —1)] — 1}.
Note that the expectation confirms that p is the expected rate of return of the stock.
The prior distribution of stock price can be used to make inference. For example,
suppose that the current price of stock A is $50, the expected return of the stock

is 15% per annum, and the volatility is 40% per annum. Then the expected price
of stock A in 6 months (0.5 year) and the associated variance are given by

E(Pr) =50exp(0.15 x 0.5) = 53.89,
Var(Pr) = 2500 exp(0.3 x 0.5)[exp(0.16 x 0.5) — 1] = 241.92.

The standard deviation of the price 6 months from now is +/241.92 = 15.55.
Next, let r be the continuously compounded rate of return per annum from time
t to T. Then we have

Pr = Prexplr(T — )],
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where T and t are measured in years. Therefore,

1 Pr
r= In{—).
T —1t P,
By Eq. (6.9), we have

m(f) ~ N N 7 2T
n(5) V(- F) a0 on).

Consequently, the distribution of the continuously compounded rate of return per

annum is
N o2 o?
r~ -, — .
” 2 T —t

The continuously compounded rate of return is, therefore, normally distributed with
mean u — 02/2 and standard deviation o/~/T — 1.

Consider a stock with an expected rate of return of 15% per annum and a
volatility of 10% per annum. The distribution of the continuously compounded
rate of return of the stock over 2 years is normal with mean 0.15 — 0.01/2 = 0.145
or 14.5% per annum and standard deviation 0.1/+/2 = 0.071 or 7.1% per annum.
These results allow us to construct confidence intervals (C.1.) for r. For instance,
a2 95% C.I. for r is 0.145 £ 1.96 x 0.071 per annum (i.e., 0.6%, 28.4%).

6.5 DERIVATION OF BLACK-SCHOLES DIFFERENTIAL EQUATION

In this section, we use Ito’s lemma and assume no arbitrage to derive the
Black—Scholes differential equation for the price of a derivative contingent to
a stock valued at P,. Assume that the price P; follows the geometric Brownian
motion in Eq. (6.8) and G, = G(P,,t) is the price of a derivative (e.g., a call
option) contingent on P;. By Ito’s lemma,

G G, 103°G
dG,:( Lup + — !

— — 4+ = o’ P? dt+aGtanw
or M T T TP e

P,

The discretized versions of the process and previous result are

AP[ =/LP[ At+0Pt Aw[, (611)

3G, 3G, 13°G, , , 3G,
AG, = P, ~——— 0P’ ) At P Awy, 6.12
’ <aP,“ ‘T Tzt ) AT gp ot A (6.12)

where A P, and AG; are changes in P; and G, in a small time interval Az. Because
Aw,; = €+/ At for both Egs. (6.11) and (6.12), one can construct a portfolio of the
stock and the derivative that does not involve the Wiener process. The appropriate
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portfolio is short on derivative and long dG,/d P, shares of the stock. Denote the
value of the portfolio by V;. By construction,

G,
Vi=—-G;+ —P;. 6.13
t t+ aPI t ( )
The change in V; is then
oG
AV, = —AG, + —-AP,. (6.14)
P

Substituting Egs. (6.11) and (6.12) into Eq. (6.14), we have

3G, 13°G
AV, = [ ——L - ——L62P?) As. (6.15)
a2 9P?

This equation does not involve the stochastic component Aw,. Therefore, under
the no arbitrage assumption, the portfolio V;, must be riskless during the small
time interval Az. In other words, the assumptions used imply that the portfolio
must instantaneously earn the same rate of return as other short-term, risk-free
securities. Otherwise there exists an arbitrage opportunity between the portfolio
and the short-term, risk-free securities. Consequently, we have

AV, =rV; At = (rA)V;, (6.16)

where r is the risk-free interest rate. By Eqs. (6.13)—(6.16), we have

3G, 13°G, , , dG,
+-—50°P’ | At =r (G, — —P | At
a2 9P P

Therefore,

9G, , p G 1
r —0
dr op, 2 ' ap?

=rG,. 6.17)

This is the Black—Scholes differential equation for derivative pricing. It can be
solved to obtain the price of a derivative with P, as the underlying variable.

The solution so obtained depends on the boundary conditions of the derivative.
For a European call option, the boundary condition is

Gr =max(Pr — K, 0),

where T is the expiration time and K is the strike price. For a European put option,
the boundary condition becomes

Gr = max(K — Pr,0).

Example 6.4. As a simple example, consider a forward contract on a stock
that pays no dividend. In this case, the value of the contract is given by

G; = P, — Kexp[—r(T —1)],
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where K is the delivery price, r is the risk-free interest rate, and 7 is the expiration
time. For such a function, we have

3G, aG, 392G,

— —rK expl—r(T — 1)1, —1, —0
81‘ r eXP[ r( )] aP[ aPtz

Substituting these quantities into the left-hand side of Eq. (6.17) yields
—rKexp[—r(T —t)]+rP, =r{P, — Kexp[—r(T — )]},

which equals the right-hand side of Eq. (6.17). Thus, the Black—Scholes differential
equation is indeed satisfied.

6.6 BLACK-SCHOLES PRICING FORMULAS

Black and Scholes (1973) successfully solve their differential equation in Eq. (6.17)
to obtain exact formulas for the price of European call and put options. In what
follows, we derive these formulas using what is called risk-neutral valuation in
finance.

6.6.1 Risk-Neutral World

The drift parameter n drops out from the Black—Scholes differential equation. In
finance, this means the equation is independent of risk preferences. In other words,
risk preferences cannot affect the solution of the equation. A nice consequence of
this property is that one can assume that investors are risk-neutral. In a risk-neutral
world, we have the following results:

e The expected return on all securities is the risk-free interest rate r.

o The present value of any cash flow can be obtained by discounting its expected
value at the risk-free rate.

6.6.2 Formulas

The expected value of a European call option at maturity in a risk-neutral world is
E,[max(Pr — K, 0)],

where E, denotes expected value in a risk-neutral world. The price of the call
option at time ¢ is

¢y = expl—r(T — t)]Ei[max(Pr — K, 0)]. (6.18)

Yet in a risk-neutral world, we have © = r, and by Eq. (6.10), In(Pr) is normally
distributed as

2

g 2
)(T—t),a (T—t)].

In(Pr) ~ N |:ln(P,) + (r -5
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Let g(Pr) be the probability density function of Pry. Then the price of the call
option in Eq. (6.18) is

¢ =exp[—r(T — t)]/ (Pr — K)g(Pr)dPr.
K

By changing the variable in the integration and some algebraic calculations (details
are given in Appendix A), we have

¢ = Pd(hy) — K exp[—r(T — )]®(h_), (6.19)

where ®(x) is the cumulative distribution function (CDF) of the standard normal
random variable evaluated at x,

_ In(P/K) + (r +0%/2)(T — 1)

he oT —t
R R e A N -
h_ = O‘m —]’l+ O'\/T t.

In practice, ®(x) can easily be obtained from most statistical packages. Alterna-
tively, one can use an approximation given in Appendix B.

The Black—Scholes call formula in Eq. (6.19) has some nice interpretations.
First, if we exercise the call option on the expiration date, we receive the stock,
but we have to pay the strike price. This exchange will take place only when the call
finishes in-the-money (i.e., Pr > K). The first term P,®(h;) is the present value
of receiving the stock if and only if Py > K and the second term —K exp[—r(T —
1)]®(h_) is the present value of paying the strike price if and only if Pr > K.
A second interpretation is particularly useful. As shown in the derivation of the
Black—Scholes differential equation in Section 6.5, ®(hy) = dG,/d P; is the num-
ber of shares in the portfolio that does not involve uncertainty, the Wiener process.
This quantity is known as the delta in hedging. We know that ¢, = P, ®(hy) + By,
where B, is the dollar amount invested in risk-free bonds in the portfolio (or
short on the derivative). We can then see that B, = —K exp[—r(T —1)]P(h_)
directly from inspection of the Black—Scholes formula. The first term of the for-
mula, P,®(hy), is the amount invested in the stock, whereas the second term,
K exp[—r(T — t)]®(h_), is the amount borrowed.

Similarly, we can obtain the price of a European put option as

pr = K exp[—r(T — )]®(—h_) — P,®(—hy). (6.20)

Since the standard normal distribution is symmetric with respect to its mean 0.0,
we have ®(x) =1 — ®(—x) for all x. Using this property, we have ®(—h;) =
1 — ®(h;). Thus, the information needed to compute the price of a put option is
the same as that of a call option. Alternatively, using the symmetry of normal
distribution, it is easy to verify that

pr — ¢ = Kexp[—r(T —1)] — P;,
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which is referred to as the put—call parity and can be used to obtain p; from ¢,. The
put—call parity can also be obtained by considering the following two portfolios:

1. Portfolio A. One European call option plus an amount of cash equal to
K exp[—r(T —1)].
2. Portfolio B. One European put option plus one share of the underlying stock.

The payoff of these two portfolios is
max(Pr, K)

at the expiration of the options. Since the options can only be exercised at the
expiration date, the portfolios must have identical value today. This means

¢+ Kexp[—r(T — )] = p; + P,
which is the put—call parity given earlier.

Example 6.5. Suppose that the current price of Intel stock is $80 per share
with volatility o = 20% per annum. Suppose further that the risk-free interest rate
is 8% per annum. What is the price of a European call option on Intel with a strike
price of $90 that will expire in 3 months?

From the assumptions, we have P, = 80, K =90, T —t = 0.25, 0 = 0.2, and
r = 0.08. Therefore,

In(80/90) + (0.08 + 0.04/2) x 0.25
L= = —0.9278,
0.24/0.25

h_ =hy —0.24/0.25 = —1.0278.

Using any statistical software (e.g., Minitab or SCA) or the approximation in
Appendix B, we have

®(—0.9278) = 0.1767, D (—1.0278) = 0.1520.
Consequently, the price of a European call option is
¢; = $80P(—0.9278) — $90d (—1.0278) exp(—0.02) = $0.73.
The stock price has to rise by $10.73 for the purchaser of the call option to break
even.

Under the same assumptions, the price of a European put option is

pr = $90exp(—0.08 x 0.25)P(1.0278) — $80(0.9278) = $8.95.
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Thus, the stock price can rise an additional $1.05 for the purchaser of the put option
to break even.

Example 6.6. The strike price of the previous example is well beyond the
current stock price. A more realistic strike price is $81. Assume that the other con-
ditions of the previous example continue to hold. We now have P, = 80, K = 81,
r =0.08, and T — r = 0.25, and the h; become

_ In(80/81) + (0.08 + 0.04/2) x 0.25
o 0.24/0.25
h_ = h, —0.2+0.25 = 0.025775.

= 0.125775,

Using the approximation in Appendix B, we have ®(0.125775) = 0.5500 and
®(0.025775) = 0.5103. The price of a European call option is then

¢, = $80d(0.125775) — $81 exp(—0.02)d(0.025775) = $3.49.

The price of the stock has to rise by $4.49 for the purchaser of the call option to
break even. On the other hand, under the same assumptions, the price of a European
put option is
pr = $81 exp(—0.02) @ (—0.025775) — $80P (—0.125775)
= $81exp(—0.02) x 0.48972 — $80 x 0.44996 = $2.89.

The stock price must fall $1.89 for the purchaser of the put option to break even.

6.6.3 Lower Bounds of European Options

Consider the call option of a nondividend-paying stock. It can be shown that the
price of a European call option satisfies

¢ = P — Kexpl—r(T —1)];

that is, the lower bound for a European call price is P, — K exp[—r(T — t)]. This
result can be verified by considering two portfolios:

1. Portfolio A. One European call option plus an amount of cash equal to
K exp[—r(T —1)].
2. Portfolio B. One share of the stock.

For portfolio A, if the cash is invested at the risk-free interest rate, it will result in
K at time T'. If Py > K, the call option is exercised at time 7 and the portfolio
is worth Pr. If Pr < K, the call option expires worthless and the portfolio is
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worth K. Therefore, the value of portfolio is
max(Pr, K).

The value of portfolio B is P at time 7. Hence, portfolio A is always worth more
than (or, at least, equal to) portfolio B. It follows that portfolio A must be worth
more than portfolio B today; that is,

¢+ Kexpl—r(T —t)] = P, or ¢ > P — Kexp[—r(T —1)].
Furthermore, since ¢, > 0, we have
¢y > max(P, — K exp[—r(T —1)], 0).

A similar approach can be used to show that the price of a corresponding
European put option satisfies

pr > max(K exp[—r(T —t)] — P, 0).

Example 6.7. Suppose that P, = $30, K = $28, r = 6% per annum, and
T —t = 0.5. In this case,

P, — K exp[—r(T — t)] = $[30 — 28 exp(—0.06 x 0.5)] ~ $2.83.

Assume that the European call price of the stock is $2.50, which is less than the
theoretical minimum of $2.83. An arbitrageur can buy the call option and short
the stock. This provides a new cash flow of $(30 — 2.50) = $27.50. If invested
for 6 months at the risk-free interest rate, the $27.50 grows to $27.50 exp(0.06 x
0.5) = $28.34. At the expiration time, if Py > $28, the arbitrageur exercises the
option, closes out the short position, and makes a profit of $(28.34 — 28) = $0.34.
On the other hand, if Pr < $28, the stock is bought in the market to close the
short position. The arbitrageur then makes an even greater profit. For illustration,
suppose that Pr = $27.00, then the profit is $(28.34 — 27.00) = $1.34.

6.6.4 Discussion

From the formulas, the price of a call or put option depends on five variables—
namely, the current stock price Py, the strike price K, the time to expiration 7" — ¢
measured in years, the volatility o per annum, and the interest rate » per annum.
It pays to study the effects of these five variables on the price of an option.

Marginal Effects

Consider first the marginal effects of the five variables on the price of a call option
¢;. By marginal effects we mean that changing one variable while holding the
others fixed. The effects on a call option can be summarized as follows:
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Figure 6.3. Marginal effects of the current stock price on the price of an option with K =80, T —t =
0.25, 0 = 0.3, and r = 0.06: (a) call option and (b) put option.

1. Current Stock Price P;. ¢, is positively related to In(P;). In particular, ¢, — 0
as P, — 0 and ¢, — oo as P, — oo. Figure 6.3a illustrates the effects with
K =80, r = 6% per annum, T — ¢t = 0.25 year, and ¢ = 30% per annum.

2. Strike Price K. c¢; is negatively related to In(K). In particular, ¢, — P, as
K —-0and ¢, —» 0as K — oo.

3. Time to Expiration. ¢, is related to T — ¢ in a complicated manner, but we
can obtain the limiting results by writing 44 and h_ as

_ /K)ot o2/ ONT — 1

h
* oT —t o
_ In(P,/K) N (r—o2/2)JT —1
T 0T -1 o ’

If P, <K, thenc¢; —0as (I —t) — 0.If P, > K, then ¢, > P, — K as
(T —t) - 0and ¢, — P, as (T —t) — oo. Figure 6.4a shows the marginal
effects of T — 1t on ¢, for three different current stock prices. The fixed
variables are K = 80, r = 6%, and o = 30%. The solid, dotted, and dashed
lines of the plot are for P, = 70, 80, and 90, respectively.



270 CONTINUOUS-TIME MODELS AND THEIR APPLICATIONS

(a) Call options (b) Put options
12
-
//
///
7 10 —
7
15 - et
///
// 8 —
T /7 =
g e a
— // ©
g 10 — S 6 —
= E
> S
4 e
/,/
2 e
b
//
7
s
//
0 — -
T T T T T T T T T T T T
00 02 04 06 08 10 00 02 04 06 08 1.0
Time to expiration Time to expiration

Figure 6.4. Marginal effects of the time to expiration on the price of an option with K = 80, o0 = 0.3,

and r = 0.06: (a) call option and (b) put option. The solid, dotted, and dashed lines are for the current
stock price P; = 70, 80, and 90, respectively.

4. Volatility o. Rewriting hy and h_ as

In(P/K)+r(T —t) o
hy = —~/T —
+ oTT + 3 t,
h_zln(P,/K)—i—r(T—t)_g *T—t,

oT —t 2

we obtain that (a) if In(P;/K) +r(T —t) <0, then ¢, - 0 as 0 — 0, and
(b) if In(P,/K)+r(T —t) >0, then ¢; > P, — Ke "7 as ¢ — 0 and
¢; — P, as 0 — oo. Figure 6.5a shows the effects of o on ¢; for K = 80,
T —t =0.25, r =0.06, and three different values of P;. The solid, dotted,
and dashed lines are for P, = 70, 80, and 90, respectively.

5. Interest Rate. ¢, is positively related to r such that ¢, - P, as r — oo.

The marginal effects of the five variables on a put option can be obtained
similarly. Figures 6.3b, 6.4b, and 6.5b illustrate the effects for some selected cases.

Some Joint Effects
Figure 6.6 shows the joint effects of volatility and strike price on a call option,
where the other variables are fixed at P, =80, r =0.06, and T —t = 0.25. As
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Figure 6.5. Marginal effects of stock volatility on the price of an option with K =80, T — = 0.25,

and r = 0.06: (a) call option and (b) put option. The solid, dotted, and dashed lines are for the current
stock price P = 70, 80, and 90, respectively.

Value of a call

Figure 6.6. Joint effects of stock volatility and the strike price on a call option with P, = 80, r = 0.06,
and T —t = 0.25.



272 CONTINUOUS-TIME MODELS AND THEIR APPLICATIONS

S
o

w
o

Value of a put
nN
o

-
o

5 %5 S5 : 3 H
2 < S S5 ‘.’:"53:’. S H
S e N

: - -
S5 &8 SIS SRS
s s e s
Sises y%ggg%-:»’gxw,’s, £555
- =
- =

I R S s
i Sheeie s
= 5% ,—':.;:%‘;::—:5‘:;3- A
355 ;::' 0 %
\a’\'\\\"\J

60 Q 2

Figure 6.7. Joint effects of stock volatility and the strike price on a put option with K =80, T —t =
0.25, and r = 0.06.

expected, the price of a call option is higher when the volatility is high and the
strike price is well below the current stock price. Figure 6.7 shows the effects on
a put option under the same conditions. The price of a put option is higher when
the volatility is high and the strike price is well above the current stock price.
Furthermore, the plot also shows that the effects of a strike price on the price of a
put option becomes more linear as the volatility increases.

6.7 AN EXTENSION OF ITO’S LEMMA

In derivative pricing, a derivative may be contingent on multiple securities. When
the prices of these securities are driven by multiple factors, the price of the deriva-
tive is a function of several stochastic processes. The two-factor model for the term
structure of interest rate is an example of two stochastic processes. In this section,
we briefly discuss the extension of Ito’s lemma to the case of several stochastic
processes.

Consider a k-dimensional continuous-time process x; = (xy,, ..., X;;), where k
is a positive integer and x;; is a continuous-time stochastic process satisfying

dxi; = pu;(x,)dt +o;(x;))dw;;, =1,...,k, (6.21)

where w;, is a Wiener process. It is understood that the drift and volatility functions
wi(x;;) and o;(x;;) are functions of time index ¢ as well. We omit ¢ from their
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arguments to simplify the notation. For i # j, the Wiener processes w;; and wj,
are different. We assume that the correlation between dw;; and dwj; is p;;. This
means that p;; is the correlation between the two standard normal random variables
€; and €; defined by Aw;; = ¢;At and Awj; = €;At. Assume that G; = G(x;,1)
is a function of the stochastic processes x;, and time ¢. The Taylor expansion gives

k
G, BG, 1 392G
AG; = Axi + At + = Ax; Ax;
! 121: 0X;s ! 2 12;12; ax,,BxJ, PR
1 < 926G, N
- X
2 &~ dx 0t "

The discretized version of Eq. (6.21) is
AwllZMl(xI)At_‘_o.l(x[)Awlt’ i = 15'-"k'

Using a similar argument as that of Eq. (6.5) in Section 6.3, we can obtain that

Ahm (Axi)? — o (x,)dt, (6.22)
t—0
Alzigo(Axitijt) — 0i(x;)0;(x,)pij dt. (6.23)

Using Egs. (6.21)—(6.23), taking the limit as Ar — 0, and ignoring higher order
terms of Af, we have

k 2
G 0G 1 0°G
dG, = Zﬁui(x,)-l- tt+§ZZ d 0i(x)oj(x,)pij | dt

i=1 i d i=1 j=1 axltaxﬂ
N Ye
+y a—;a,- (x,) dwi,. (6.24)

This is a generalization of Ito’s lemma to the case of multiple stochastic processes.

6.8 STOCHASTIC INTEGRAL

We briefly discuss stochastic integration so that the price of an asset can be obtained
under the assumption that it follows an Ito process. We deduce the integration result
using Ito’s formula. For a rigorous treatment on the topic, readers may consult
textbooks on stochastic calculus. First, like the usual integration of a deterministic
function, integration is the opposite of differentiation so that

t
/ dx; = x; — X9
0
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continues to hold for a stochastic process x;. In particular, for the Wiener pro-
cess w;, we have fot dws; = w; because wy = 0. Next, consider the integration
fot w; dwy. Using the prior result and taking integration of Eq. (6.7), we have

t
w,2=t+2/ wy dws.
0

Therefore,
t
/ wy dws = %(w,2 —1).
0

This is different from the usual deterministic integration for which fot ydy = (yt2 —

2
Yo)/2.
Turn to the case that x, is a geometric Brownian motion—that is, x, satisfies

dx; = pux; dt + ox; dwy,

where 1 and o are constant with o > 0; see Eq. (6.8). Applying Ito’s lemma to
G(x;,t) = In(x;), we obtain

)
dIn(x;) = (u — 7) dt + o dw;.

Performing the integration and using the results obtained before, we have

1 0.2 t t
/ dlIn(x;) = (,u - 7)/ ds —i—a/ dws.
0 0 0

In(x;) = In(xp) + (u — 0%/2)t + ow,

Consequently,

and
Xy = xpexpl(pn — 02/2)t + ow;].

Changing the notation x, to P, for the price of an asset, we have a solution for the
price under the assumption that it is a geometric Brownian motion. The price is

P, = Pyexpl(n — o2/2)t + ow;]. (6.25)

6.9 JUMP DIFFUSION MODELS

Empirical studies have found that the stochastic diffusion model based on Brownian
motion fails to explain some characteristics of asset returns and the prices of their
derivatives (e.g., the “volatility smile” of implied volatilities; see Bakshi, Cao, and
Chen, 1997, and the references therein). Volatility smile is referred to as the convex



JUMP DIFFUSION MODELS 275

function between the implied volatility and strike price of an option. Both out-of-
the-money and in-the-money options tend to have higher implied volatilities than
at-the-money options especially in the foreign exchange markets. Volatility smile
is less pronounced for equity options. The inadequacy of the standard stochastic
diffusion model has led to the developments of alternative continuous-time models.
For example, jump diffusion and stochastic volatility models have been proposed
in the literature to overcome the inadequacy; see Merton (1976) and Duffie (1995).

Jumps in stock prices are often assumed to follow a probability law. For example,
the jumps may follow a Poisson process, which is a continuous-time discrete pro-
cess. For a given time 7, let X, be the number of times a special event occurs
during the time period [0, ¢#]. Then X, is a Poisson process if

mem

At
Pr(X; =m) =
m!

exp(—At), A >0.

That is, X, follows a Poisson distribution with parameter Af. The parameter A
governs the occurrence of the special event and is referred to as the rate or intensity
of the process. A formal definition also requires that X, be a right-continuous
homogeneous Markov process with left-hand limit.

In this section, we discuss a simple jump diffusion model proposed by Kou
(2002). This simple model enjoys several nice properties. The returns implied
by the model are leptokurtic and asymmetric with respect to zero. In addition,
the model can reproduce volatility smile and provide analytical formulas for the
prices of many options. The model consists of two parts, with the first part being
continuous and following a geometric Brownian motion and the second part being
a jump process. The occurrences of jump are governed by a Poisson process, and
the jump size follows a double exponential distribution. Let P; be the price of an
asset at time ¢. The simple jump diffusion model postulates that the price follows
the stochastic differential equation

dP, o
TZ’ =pdt+odw, +d (;(Ji — 1)), (6.26)

where w, is a Wiener process, n; is a Poisson process with rate A, and {J;} is a
sequence of independent and identically distributed non-negative random variables
such that X = In(J) has a double exponential distribution with probability density
function
L
fx(x) = %e , O0<n<l. (6.27)

The double exponential distribution is also referred to as the Laplacian distribution.
In model (6.26), n;, w,, and J; are independent so that there is no relation between
the randomness of the model. Notice that n, is the number of jumps in the time
interval [0, ¢] and follows a Poisson distribution with parameter Az, where A is a
constant. At the ith jump, the proportion of price jump is J; — 1.
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The double exponential distribution can be written as

& with probability 0.5,

—& with probability 0.5, (6.28)

x-x=]

where & is an exponential random variable with mean 7 and variance n?. The
probability density function of & is

1
fx)=—-e*"  0<x<oo.
n

Some useful properties of the double exponential distribution are

E(X)=«, Var(X)=2n?, E(*)= =
For finite samples, it is hard to distinguish a double exponential distribution from a
Student-¢ distribution. However, a double exponential distribution is more tractable
analytically and can generate a higher probability concentration (e.g., higher peak)
around its mean value. As stated in Chapter 1, histograms of observed asset returns
tend to have a higher peak than the normal density. Figure 6.8 shows the probability
density function of a double exponential random variable in the solid line and that
of a normal random variable in the dotted line. Both variables have mean zero and
variance 0.0008. The high peak of the double exponential density is clearly seen.
Solving the stochastic differential equation in Eq. (6.26), we obtain the dynamics

of the asset price as

ny
P, = Poexpl(n — o/t + ow ] [ 4. (6.29)

i=1
where it is understood that ]—[?:1 = 1. This result is a generalization of Eq. (6.25)
by including the stochastic jumps. It can be obtained as follows. Let #; be the time

of the ith jump. For ¢ € [0, #1), there is no jump and the price is given in Eq. (6.25).
Consequently, the left-hand price limit at time ¢ is

P = Poexpl(n — 0?/2)t + owy].
At time ty, the proportion of price jump is J; — 1 so that the price becomes
Py =(+Ji = DP- = JiP- = Poexpl(u — 0°/2)11 + 0wy 1.
For t € (11, 1), there is no jump in the interval (7, ¢] so that

P = Py expl( — o2/2)(t — 1) + o (w; — wy,)].
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Figure 6.8. Probability density functions of a double exponential and a normal random variable with
mean zero and variance 0.0008. The solid line denotes the double exponential distribution.

Plugging in P, we have
P = Pyexpl(u — 02/2)t + ow,]J;.

Repeating the scheme, we obtain Eq. (6.29).
From Eq. (6.29), the simple return of the underlying asset in a small time incre-

ment At becomes
Ni4+At

P — P,
Jrbar T T =exp| (n— %O'z)At + o (Wrpar — wy) + Z X | -1,
i=n;+1

Py

where it is understood that a summation over an empty set is zero and X; = In(J;).
For a small Az, we may use the approximation e¢* & 1 4 x + x?/2 and the result

(Aw,)? ~ Ar discussed in Section 6.3 to obtain
Ne+At

Pryar— P,
TEM T T~ (u = o)At o Aw Y X+ do%(Aw,)?

Pt i=n;+1
N4+ At
X u At +oev At + Z X;,
i=n;+1

where Aw; = w;4+a; — w; and € is a standard normal random variable.
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Under the assumption of a Poisson process, the probability of having one jump
in the time interval (¢, + At] is A At and that of having more than one jump is
o(At), where the symbol o(Af) means that if we divide this term by At then its
value tends to zero as At tends to zero. Therefore, for a small Af, by ignoring
multiple jumps, we have

”if Y~ { X,,+1 with probability A At,
S

ot 0 with probability 1 — A At.
i=ny

Combining the prior results, we see that the simple return of the underlying asset
is approximately distributed as

W%MAI+GGJE+IXX, (6.30)
1
where [ is a Bernoulli random variable with Pr(/ = 1) = A Ar and Pr(/ =0) =
1 — A At, and X is a double exponential random variable defined in Eq. (6.28).
Equation (6.30) reduces to that of a geometric Brownian motion without jumps.
Let G = At +oey/Ar +1 x X be the random variable on the right-hand
side of Eq. (6.30). Using the independence between the exponential and normal
distributions used in the model, Kou (2002) obtains the probability density function
of G as

2 2
o) = )‘zAteozAt/(an) [e—“’/’?@ <a)17 —0o At) b <wn +o At)]
n

onv/At onv/At
F (1= A— f<x_'uAt> 6.31)
oAt oAt )’ '

where w = x — u At — k, and f(.) and ®(.) are, respectively, the probability den-
sity and cumulative distribution functions of the standard normal random variable.
Furthermore,

E(G) = At + ki At, Var(G) = o2At + A At[2n% + «2(1 — A AD)].

Figure 6.9 shows some comparisons between probability density functions of a
normal distribution and the distribution of Eq. (6.31). Both distributions have mean
zero and variance 2.0572 x 10~*. The mean and variance are obtained by assuming
that the return of the underlying asset satisfies © = 20% per annum, o = 20% per
annum, At = 1 day = 1/252 year, X = 10, x = —0.02, and n = 0.02. In other
words, we assume that there are about 10 daily jumps per year with average jump
size —2%, and the jump size standard error is 2%. These values are reasonable
for a U.S. stock. From the plots, the leptokurtic feature of the distribution derived
from the jump diffusion process in Eq. (6.26) is clearly shown. The distribution
has a higher peak and fatter tails than the corresponding normal distribution.
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Figure 6.9. Density comparisons between a normal distribution and the distribution of Eq. (6.31). The
dotted line denotes the normal distribution. Both distributions have mean zero and variance 2.0572 x
10~*. (a) Overall comparison, (b) comparison of the peaks, (c) left tails, and (d) right tails.

6.9.1 Option Pricing Under Jump Diffusion

In the presence of random jumps, the market becomes incomplete. In this case, the
standard hedging arguments are not applicable to price an option. But we can still
derive an option pricing formula that does not depend on attitudes toward risk by
assuming that the number of securities available is very large so that the risk of the
sudden jumps is diversifiable and the market will therefore pay no risk premium
over the risk-free rate for bearing this risk. Alternatively, for a given set of risk
premiums, one can consider a risk-neutral measure P* such that

dp S
—L=[r—AE(J = D]dt +odw,+d (Y (J = 1)

P
! i=1

= (r—ap)di+odw +d (Y -],

i=1

where r is the risk-free interest rate, J = exp(X) such that X follows the double
exponential distribution of Eq. (6.27), ¥ =¢“/(1 —n?>) —1, 0 < < 1, and the
parameters «, 17, ¥, and o become risk-neutral parameters taking consideration of
the risk premiums; see Kou (2002) for more details. The unique solution of the
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prior equation is given by

o2 "
P, = Pyexp r—7—)u,ﬁ t+ow; HJi.
=

To price a European option in the jump diffusion model, it remains to compute the
expectation, under the measure P*, of the discounted final payoff of the option. In
particular, the price of a European call option at time ¢ is given by

e = Ee™T70(Pr — K)4]

nr
=E, |e"TD (Pt exp[(r —02/2 — ap)(T — 1) + o /T — te€] ]_[ Ji — K) ,
i=1 i
(6.32)
where T is the expiration time, (7 —t) is the time to expiration measured in
years, K is the strike price, (y)+ = max(0, y), and € is a standard normal random
variable. Kou (2002) shows that ¢, is analytically tractable as

0o n i
i MN(T — )" 2/ 2n—j—1
ZZ MT J
= e ( ”TZZ"—] < n—1 > (Al,n,j + Az,n,j + A3,l’l,j)
n=1 j=1

+e T [Pe T DD(hy) — Ke " T Vo (h)], (6.33)

where ®(.) is the CDF of the standard normal random variable,

1 1 1
A ni = P e =2y (T—t)+nk — _ ) o0 _ _r(T_l)KCD b_
Ln,j (X4 (1—77)’+(1+77)" (by) —e (b-),
Agpj = %e—r(T—t)—w/n+02(T—t)/(2r12) K
j-l i
1 T —t 1
(=) (2) L
5 \ (L=~ n V2r
Az, = %e—r(T—t>+w/n+az<T—z>/(2n2) K
i
VT —t 1
x Z ( ) | Hhi(ey),
1+ n)f i n V2
b — In(P,/K) + (r £02/2 — Ay)(T —t) + nk
=T oT —t '
N In(P,/K) + (r £02/2 — Ay)(T —1)
:l: == 9

oT —t
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L _oT=i,

+ = , oJT 1

w=1(K/P)+ (T —1) — (r —/2)(T — 1) — nk,
el(

V=1

and the Hh;(.) functions are defined as

1 o0
Hh, (x) = ;f (s —x)"eds, n=01,..., (6.34)

and Hh_;(x) = exp(—x?/2), which is /27 f (x) with f(x) being the probability
density function of a standard normal random variable; see Abramowitz and Stegun
(1972). The Hh, (x) functions satisfy the recursion

nHhy(x) = Hhyo(x) — xHhyo1 (x), n > 1, (6.35)

with starting values Hh_;(x) = e=*"/2 and Hho(x) = +/27 ®(—x).

The pricing formula involves an infinite series, but its numerical value can be
approximated quickly and accurately through truncation (e.g., the first 10 terms).
Also, if L = 0 (i.e., there are no jumps), then it is easily seen that ¢, reduces to the
Black—Scholes formula for a call option discussed before.

Finally, the price of a European put option under the jump diffusion model
considered can be obtained by using the put—call parity; that is,

pr=ci+Ke T _p,.

Pricing formulas for other options under the jump diffusion model in Eq. (6.26)
can be found in Kou (2002).

Example 6.8. Consider the stock of Example 6.6, which has a current price
of $80. As before, assume that the strike price of a European option is K = $85
and other parameters are r = 0.08 and 7' — ¢ = 0.25. In addition, assume that the
price of the stock follows the jump diffusion model in Eq. (6.26) with parameters
A =10, k = —0.02, and n = 0.02. In other words, there are about 10 jumps per
year with average jump size —2% and jump size standard error 2%. Using the
formula in Eq. (6.33), we obtain ¢; = $3.92, which is higher than the $3.49 of
Example 6.6 when there are no jumps. The corresponding put option assumes the
value p, = $3.31, which is also higher than what we had before. As expected,
adding the jumps while keeping the other parameters fixed increases the prices of
both European options. Keep in mind, however, that adding the jump process to
the stock price in a real application often leads to different estimates for the stock
volatility o.
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6.10 ESTIMATION OF CONTINUOUS-TIME MODELS

Next, we consider the problem of estimating directly the diffusion equation (i.e.,
Ito process) from discretely sampled data. Here the drift and volatility functions
wu(xs,t) and o (x, t) are time-varying and may not follow a specific parametric
form. This is a topic of considerable interest in recent years. Details of the avail-
able methods are beyond the scope of this chapter. Hence, we only outline the
approaches proposed in the literature. Interested readers can consult the corre-
sponding references and Lo (1988).

There are several approaches available for estimating a diffusion equation. The
first approach is the quasi-maximum likelihood approach, which makes use of the
fact that for a small time interval dw, is normally distributed; see Kessler (1997)
and the references therein. The second approach uses methods of moments; see
Conley, Hansen, Luttmer, and Scheinkman (1997) and the references therein. The
third approach uses nonparametric methods; see Ait-Sahalia (1996, 2002). The
fourth approach uses semiparametric and reprojection methods; see Gallant and
Long (1997) and Gallant and Tauchen (1997). Recently, many researchers have
applied Markov chain Monte Carlo methods to estimate the diffusion equation; see
Eraker (2001) and Elerian, Chib, and Shephard (2001).

APPENDIX A: INTEGRATION OF BLACK-SCHOLES FORMULA

In this appendix, we derive the price of a European call option given in Eq.
(6.19). Let x = In(Pr). By changing variable and using g(Pr)dPr = f(x)dx,
where f(x) is the probability density function of x, we have

¢; = exp[—r(T — t)][ (Pr — K)g(Pr)dP,
K

= "TD / ” (" — K) f(x)dx
1

n(K)
00 00
= "(TD < / e Fx)ydx — K F(x) dx) . (6.36)
In(K) In(K)

Because x = In(Pr) ~ N[In(P;) + (r — 02/2)(T —1),0X(T —=1)], the integration
of the second term of Eq. (6.36) reduces to

00 In(K)

f(x)dx =1 —[ f(x)dx

In(K) —00

— 1 — CDF(In(K))
=1—®d(=h_) = d(h_),
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where CDF(In(K)) is the cumulative distribution function (CDF) of x = In(Pr)
evaluated at In(K), ®(.) is the CDF of the standard normal random variable, and

K —In(P) — (r = 0?/)(T — 1)

oT —t
_ —In(P/K) = (r = o?/2)(T — 1)
oT —t '
The integration of the first term of Eq. (6.36) can be written as
o0 1 [x —In(P,) — (r —a?2/2)(T —1)]?
————exp|x— 3 dx,
n(K) V27 o2(T —1) 205(T — 1)

where the exponent can be simplified to

o - n(P) + (- a*/2)(T =Dl

20%(T —t)
_ fx—[In(P) + (r + 0T —)])?
=- 20X T 1) +In(P) +r(T —1).

Consequently, the first integration becomes

o0 o0
1
e f(x)dx = Pe" T / _
/m(K) ! In(K) V2w o2(T —t)

fx —[In(P) + (r +0°/2)(T = D1}
x exp| — 02T — 1) dx,

which involves the CDF of a normal distribution with mean In(P;) + (r +
02/2)(T —t) and variance o>(T — t). By using the same techniques as those of
the second integration shown before, we have

o0
/ e f(x)dx = P T d(hy),
In(K)

where A is given by

_ In(P/K)+ (r +0%/2)(T —1)
- oT —t ’

Putting the two integration results together, we have

hy

¢ =e " TP T DD(hy) — Kb(ho)] = P (hy) — Ke " T DD (h_).
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APPENDIX B: APPROXIMATION TO STANDARD NORMAL
PROBABILITY

The CDF @ (x) of a standard normal random variable can be approximated by

Ox) = 1 — f(x)[c1k + c2k? + 3k + cak* + ¢sk°] if x > 0,
V=11 - o (—x) if x <0,

where f(x) = exp(—x2/2)/v2m, k=1/(1+0.2316419x), ¢; = 0.319381530,
¢y = —0.356563782, ¢3 = 1.781477937, ¢4 = —1.821255978, and c¢5=
1.330274429.

For illustration, using the earlier approximation, we obtain ®(1.96) = 0.975002,
@(0.82) = 0.793892, and ®(—0.61) = 0.270931. These probabilities are very close
to that obtained from a typical normal probability table.

EXERCISES
6.1. Assume that the log price p, = In(P;) follows a stochastic differential equation
dp; = ydt + o dwy,,
where w, is a Wiener process. Derive the stochastic equation for the price P;.
6.2. Considering the forward price F of a nondividend-paying stock, we have
For=Pe T,

where r is the risk-free interest rate, which is constant, and P, is the cur-
rent stock price. Suppose P, follows the geometric Brownian motion d P, =
wP: dt + o Py dw,. Derive a stochastic diffusion equation for F; 7.

6.3. Assume that the price of IBM stock follows Ito process
dPt =/,LP,dt+O‘P,du),,

where 1 and o are constant and w; is a standard Brownian motion. Consider
the daily log returns of IBM stock in 1997. The average return and the sample
standard deviation are 0.00131 and 0.02215, respectively. Use the data to
estimate the parameters p and o assuming that there were 252 trading days
in 1997.

6.4. Suppose that the current price of a stock is $120 per share with volatility
o = 50% per annum. Suppose further that the risk-free interest rate is 7% per
annum and the stock pays no dividend. (a) What is the price of a European
call option contingent on the stock with a strike price of $125 that will expire
in 3 months? (b) What is the price of a European put option on the same stock
with a strike price of $118 that will expire in 3 months? If the volatility o is
increased to 80% per annum, then what are the prices of the two options?
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6.5.

6.6.

6.7.

6.8.

6.9.

6.10.

Derive the limiting marginal effects of the five variables K, P,, T —t, o, and
r on a European put option contingent on a stock.

A stock price is currently $60 per share and follows the geometric Brownian
motion d P, = uP; dt 4+ o P; dt. Assume that the expected return u from the
stock is 20% per annum and its volatility is 40% per annum. What is the
probability distribution for the stock price in 2 years? Obtain the mean and
standard deviation of the distribution and construct a 95% confidence interval
for the stock price.

A stock price is currently $60 per share and follows the geometric Brownian
motion d P, = uP; dt 4+ o P; dt. Assume that the expected return u from the
stock is 20% per annum and its volatility is 40% per annum. What is the
probability distribution for the continuously compounded rate of return of the
stock over 2 years? Obtain the mean and standard deviation of the distribution.

Suppose that the current price of stock A is $70 per share and the price
follows the jump diffusion model in Eq. (6.26). Assume that the risk-free
interest rate is 8% per annum, the stock pays no dividend, and its volatility
(o) is 30% per annum. In addition, the price on average has about 15 jumps
per year with average jump size —2% and jump volatility 3%. What is the
price of a European call option with strike price $75 that will expire in 3
months? What is the price of the corresponding European put option?

Consider the European call option of a nondividend-paying stock. Suppose
that P, = $20, K = $18, r = 6% per annum, and 7 — ¢ = 0.5 year. If the
price of a European call option of the stock is $2.10, what opportunities are
there for an arbitrageur?

Consider the put option of a nondividend-paying stock. Suppose that P, =
$44, K = $47, r = 6% per annum, and T — ¢t = 0.5 year. If the European
put option of the stock is selling at $1.00, what opportunities are there for an
arbitrageur?
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CHAPTER7

Extreme Values, Quantile Estimation,
and Value at Risk

Extreme price movements in the financial markets are rare, but important. The
stock market crash on Wall Street in October 1987 and other big financial crises
such as the Long Term Capital Management have attracted a great deal of attention
among practitioners and researchers, and some people even called for government
regulations on the derivative markets. In recent years, the seemingly large daily
price movements in high-tech stocks have further generated discussions on market
risk and margin setting for financial institutions. As a result, value at risk (VaR)
has become a widely used measure of market risk in risk management.

In this chapter, we discuss various methods for calculating VaR and the statistical
theories behind these methods. In particular, we consider the extreme value theory
developed in the statistical literature for studying rare (or extraordinary) events
and its application to VaR. Both unconditional and conditional concepts of extreme
values are discussed. The unconditional approach to VaR calculation for a financial
position uses the historical returns of the instruments involved to compute VaR.
However, a conditional approach uses the historical data and explanatory variables
to calculate VaR.

Other approaches to VaR calculation discussed in the chapter are RiskMetrics,
econometric modeling using volatility models, and empirical quantile. We use daily
log returns of IBM stock to illustrate the actual calculation of all the methods
discussed. The results obtained can therefore be used to compare the performance
of different methods. Figure 7.1 shows the time plot of daily log returns of IBM
stock from July 3, 1962 to December 31, 1998 for 9190 observations.

7.1 VALUE AT RISK
There are several types of risk in financial markets. Credit risk, operational risk,
and market risk are the three main categories of financial risk. Value at risk (VaR)

Analysis of Financial Time Series, Second Edition By Ruey S. Tsay
Copyright © 2005 John Wiley & Sons, Inc.
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Figure 7.1. Time plot of daily log returns of IBM stock from July 3, 1962 to December 31, 1998.

is mainly concerned with market risk, but the concept is also applicable to other
types of risk. VaR is a single estimate of the amount by which an institution’s
position in a risk category could decline due to general market movements during
a given holding period; see Duffie and Pan (1997) and Jorion (1997) for a general
exposition of VaR. The measure can be used by financial institutions to assess
their risks or by a regulatory committee to set margin requirements. In either case,
VaR is used to ensure that the financial institutions can still be in business after
a catastrophic event. From the viewpoint of a financial institution, VaR can be
defined as the maximal loss of a financial position during a given time period for a
given probability. In this view, one treats VaR as a measure of loss associated with
a rare (or extraordinary) event under normal market conditions. Alternatively, from
the viewpoint of a regulatory committee, VaR can be defined as the minimal loss
under extraordinary market circumstances. Both definitions will lead to the same
VaR measure, even though the concepts appear to be different.

In what follows, we define VaR under a probabilistic framework. Suppose that
at the time index ¢ we are interested in the risk of a financial position for the
next £ periods. Let AV (£) be the change in value of the assets in the financial
position from time ¢ to ¢ + £. This quantity is measured in dollars and is a random
variable at the time index ¢. Denote the cumulative distribution function (CDF) of
AV () by F;(x). We define the VaR of a long position over the time horizon ¢
with probability p as

p =Pr[AV(£) < VaR] = F;(VaR). (7.1)
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Since the holder of a long financial position suffers a loss when AV (£) < 0, the
VaR defined in Eq. (7.1) typically assumes a negative value when p is small. The
negative sign signifies a loss. From the definition, the probability that the holder
would encounter a loss greater than or equal to VaR over the time horizon ¢ is
p. Alternatively, VaR can be interpreted as follows. With probability (1 — p), the
potential loss encountered by the holder of the financial position over the time
horizon ¢ is less than or equal to VaR.

The holder of a short position suffers a loss when the value of the asset increases
[i.e., AV (£) > 0]. The VaR is then defined as

p=Pr[AV(£) > VaR] = | — Pr[AV(£) < VaR] = 1 — F;(VaR).

For a small p, the VaR of a short position typically assumes a positive value. The
positive sign signifies a loss.

The previous definitions show that VaR is concerned with tail behavior of the
CDF Fy(x). For a long position, the left tail of F;(x) is important. Yet a short
position focuses on the right tail of Fy(x). Notice that the definition of VaR in
Eq. (7.1) continues to apply to a short position if one uses the distribution of
—AV (£). Therefore, it suffices to discuss methods of VaR calculation using a long
position.

For any univariate CDF Fy(x) and probability p, such that 0 < p < 1, the
quantity

xp = inf{x| Fe(x) = p)

is called the pth quantile of Fy(x), where inf denotes the smallest real number
satisfying Fy(x) > p. If the CDF F;(x) of Eq. (7.1) is known, then VaR is simply
its pth quantile (i.e., VaR = x,). The CDF is unknown in practice, however. Studies
of VaR are essentially concerned with estimation of the CDF and/or its quantile,
especially the tail behavior of the CDF.

In practical applications, calculation of VaR involves several factors:

1. The probability of interest p, such as p = 0.01 or p = 0.05.

2. The time horizon £. It might be set by a regulatory committee, such as 1 day
or 10 days.

3. The frequency of the data, which might not be the same as the time horizon
£. Daily observations are often used.

4. The CDF Fy(x) or its quantiles.

5. The amount of the financial position or the mark-to-market value of the
portfolio.

Among these factors, the CDF Fy(x) is the focus of econometric modeling. Dif-
ferent methods for estimating the CDF give rise to different approaches to VaR
calculation.
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Remark. The definition of VaR in Eq. (7.1) is in dollar amount. Since log
returns correspond approximately to percentage changes in value of a financial
position, we use log returns r, in data analysis. The VaR calculated from the quan-
tile of the distribution of r,4; given information available at time ¢ is therefore
in percentage. The dollar amount of VaR is then the cash value of the financial
position times the VaR of the log return series. That is, VaR = Value x VaR(of
log returns). If necessary, one can also use the approximation VaR = Value x
[exp(VaR of log returns) — 1]. g

Remark. VaR is a prediction concerning possible loss of a portfolio in a given
time horizon. It should be computed using the predictive distribution of future
returns of the financial position. For example, the VaR for a 1-day horizon of a
portfolio using daily returns r, should be calculated using the predictive distribution
of r;41 given information available at time ¢. From a statistical viewpoint, predictive
distribution takes into account the parameter uncertainty in a properly specified
model. However, predictive distribution is hard to obtain, and most of the available
methods for VaR calculation ignore the effects of parameter uncertainty. U

7.2 RISKMETRICS

J. P. Morgan developed the RiskMetrics™ methodology to VaR calculation; see
Longerstaey and More (1995). In its simple form, RiskMetrics assumes that the
continuously compounded daily return of a portfolio follows a conditional normal
distribution. Denote the daily log return by r, and the information set available at
time t — 1 by F;_;. RiskMetrics assumes that r,|F;_; ~ N (i, 0,2), where ; is the
conditional mean and 0,2 is the conditional variance of r;. In addition, the method
assumes that the two quantities evolve over time according to the simple model:

w =0, of=act +(0—-ay?,, 1>a>0. (7.2)
Therefore, the method assumes that the logarithm of the daily price, p; = In(F,),
of the portfolio satisfies the difference equation p, — p,—1 = a;, where a, = o;¢;
is an IGARCH(1,1) process without drift. The value of « is often in the interval
(0.9, 1) with a typical value of 0.94.

A nice property of such a special random-walk IGARCH model is that the
conditional distribution of a multiperiod return is easily available. Specifically, for
a k-period horizon, the log return from time # + 1 to time 7 + k (inclusive) is
rilkl =rig1 + - 4+ regk—1 + ri4x. We use the square bracket [k] to denote a k-
horizon return. Under the special IGARCH(1,1) model in Eq. (7.2), the conditional
distribution r,[k]|F; is normal with mean zero and variance o,z[k], where atz[k]
can be computed using the forecasting method discussed in Chapter 3. Using the
independence assumption of ¢, and model (7.2), we have

k
o7 [kl = Var(r,[KI|F;) = ) Var(a, | Fy),
i=1
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where Var(a;,;|F;) = E(aﬁri | Fy) can be obtained recursively. Using r,_| = a,—| =
or—1€,—1, we can rewrite the volatility equation of the IGARCH(1,1) model in
Eq. (7.2) as

ol =0+ —a)? (e, —1) forallz.

In particular, we have

ohi =0kt —aol, (e, — 1) for i=2,.. k
Since E(etzﬂ_1 — 1|F;) =0 for i > 2, the prior equation shows that
E(0};|F) = E(o};_|F,) for i=2,... k. (7.3)

For the 1-step ahead volatility forecast, Eq. (7.2) shows that 02| = ao + (1 —
a)r?. Therefore, Eq. (7.3) shows that Var(r.,|F;) = o, for i > 1 and, hence,
o[kl = ko, . The results show that r;[k]|F; ~ N(0, ko, ). Consequently, under
the special IGARCH(1,1) model in Eq. (7.2) the conditional variance of r;[k] is
proportional to the time horizon k. The conditional standard deviation of a k-period
horizon log return is then \/EO‘,_H.

Suppose that the financial position is a long position so that loss occurs when
there is a big price drop (i.e., a large negative return). If the probability is set to
5%, then RiskMetrics uses 1.650,4 to measure the risk of the portfolio; that is,
it uses the one-sided 5% quantile of a normal distribution with mean zero and
standard deviation o,41. The actual 5% quantile is —1.650;,+1, but the negative
sign is ignored with the understanding that it signifies a loss. Consequently, if the
standard deviation is measured in percentage, then the daily VaR of the portfolio
under RiskMetrics is

VaR = Amount of position x 1.650,41,
and that of a k-day horizon is
VaR (k) = Amount of position x 1.65\/120,“,

where the argument (k) of VaR is used to denote the time horizon. Consequently,
under RiskMetrics, we have

VaR(k) = vk x VaR.

This is referred to as the square root of time rule in VaR calculation under Risk-
Metrics.

Example 7.1. The sample standard deviation of the continuously compounded
daily return of the German mark/U.S. dollar exchange rate was about 0.53% in
June 1997. Suppose that an investor was long in $10 million worth of mark/dollar
exchange rate contract. Then the 5% VaR for a 1-day horizon of the investor is

$10,000,000 x (1.65 x 0.0053) = $87,450.
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The corresponding VaR for a 1-month horizon (30 days) is

$10,000,000 x (+v/30 x 1.65 x 0.0053) ~ $478,983.

Example 7.2. Consider the daily IBM log returns of Figure 7.1. As mentioned
in Chapter 1, the sample mean of the returns is significantly different from zero.
However, for demonstration of VaR calculation using RiskMetrics, we assume in
this example that the conditional mean is zero and the volatility of the returns
follows an IGARCH(1,1) model without drift. The fitted model is

rn=a, a =o€, of=0.9390,+ (1-09396)a’,, (7.4)

where {¢,} is a standard Gaussian white noise series. As expected, this model is
rejected by the Q-statistics. For instance, we have a highly significant statistic
Q(10) = 56.19 for the squared standardized residuals.

From the data and the fitted model, we have rg9j90 = —0.0128 and
692190 = 0.0003472. Therefore, the 1-step ahead volatility forecast is 892190(1) =
0.000336. The 5% quantile of the conditional distribution rgj91|Fo19p is —1.65 x
4/0.000336 = —0.03025, where it is understood that the negative sign signifies a
loss. Consequently, the 1-day horizon 5% VaR of a long position of $10 million is

VaR = $10,000,000 x 0.03025 = $302,500.

The 1% quantile is —2.3262 x 4/0.000336 = —0.04265, and the corresponding 1%
VaR for the same long position is $426,500.

Remark. To implement RiskMetrics in S-Plus, one can use ewmal (expo-
nentially weighted moving-average of order 1) under the mgarch (multivariate
GARCH) command to obtain the estimate of 1 — «. Then, use the command pre-
dict to obtain volatility forecasts. For the IBM data used, the estimate of « is
1 —0.036 = 0.964 and the 1-step ahead volatility forecast is G9199(1) = 0.01888.
Please see the demonstration below. This leads to VaR = $10,000,000 x (1.65 x
0.01888) = $311,520 and VaR = $439,187 for p = 0.05 and 0.01, respectively.
These two values are slightly higher than those of Example 7.2, which are based
on estimates of the RATS package. U

S-Plus Demonstration
Output simplified.

> ibm.risk=mgarch (ibm~-1, ~ewmal)
> ibm.risk

ALPHA 0.036

> predict (ibm.risk, 2)
S$Ssigma.pred 0.01888
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7.2.1 Discussion

An advantage of RiskMetrics is simplicity. It is easy to understand and apply.
Another advantage is that it makes risk more transparent in the financial markets.
However, as security returns tend to have heavy tails (or fat tails), the normality
assumption used often results in underestimation of VaR. Other approaches to VaR
calculation avoid making such an assumption.

The square root of time rule is a consequence of the special model used by
RiskMetrics. If either the zero mean assumption or the special IGARCH(1,1) model
assumption of the log returns fails, then the rule is invalid. Consider the simple
model

rh=p+a, a =o€, pFo,

2 2 2
of =0+ —a)a;_y,

where {¢;} is a standard Gaussian white noise series. The assumption that p # 0
holds for returns of many heavily traded stocks on the NYSE; see Chapter 1. For
this simple model, the distribution of r,4| given F; is N (u, O't2+1). The 5% quantile
used to calculate the 1-period horizon VaR becomes p — 1.650;41. For a k-period
horizon, the distribution of r,[k] given F; is N (ku, kot2+ 1), where as before r;[k] =
ret1 + -+ + ripx- The 5% quantile used in the k-period horizon VaR calculation
is kp — 1.65vko, 41 = vVk(vkp — 1.650,41). Consequently, VaR (k) # +/k x VaR
when the mean return is not zero. It is also easy to show that the rule fails when
the volatility model of the return is not an IGARCH(1,1) model without drift.

7.2.2 Multiple Positions

In some applications, an investor may hold multiple positions and needs to com-
pute the overall VaR of the positions. RiskMetrics adopts a simple approach for
doing such a calculation under the assumption that daily log returns of each
position follow a random-walk IGARCH(1,1) model. The additional quantities
needed are the cross-correlation coefficients between the returns. Consider the
case of two positions. Let VaR; and VaR, be the VaR for the two positions
and pjp be the cross-correlation coefficient between the two returns—that is,
p12 = Cov(ry, rzt)/[Var(r],)Var(rzt)]o's. Then the overall VaR of the investor is

VaR = \/ VaR? + VaR3 + 2p12VaR; VaR,.

The generalization of VaR to a position consisting of m instruments is straightfor-
ward as

VaR = | > "VaR? +2) " p;;VaR; VaR;,

i=1 i<j

where p;; is the cross-correlation coefficient between returns of the ith and jth
instruments and VaR; is the VaR of the ith instrument.
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7.3 AN ECONOMETRIC APPROACH TO VaR CALCULATION

A general approach to VaR calculation is to use the time series econometric models
of Chapters 2—4. For a log return series, the time series models of Chapter 2 can
be used to model the mean equation, and the conditional heteroscedastic models
of Chapter 3 or 4 are used to handle the volatility. For simplicity, we use GARCH
models in our discussion and refer to the approach as an econometric approach to
VaR calculation. Other volatility models, including the nonlinear ones in Chapter 4,
can also be used.

Consider the log return r, of an asset. A general time series model for r, can be
written as

P q

re=go+ Y $irita— Y Ojaj, (7.5)
i=1 j=1

a; = O01€;,

o} =ag+ Zaiatz_i + Z,Bjcrtz_j. (7.6)
i=1 j=1

Equations (7.5) and (7.6) are the mean and volatility equations for r;. These two
equations can be used to obtain 1-step ahead forecasts of the conditional mean and
conditional variance of r, assuming that the parameters are known. Specifically,
we have

4 q
F(D) =0+ ) diriv1i — Y Ojar1,
j=1

i=1

Gi() =ao+ Y aiai, i+ ) Biojii ;-

i=1 j=1

If one further assumes that ¢, is Gaussian, then the conditional distribution of
r.+1 given the information available at time ¢ is N[, (1), 8,2(1)]. Quantiles of this
conditional distribution can easily be obtained for VaR calculation. For example, the
5% quantile is 7, (1) — 1.655,(1). If one assumes that ¢, is a standardized Student-
¢ distribution with v degrees of freedom, then the quantile is 7 (1) —t(p)6; (1),
where 7 (p) is the pth quantile of a standardized Student-z distribution with v
degrees of freedom.

The relationship between quantiles of a Student- distribution with v degrees of
freedom, denoted by t,, and those of its standardized distribution, denoted by 7, is

. _ tU q . * q
p=Prlhy = q)=Pr (W/(v =3 = Yo/ —2>)_Pr <t” SNCICE) —2>>’

where v > 2. That is, if ¢ is the pth quantile of a Student-t distribution with
v degrees of freedom, then ¢/+/v/(v —2) is the pth quantile of a standardized
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Student-7 distribution with v degrees of freedom. Therefore, if €, of the GARCH
model in Eq. (7.6) is a standardized Student-¢ distribution with v degrees of free-
dom and the probability is p, then the quantile used to calculate the 1-period
horizon VaR at time index ¢ is

0 (p)6i (1)
Vol =2)’

where #,(p) is the pth quantile of a Student-7 distribution with v degrees of freedom
and assumes a negative value for a small p.

7 (1) +

Example 7.3. Consider again the daily IBM log returns of Example 7.2. We
use two volatility models to calculate VaR of 1-day horizon at t = 9190 for a long
position of $10 million. These econometric models are reasonable based on the
modeling techniques of Chapters 2 and 3.

CaSE 1.  Assume that ¢, is standard normal. The fitted model is
r, = 0.00066 — 0.0247r;_» + a,, a; = o¢;,
o = 0.00000389 + 0.0799a? | + 0.90730.

From the data, we have rgig9 = —0.00201, rg9j90 = —0.0128, and 092190 =
0.00033455. Consequently, the prior AR(2)-GARCH(1,1) model produces 1-step
ahead forecasts as

For90(1) = 0.00071 and G49y(1) = 0.0003211.
The 5% quantile is then
0.00071 — 1.6449 x +/0.0003211 = —0.02877,

where it is understood that the negative sign denotes the left tail of the conditional
normal distribution. The VaR for a long position of $10 million with probability
0.05 is VaR = $10,000,000 x 0.02877 = $287,700. The result shows that, with
probability 95%, the potential loss of holding that position next day is $287,200
or less assuming that the AR(2)-GARCH(1,1) model holds. If the probability is
0.01, then the 1% quantile is

0.00071 — 2.3262 x +/0.0003211 = —0.0409738.
The VaR for the position becomes $409,738.

CASE 2. Assume that ¢, is a standardized Student-¢ distribution with 5 degrees
of freedom. The fitted model is

ry = 0.0003 — 0.03357'[_2 + ay, ar = O1€y,
o = 0.000003 + 0.0559a> | + 0.935007 .
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From the data, we have rg;g9 = —0.00201, r9;90 = —0.0128, and 092190 = 0.000349.
Consequently, the prior Student-r AR(2)-GARCH(1,1) model produces I-step
ahead forecasts

Por90(1) = 0.000367 and  6349(1) = 0.0003386.

The 5% quantile of a Student-¢ distribution with 5 degrees of freedom is —2.015
and that of its standardized distribution is —2.015/4/5/3 = —1.5608. Therefore,
the 5% quantile of the conditional distribution of rgj9; given Foyjgg is

0.000367 — 1.5608+/0.0003386 = —0.028354.
The VaR for a long position of $10 million is
VaR = $10,000,000 x 0.028352 = $283,520,

which is essentially the same as that obtained under the normality assumption. The
1% quantile of the conditional distribution is

0.000367 — (3.3649/4/5/3)~/0.0003386 = —0.0475943.

The corresponding VaR is $475,943. Comparing with that of Case 1, we see the
heavy-tail effect of using a Student-¢ distribution with 5 degrees of freedom; it
increases the VaR when the tail probability becomes smaller. In S-Plus, the quantile
of a Student-¢ distribution with m degrees of freedom can be obtained by xp =
at (p,m), for example, xp = gt (0.01,5.23).

7.3.1 Multiple Periods

Suppose that at time & we want to compute the k-horizon VaR of an asset whose
log return is r,. The variable of interest is the k-period log return at the forecast
origin h (i.e., rp[k] = rpe1 + -+ - 4+ rpg). If the return 7, follows the time series
model in Egs. (7.5) and (7.6), then the conditional mean and variance of rj[k]
given the information set Fj, can be obtained by the forecasting methods discussed
in Chapters 2 and 3.

Expected Return and Forecast Error
The conditional mean E (rj,[k]|F}) can be obtained by the forecasting method of
ARMA models in Chapter 2. Specifically, we have

Pulk] = rp(1) + - - - 4+ k),

where r;, (€) is the ¢-step ahead forecast of the return at the forecast origin /. These
forecasts can be computed recursively as discussed in Section 2.6.4. Using the MA
representation

ry=p+a + a1 +yra; o+ -
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of the ARMA model in Eq. (7.5), we can write the £-step ahead forecast error at
the forecast origin & as

en() =rppe — rn(€) = appe + Yiapgo—1 + -+ + e1anga;
see Eq. (2.33) and the associated forecast error. The forecast error of the expected

k-period return 7;,[k] is the sum of 1-step to k-step forecast errors of r; at the
forecast origin 4 and can be written as

eplkl = en (1) + e, (2) + - - +ep(k)

k=1
= app1 + (@r2 + Y1anp) + -+ Y Vidngr
i=0
k—1
=apk + (I +¥D)appk—1 4+ -+ (Z%) A1, (1.7)
i=0

where Yy = 1.

Expected Volatility

The volatility forecast of the k-period return at the forecast origin 4 is the condi-
tional variance of ej[k] given Fj. Using the independent assumption of €,4; for
i=1,...,k, where a,4; = 014;€,4i, we have

& 2

-1
Vi(enlk]) = Vi(anix) + (1 + ¥)*Vi(anse-1) + - + ( 1/fi> Vi(aps1)
-0

i

2

k—1
= o)+ (L +y) ok — D+ -+ (Zw,) a2 (), (7.8)
i=0

where V;(z) denotes the conditional variance of z given Fj and oﬁ(ﬁ) is the
£-step ahead volatility forecast at the forecast origin 4. If the volatility model is
the GARCH model in Eq. (7.6), then these volatility forecasts can be obtained
recursively by the methods discussed in Chapter 3.

As an illustration, consider the special time series model

rr=p0+a, a; =o€,

2 2 2
o = oy +aja;_| + Bio/_;.

Then we have v; = 0 for all i > 0. The point forecast of the k-period return at the
forecast origin & is 7,[k] = ko and the associated forecast error is

enlk]l = aptik + apsi—1 + - -+ apq1.
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Consequently, the volatility forecast for the k-period return at the forecast origin
h is

Var(ey k]| Fy) = }:oﬁw)

Using the forecasting method of GARCH(1,1) models in Section 3.5, we have

o (1) = ag + ara; + Bio},
of () = ap+ (a1 + B —1), £=2,... k. (7.9)

Using Eq. (7.9), we obtain that for the case of ¢; =0 for i > 0,

1 — ¢¥ 1 —¢¥
1—¢}+1—¢

where ¢ = a1 + 1 < 1. If ; # 0 for some i > 0, then one should use the general
formula of Var(e,[k]|Fy,) in Eq. (7.8). If €, is Gaussian, then the conditional distri-
bution of ry[k] given Fj, is normal with mean kp and variance Var(ey[k]|F},). The
quantiles needed in VaR calculation are readily available. If the conditional dis-
tribution of @, is not Gaussian (e.g., a Student-¢ or generalized error distribution),
simulation can be used to obtain the multiperiod VaR.

Var(ep k]| Fp) = 1Oio¢ |:k - of (1), (7.10)

Example 7.3 (Continued). Consider the Gaussian AR(2)-GARCH(1,1)
model of Example 7.3 for the daily log returns of IBM stock. Suppose that we
are interested in the VaR of a 15-day horizon starting at the forecast origin 9190
(i.e., December 31, 1998). We can use the fitted model to compute the condi-
tional mean and variance for the 15-day log return via rg199[15] = leil 79190+
given Fgjgy. The conditional mean is 0.00998 and the conditional variance is
0.0047948, which is obtained by the recursion in Eq. (7.9). The 5% quantile of
the conditional distribution is then 0.00998 — 1.6449+/0.0047948 = —0.1039191.
Consequently, the 15-day horizon VaR for a long position of $10 million
is VaR = $10,000,000 x 0.1039191 = $1,039,191. This amount is smaller than
$287,700 x V15 = $1,114,257. This example further demonstrates that the square
root of time rule used by RiskMetrics holds only for the special white noise
IGARCH(1,1) model used. When the conditional mean is not zero, proper steps
must be taken to compute the k-horizon VaR.

7.4 QUANTILE ESTIMATION

Quantile estimation provides a nonparametric approach to VaR calculation. It makes
no specific distributional assumption on the return of a portfolio except that the
distribution continues to hold within the prediction period. There are two types of
quantile methods. The first method is to use empirical quantile directly, and the
second method uses quantile regression.
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7.4.1 Quantile and Order Statistics

Assuming that the distribution of return in the prediction period is the same as that
in the sample period, one can use the empirical quantile of the return r, to calculate
VaR. Let ry, ..., r, be the returns of a portfolio in the sample period. The order
statistics of the sample are these values arranged in increasing order. We use the
notation

Ty =T = =T

to denote the arrangement and refer to r(; as the ith order statistic of the sample.
In particular, r(jy is the sample minimum and r(,) the sample maximum.

Assume that the returns are independent and identically distributed random vari-
ables that have a continuous distribution with probability density function (pdf)
f(x) and CDF F(x). Then we have the following asymptotic result from the sta-
tistical literature (e.g., Cox and Hinkley, 1974, Appendix 2), for the order statistic
@), where £ =np with 0 < p < 1.

RESULT.  Let x, be the pth quantile of F(x), that is, x, = F~'(p). Assume
that the pdf f(x) is not zero at x,, (i.e., f(x,) # 0). Then the order statistic r () is
asymptotically normal with mean x, and variance p(1 — p)/[nf 2(x »)]. That is,

p(l_p)] ¢ =np. (7.11)

o [x’” nlf )P

Based on the prior result, one can use 7 to estimate the quantile x,, where
¢ = np. In practice, the probability of interest p may not satisfy that np is a positive
integer. In this case, one can use simple interpolation to obtain quantile estimates.
More specifically, for noninteger np, let £; and ¢, be the two neighboring positive
integers such that £; < np < £;. Define p; = ¢; /n. The previous result shows that
T(¢;) 18 a consistent estimate of the quantile x,,. From the definition, p; < p < p».
Therefore, the quantile x,, can be estimated by

o p2—Dp P — D1
X, = rey + r(ts)- (7.12)
g PZ_PI(I) pZ_Pl(Z)

Example 7.4. Consider the daily log returns of Intel stock from December 15,
1972 to December 31, 1997. There are 6329 observations. The empirical 5% quan-
tile of the data can be obtained as

X005 = 0.551’(316) + 0.45"(3]7) = —4.229%,

where np = 6329 x 0.05 = 316.45 and r(;) is the ith order statistic of the sample.
In this particular instance, r316) = —4.237% and r@317) = —4.220%. Here we use
the lower tail of the empirical distribution because it is relevant to holding a long
position in VaR calculation.
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Example 7.5. Consider again the daily log returns of IBM stock from July 3,
1962 to December 31, 1998. Using all 9190 observations, the empirical 5% quantile
can be obtained as (r459) + r460))/2 = —0.021603, where r(; is the ith order statis-
tic and np = 9190 x 0.05 = 459.5. The VaR of a long position of $10 million is
$216,030, which is much smaller than those obtained by the econometric approach
discussed before. Because the sample size is 9190, we have 91 < 9190 x 0.01 <
92. Let p; = 91/9190 = 0.0099 and p, = 92/9190 = 0.01001. The empirical 1%
quantile can be obtained as

. p2 — 0.01 0.01 — py
X001 = ———————r©Ql) + ——————r©2)
P2 — P1 P2 — P1
0.00001 0.0001
= (—3.658) + (—=3.657)
0.00011 0.00011
~ —3.657.

The 1% 1-day horizon VaR of the long position is $365,709. Again this amount is
lower than those obtained before by other methods.

Discussion. Advantages of using the prior quantile method to VaR calculation
include (a) simplicity and (b) using no specific distributional assumption. How-
ever, the approach has several drawbacks. First, it assumes that the distribution of
the return r; remains unchanged from the sample period to the prediction period.
Given that VaR is concerned mainly with tail probability, this assumption implies
that the predicted loss cannot be greater than that of the historical loss. It is def-
initely not so in practice. Second, for extreme quantiles (i.e., when p is close to
zero or unity), the empirical quantiles are not efficient estimates of the theoretical
quantiles. Third, the direct quantile estimation fails to take into account the effect
of explanatory variables that are relevant to the portfolio under study. In real appli-
cation, VaR obtained by the empirical quantile can serve as a lower bound for the
actual VaR. (]

7.4.2 Quantile Regression

In real application, one often has explanatory variables available that are important
to the problem under study. For example, the action taken by Federal Reserve
Banks on interest rates could have important impacts on the returns of U.S. stocks.
It is then more appropriate to consider the distribution function r,4|F;, where F;
includes the explanatory variables. In other words, we are interested in the quantiles
of the distribution function of r,;; given F,. Such a quantile is referred to as a
regression quantile in the literature; see Koenker and Bassett (1978).

To understand regression quantile, it is helpful to cast the empirical quantile of
the previous subsection as an estimation problem. For a given probability p, the
pth quantile of {r,} is obtained by

n
X, = argming Z w,(ri — B),
i=1
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where w,(z) is defined by

pz if z>0,

&= e <o,

Regression quantile is a generalization of such an estimate.
To see the generalization, suppose that we have the linear regression

re=PBx +a, (7.13)

where f is a k-dimensional vector of parameters and x, is a vector of predictors that
are elements of F;,_;. The conditional distribution of r, given F,_; is a translation
of the distribution of a, because B’x; is known. Viewing the problem this way,
Koenker and Bassett (1978) suggest estimating the conditional quantile x,|F;_; of
r, given Fy_j as

%,|F,_; = inf{B/x|R,(B,) = min}, (7.14)

where “R,(f,) = min” means that 8, is obtained by

B, = argmin'B Z wy(ry — B'x,),

t=1

where w),(.) is defined as before. A computer program to obtain such an estimated
quantile can be found in Koenker and D’Orey (1987).

7.5 EXTREME VALUE THEORY

In this section, we review some extreme value theory in the statistical literature.
Denote the return of an asset, measured in a fixed time interval such as daily,
by r;. Consider the collection of n returns, {ry, ..., r,}. The minimum return of
the collection is r(j), that is, the smallest order statistic, whereas the maximum
return is r,, the maximum order statistic. Specifically, r(;) = min;<;<,{r;} and
Ty = Maxi<j<n{r;}. We focus on properties of the minimum return r(j because
this minimum is highly relevant to VaR calculation for a long position. How-
ever, the theory discussed also applies to the maximum return of an asset over
a given time period because properties of the maximum return can be obtained
from those of the minimum by a simple sign change. Specifically, we have r,) =
—mini<j<,{—r;} = —r(cl), where r{ = —r, with the superscript ¢ denoting sign
change. The maximum return is relevant to holding a short financial position.

7.5.1 Review of Extreme Value Theory

Assume that the returns r, are serially independent with a common cumulative
distribution function F(x) and that the range of the return r, is [/, u]. For log
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returns, we have / = —oo and u = oo. Then the CDF of r(j), denoted by F, i (x),
is given by

Fui(x)=Prlrqy <x]=1-—=Prlrg > x]

=1=-Pr(ri>x,ra>x,...,r, >X)

n
=1- HPr (rj > x) (by independence)
j=1
n
=1-[[i1=Pr(r; =)
j=1
n
=1- 1_[[1 — F(x)] (by common distribution)
j=1
=1—-[1-F®]". (7.15)

In practice, the CDF F(x) of r, is unknown and, hence, F, i (x) of r(j) is unknown.
However, as n increases to infinity, F, (x) becomes degenerated—namely,
F,1(x) > 0ifx <land F,1(x) = 1 if x > [ as n goes to infinity. This degener-
ated CDF has no practical value. Therefore, the extreme value theory is concerned
with finding two sequences {8, } and {«,}, where ¢, > 0, such that the distribution
of r(s) = (ray — Bn)/a, converges to a nondegenerated distribution as n goes to
infinity. The sequence {f,} is a location series and {w,} is a series of scaling fac-
tors. Under the independent assumption, the limiting distribution of the normalized
minimum 74 iS given by

1— —(1 +kx)*] if k # 0,
Fo(x) = expl=(1+ k) I 7 (7.16)
1 —exp[—exp(x)] if k=0,

forx < —1/k if k < 0 and for x > —1/k if kK > 0, where the subscript * signifies
the minimum. The case of k = 0 is taken as the limit when £k — 0. The parameter
k is referred to as the shape parameter that governs the tail behavior of the limiting
distribution. The parameter « = —1/k is called the fail index of the distribution.

The limiting distribution in Eq. (7.16) is the generalized extreme value (GEV)
distribution of Jenkinson (1955) for the minimum. It encompasses the three types
of limiting distribution of Gnedenko (1943):

e Type I: kK = 0, the Gumbel family. The CDF is
F.(x) =1 —exp[—exp(x)], —00<x < o00. (7.17)
e Type II: k < 0O, the Fréchet family. The CDF is

1 —exp[—(1 + kx)/*] if x < —1/k,
Fio(x) = (7.18)
1 otherwise.
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o Type III: k£ > 0, the Weibull family. The CDF here is

1 —exp[—(1 +kx)/*] if x > —1/k,

Fi(x) = .
otherwise.

Gnedenko (1943) gave necessary and sufficient conditions for the CDF F(x)
of r, to be associated with one of the three types of limiting distribution. Briefly
speaking, the tail behavior of F(x) determines the limiting distribution F(x) of the
minimum. The (left) tail of the distribution declines exponentially for the Gumbel
family, by a power function for the Fréchet family, and is finite for the Weibull
family (Figure 7.2). Readers are referred to Embrechts, Kuppelberg, and Mikosch
(1997) for a comprehensive treatment of the extreme value theory. For risk man-
agement, we are mainly interested in the Fréchet family that includes stable and
Student-7 distributions. The Gumbel family consists of thin-tailed distributions such
as normal and lognormal distributions. The probability density function (pdf) of
the generalized limiting distribution in Eq. (7.16) can be obtained easily by differ-
entiation:

(1 + kx) V¥ Vexp[—(1 4+ kx)'/*] if k # 0,

L(x) = 7.19
Jx) { explx — exp(x)] if k=0, ¢ )

where —00 < x < oo fork =0, x < —1/k for k <0, and x > —1/k for k > 0.

0.6

Frechet

\
P
0.4 ) S
Weibull 7 1 1
! "\ |

|

|

density

-10 -5 0 5 10

Figure 7.2. Probability density functions of extreme value distributions for minimum. The solid line is
for a Gumbel distribution, the dotted line is for the Weibull distribution with k = 0.5, and the dashed
line is for the Fréchet distribution with k = —0.9.
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The aforementioned extreme value theory has two important implications. First,
the tail behavior of the CDF F(x) of r,, not the specific distribution, determines
the limiting distribution F,(x) of the (normalized) minimum. Thus, the theory is
generally applicable to a wide range of distributions for the return ;. The sequences
{Bn} and {«,}, however, may depend on the CDF F(x). Second, Feller (1971,
p- 279) shows that the tail index k does not depend on the time interval of r,.
That is, the tail index (or equivalently the shape parameter) is invariant under time
aggregation. This second feature of the limiting distribution becomes handy in the
VaR calculation.

The extreme value theory has been extended to serially dependent observa-
tions {r;};_, provided that the dependence is weak. Berman (1964) shows that the
same form of the limiting extreme value distribution holds for stationary normal
sequences provided that the autocorrelation function of r, is squared summable
(.e., Zloil ,ol.2 < 00), where p; is the lag-i autocorrelation function of r,. For fur-
ther results concerning the effect of serial dependence on the extreme value theory,
readers are referred to Leadbetter, Lindgren, and Rootzén (1983, Chapter 3).

7.5.2 Empirical Estimation

The extreme value distribution contains three parameters—&k, B,, and «,. These
parameters are referred to as the shape, location, and scale parameters, respectively.
They can be estimated by using either parametric or nonparametric methods. We
review some of the estimation methods.

For a given sample, there is only a single minimum or maximum, and we cannot
estimate the three parameters with only an extreme observation. Alternative ideas
must be used. One of the ideas used in the literature is to divide the sample into
subsamples and apply the extreme value theory to the subsamples. Assume that
there are T returns {r j}jrzl available. We divide the sample into g non-overlapping
subsamples each with n observations, assuming for simplicity that 7 = ng. In other
words, we divide the data as

{r1, '--7rn|rn+1’ ...,F2n|7'2,,+1, '--7r3n|"'|r(g—l)n+lv u-vrng}

and write the observed returns as r;,+;, where 1 < j <nand i =0,...,g— L
Note that each subsample corresponds to a subperiod of the data span. When 7 is
sufficiently large, we hope that the extreme value theory applies to each subsample.
In application, the choice of n can be guided by practical considerations. For
example, for daily returns, n = 21 corresponds approximately to the number of
trading days in a month and n = 63 denotes the number of trading days in a
quarter.

Let r,; be the minimum of the ith subsample (i.e., r;,; is the smallest return of
the ith subsample), where the subscript 7 is used to denote the size of the subsample.
When r is sufficiently large, x, ; = (r,.; — Bn) /o, should follow an extreme value
distribution, and the collection of subsample minima {r,;|i =1,..., g} can then
be regarded as a sample of g observations from that extreme value distribution.
Specifically, we define
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'ni = min {r(i—l)ﬂ+j}7 I = 1, cees 8 (720)
I<j=n

The collection of subsample minima {r,;} are the data we use to estimate the
unknown parameters of the extreme value distribution. Clearly, the estimates
obtained may depend on the choice of subperiod length n.

The Parametric Approach
Two parametric approaches are available. They are the maximum likelihood and
regression methods.

Maximum Likelihood Method

Assuming that the subperiod minima {r,;} follow a generalized extreme value
distribution such that the pdf of x; = (r,; — Bn) /o, 1s given in Eq. (7.19), we can
obtain the pdf of r,,; by a simple transformation as

f(rn,i) =

o 1/ky—1 L 1/kn
i(l_i_kn(rn,z m) oxp [_ (Hkn(rn,l ﬁn)) ] 0.

oy oy (273

1 P P
— exp [LJ P — exp <7”n’Z P )} if k, =0,
o

n n n

where it is understood that 1 + k, (r,; — Bn)/oy > 0 if k, # 0. The subscript n is
added to the shape parameter k to signify that its estimate depends on the choice
of n. Under the independence assumption, the likelihood function of the subperiod
minima is

8
0Tt gl o, Bo) = [ ] £ ).

i=1

Nonlinear estimation procedures can then be used to obtain maximum likelihood
estimates of k,, B,, and «,. These estimates are unbiased, asymptotically normal,
and of minimum variance under proper assumptions. See Embrechts et al. (1997)
and Coles (2001) for details. We apply this approach to some stock return series
later.

Regression Method

This method assumes that {r,, ; }le is a random sample from the generalized extreme
value distribution in Eq. (7.16) and makes use of properties of order statistics; see
Gumbel (1958). Denote the order statistics of the subperiod minima {r,,,i}‘l.g=l as

Tn(l) STn@) = -+ = TI'n(g)-
Using properties of order statistics (e.g., Cox and Hinkley, 1974, p. 467), we have
i

g+1

E{F.[r,i»l} = , i=1,...,g. (7.21)
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For simplicity, we separate the discussion into two cases depending on the value
of k. First, consider the case of k ## 0. From Eq. (7.16), we have

Fulrai] = 1 —exp [— <1 t ok, O ’8”> } . (7.22)

o

Consequently, using Eqs. (7.21) and (7.22) and approximating expectation by an
observed value, we have

. 1/kn
1 n(iy — ﬂn
=1- —1+k% .
P exp [ ( + Ky o ) i|

Therefore,

1/kn . 1_i
exp —(H—k n® — ﬂ”) T
oy, g+1 g+1

Taking the natural logarithm twice, the prior equation gives

g+1—i 1 Tni) = Bn :
Inf—-In{=—)|=—In{1+k, , =1,...,¢8.

In practice, letting e; be the deviation between the previous two quantities and
assuming that the series {e,} is not serially correlated, we have a regression setup

1_‘ l n(i n .
ln[—ln<u)i|=—ln<l+kr() ﬂ)+e,~, i=1,...,g (123)
g+1 kn (675

The least squares estimates of k,, B,, and ¢, can be obtained by minimizing the
sum of squares of e;.
When k, = 0, the regression setup reduces to

1—i 1

The least squares estimates are consistent but less efficient than the likelihood
estimates. We use the likelihood estimates in this chapter.

The Nonparametric Approach

The shape parameter k can be estimated using some nonparametric methods. We
mention two such methods here. These two methods are proposed by Hill (1975)
and Pickands (1975) and are referred to as the Hill estimator and Pickands estimator,
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respectively. Both estimators apply directly to the returns {r; ,Tzl- Thus, there is no
need to consider subsamples. Denote the order statistics of the sample as

raqy =re)y = - S KT)-

Let g be a positive integer. The two estimators of k are defined as

—Tg) T Teg
k,(q) = — , 7.24
"= " " <—r<2q> + V<4q>> 72
14
k@) = —= > [In(=r@)) = In(=reg41)]. (1.25)

i=1

where the argument (g) is used to emphasize that the estimators depend on ¢g. The
choice of ¢ differs between Hill and Pickands estimators. It has been investigated
by several researchers, but there is no general consensus on the best choice avail-
able. Dekkers and De Haan (1989) show that k,(g) is consistent if ¢ increases at a
properly chosen pace with the sample size T'. In addition, ,/q[k,(q) — k] is asymp-
totically normal with mean zero and variance K22 %1 4 1) / 2Q27% — D) 1n2)]>.
The Hill estimator is applicable to the Fréchet distribution only, but it is more effi-
cient than the Pickands estimator when applicable. Goldie and Smith (1987) show
that ./qlk,(q) — k] is asymptotically normal with mean zero and variance k*. In
practice, one may plot the Hill estimator k;,(g) against ¢ and find a proper g such
that the estimate appears to be stable. The estimated tail index o« = —1/kj,(g) can
then be used to obtain extreme quantiles of the return series; see Zivot and Wang
(2003).

7.5.3 Application to Stock Returns

We apply the extreme value theory to the daily log returns of IBM stock from
July 3, 1962 to December 31, 1998. The returns are measured in percentages, and
the sample size is 9190 (i.e., T = 9190). Figure 7.3 shows the time plots of extreme
daily log returns when the length of the subperiod is 21 days, which corresponds
approximately to a month. The October 1987 crash is clearly seen from the plot.
Excluding the 1987 crash, the range of extreme daily log returns is between 0.5%
and 13%.

Table 7.1 summarizes some estimation results of the shape parameter k via the
Hill estimator. Three choices of ¢ are reported in the table, and the results are stable.
To provide an overall picture of the performance of the Hill estimator, Figure 7.4
shows the scatterplots of the Hill estimator k;(q) against g. For both positive and
negative extreme daily log returns, the estimator is stable except for cases when
q is small. The estimated shape parameters are about —0.30 and are significantly
different from zero at the asymptotic 5% level. The plots also indicate that the
shape parameter k appears to be smaller for the negative extremes, indicating that
the daily log return may have a heavier left tail. Overall, the result indicates that



308 EXTREME VALUES, QUANTILE ESTIMATION, AND VALUE AT RISK
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Figure 7.3. Maximum and minimum daily log returns of IBM stock when the subperiod is 21 trading
days. The data span is from July 3, 1962 to December 31, 1998: (a) positive returns and (b) negative
returns.

Table 7.1. Results of the Hill Estimator® for Daily Log Returns of IBM Stock from
July 3, 1962 to December 31, 1998

q 190 200 210
Maximum —0.300(0.022) —0.297(0.021) —0.303(0.021)
Minimum —0.290(0.021) —0.292(0.021) —0.289(0.020)

“Standard errors are in parentheses.

the distribution of daily log returns of IBM stock belongs to the Fréchet family.
The analysis thus rejects the normality assumption commonly used in practice.
Such a conclusion is in agreement with that of Longin (1996), who used a U.S.
stock market index series. In S-Plus, the Hill estimator can be obtained using the
command hill, for example,

ibm.hill = hill (ibm,option='xi’,end=500) .
Next, we apply the maximum likelihood method to estimate parameters of the

generalized extreme value distribution for IBM daily log returns. Table 7.2 summa-
rizes the estimation results for different choices of the length of subperiods ranging
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Figure 7.4. Scatterplots of the Hill estimator for the daily log returns of IBM stock. The sample period
is from July 3, 1962 to December 31, 1998: (a) positive returns and (b) negative returns.

from 1 month (n = 21) to 1 year (n = 252). From the table, we make the following
observations:

o Estimates of the location and scale parameters §, and «,, increase in modulus
as n increases. This is expected as magnitudes of the subperiod minimum and
maximum are nondecreasing functions of 7.

o Estimates of the shape parameter (or equivalently the tail index) are stable for
the negative extremes when n > 63 and are approximately —0.33.

o Estimates of the shape parameter are less stable for the positive extremes. The
estimates are smaller in magnitude but remain significantly different from zero.

e The results for n = 252 have higher variabilities as the number of subperiods
g is relatively small.

Again the conclusion obtained is similar to that of Longin (1996), who provided a
good illustration of applying the extreme value theory to stock market returns.
The results of Table 7.2 were obtained using a Fortran program developed by
Professor Richard Smith and modified by the author. S-Plus can also be used to
perform the estimation. I demonstrate below the commands used in analyzing the
minimal returns of subperiods of 21 trading days. Note that the returns are multi-
plied by —100 because (a) S-Plus focuses on the right-hand tail of a distribution
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Table 7.2. Maximum Likelihood Estimates® of the Extreme Value Distribution
for Daily Log Returns of IBM Stock from July 3, 1962 to December 31, 1998

Length of Subperiod Scale o, Location 8, Shape £,

Minimal Returns

1 month (n = 21, g = 437) 0.823(0.035) —1.902(0.044) —0.197(0.036)
| quarter (n = 63, g = 145) 0.945(0.077) —2.583(0.090) —0.335(0.076)
6 months (n = 126, g = 72) 1.147(0.131) —3.141(0.153) —0.330(0.101)
1 year (n = 252, g = 36) 1.542(0.242) —3.761(0.285) —0.322(0.127)

Maximal Returns

1 month (n = 21, g = 437) 0.931(0.039) 2.184(0.050) —0.168(0.036)
1 quarter (n = 63, g = 145) 1.157(0.087) 3.012(0.108) —0.217(0.066)
6 months (n = 126, g = 72) 1.292(0.158) 3.471(0.181) —0.349(0.130)
1 year (n = 252, g = 36) 1.624(0.271) 4.475(0.325) —0.264(0.186)

“Standard errors are in parentheses.

and (b) the returns used are in percentages. Furthermore, (xi, sigma, mu) in
S-Plus corresponds to (—k,,, oo, B,) of the table. The estimates obtained by S-Plus
are close to those in Table 7.2.

S-Plus Demonstration of GEV Estimation
Return series is ibm.

> length (ibm)
[1] 9190
> grp=floor(9190/21)
> grp
[1] 437
> for (i in 1:grp){
jend=9190- (i-1)*21
jst=jend-21+1
xmin[i] =min (ibm[jst:jend])
}
y=xmin* (-100)
nibm.gev.21l=gev (y)
> names (nibm.gev.21)
[1] "n.all" "nt "call" "block" "data"
[6] "par.ests" "par.ses" "varcov" '"converged" "nllh.final"
> nibm.gev.21l$par.ests

xi sigma mu
0.1953325 0.8187631 1.921797
> nibm.gev.21lSpar.ses

xi sigma mu
0.03539358 0.03456347 0.04387343

VoV o+ o+ o+ o+
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Figure 7.5. Residual plots from fitting a GEV distribution to daily negative IBM log returns, in per-
centage, for data from July 3, 1962 to December 31, 1998 with a subperiod length of 21 days.

> plot (nibm.gev.21)

Make a plot selection (or 0 to exit):
1: plot: Scatterplot of Residuals

2: plot: QQplot of Residuals
Selection:

Define the residuals of a GEV distribution fit as

L 1/ kn

oy

Using the pdf of the GEV distribution and transformation of variables, one can
easily show that {w;} should form an iid random sample of exponentially distributed
random variables if the fitted model is correctly specified. Figure 7.5 shows the
residual plots of the GEV distribution fit to the daily negative IBM log returns
with subperiod length of 21 days. The left panel gives the residuals and the right
panel shows a quantile-to-quantile (QQ) plot against an exponential distribution.
The plots indicate that the fit is reasonable.

7.6 EXTREME VALUE APPROACH TO VaR

In this section, we discuss an approach to VaR calculation using the extreme value
theory. The approach is similar to that of Longin (1999a,b), who proposed an
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eight-step procedure for the same purpose. We divide the discussion into two parts.
The first part is concerned with parameter estimation using the method discussed
in the previous subsections. The second part focuses on VaR calculation by relating
the probabilities of interest associated with different time intervals.

Part 1

Assume that there are 7 observations of an asset return available in the sample
period. We partition the sample period into g nonoverlapping subperiods of length
n such that T =ng. If T =ng +m with 1 <m < n, then we delete the first m
observations from the sample. The extreme value theory discussed in the previous
section enables us to obtain estimates of the location, scale, and shape parameters
B, oy, and k, for the subperiod minima {r, ;}. Plugging the maximum likelihood
estimates into the CDF in Eq. (7.16) with x = (r — B8,,)/®,, we can obtain the quan-
tile of a given probability of the generalized extreme value distribution. Because we
focus on holding a long financial position, the lower probability (or left) quantiles
are of interest. Let p* be a small probability that indicates the potential loss of
a long position and r; be the p*th quantile of the subperiod minimum under the
limiting generalized extreme value distribution. Then we have

kn ;= n Hhn
1—exp|:—<l+M> ]ifk”;éo,

Un

}":—,3,, .
I —exp|—exp| —— if k, =0,
oy

where it is understood that 1+ k, () — B,)/a, > 0 for k, # 0. Rewriting this
equation as

*

p =

o g\ 1k
—<1+7k”(r" ﬂ”)> if ke # 0,

Un

*_
—exp(r" ﬂ”) if k, =0,

Un

In(l — p*) =

we obtain the quantile as

oy ko
Pn — k—{l —[=In(1 — pHI™} if ky # 0,

By + an In[—In(1 — p*)] if k, = 0.

*_
r, =

(7.26)

In financial applications, the case of k, 7% 0 is of major interest.

Part 11

For a given lower (or left tail) probability p*, the quantile r; of Eq. (7.26) is the
VaR based on the extreme value theory for the subperiod minima. The next step
is to make explicit the relationship between subperiod minima and the observed
return r; series.



EXTREME VALUE APPROACH TO VaR 313

Because most asset returns are either serially uncorrelated or have weak serial
correlations, we may use the relationship in Eq. (7.15) and obtain

P* = P(r,,,l- f r;’:) = 1 — [1 _ P(I"t S l":;)]n

or, equivalently,
1—p'=[1-P(r <r)I". (7.27)

This relationship between probabilities allows us to obtain VaR for the original
asset return series ;. More precisely, for a specified small lower probability p, the
pth quantile of r, is r;; if the probability p* is chosen based on Eq. (7.27), where
p = P(r; <r}). Consequently, for a given small probability p, the VaR of holding
a long position in the asset underlying the log return r; is

B, — %{1 — [—nIn(l — p)I*} if k, #0,

VaR = (7.28)

Bn + oy In[—nIn(1 — p)] if k, =0,
where n is the length of subperiod.

Summary
We summarize the approach of applying the traditional extreme value theory to
VaR calculation as follows:

1. Select the length of the subperiod n and obtain subperiod minima {r,;},
i=1,...,g, where g =[T/n].
2. Obtain the maximum likelihood estimates of B,, c,, and k,,.

3. Check the adequacy of the fitted extreme value model; see the next section
for some methods of model checking.

4. If the extreme value model is adequate, apply Eq. (7.28) to calculate VaR.

Remark. Since we focus on holding a long financial position and, hence, on
the quantile in the left tail of a return distribution, the quantile is negative. Yet it is
customary in practice to use a positive number for VaR calculation. Thus, in using
Eq. (7.28), one should be aware that the negative sign signifies a loss. O

Example 7.6. Consider the daily log return, in percentage, of IBM stock
from July 7, 1962 to December 31, 1998. From Table 7.2, we have &, = 0.945,
3,1 = —2.583, and 12,, = —0.335 for n = 63. Therefore, for the left-tail probability
p = 0.01, the corresponding VaR is

0.945
—0.335
= —3.04969.

VaR = —2.583 —

{1 —[-631n(1 — 0'01)]—0.335}

Thus, for daily log returns of the stock, the 1% quantile is —3.04969. If one
holds a long position on the stock worth $10 million, then the estimated VaR with
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probability 1% is $10,000,000 x 0.0304969 = $304,969. If the probability is 0.05,
then the corresponding VaR is $166,641.

If we chose n =21 (i.e., approximately 1 month), then &, = 0.823, ,3,1 =
—1.902, and l%n = —0.197. The 1% quantile of the extreme value distribution is

0.823

VaR = —-1902 — ———
—0.197

{1 — [=211In(1 — 0.01)]7%""} = —3.40013.

Therefore, for a long position of $10,000,000, the corresponding 1-day horizon VaR
is $340,013 at the 1% risk level. If the probability is 0.05, then the corresponding
VaR is $184,127. In this particular case, the choice of n =21 gives higher VaR
values.

It is somewhat surprising to see that the VaR values obtained in Example 7.6
using the extreme value theory are smaller than those of Example 7.3 that uses a
GARCH(1,1) model. In fact, the VaR values of Example 7.6 are even smaller than
those based on the empirical quantile in Example 7.5. This is due in part to the
choice of probability 0.05. If one chooses probability 0.001 = 0.1% and consid-
ers the same financial position, then we have VaR = $546,641 for the Gaussian
AR(2)-GARCH(1,1) model and VaR = $666,590 for the extreme value theory
with n = 21. Furthermore, the VaR obtained here via the traditional extreme value
theory may not be adequate because the independent assumption of daily log returns
is often rejected by statistical testings. Finally, the use of subperiod minima over-
looks the fact of volatility clustering in the daily log returns. The new approach of
extreme value theory discussed in the next section overcomes these weaknesses.

Remark. As shown by the results of Example 7.6, the VaR calculation based
on the traditional extreme value theory depends on the choice of n, which is the
length of subperiods. For the limiting extreme value distribution to hold, one would
prefer a large n. But a larger n means a smaller ¢ when the sample size T is fixed,
where g is the effective sample size used in estimating the three parameters «,,, 8,,
and k,. Therefore, some compromise between the choices of n and g is needed. A
proper choice may depend on the returns of the asset under study. We recommend
that one should check the stability of the resulting VaR in applying the traditional
extreme value theory. (]

7.6.1 Discussion

We have applied various methods of VaR calculation to the daily log returns of
IBM stock for a long position of $10 million. Consider the VaR of the position for
the next trading day. If the probability is 5%, which means that with probability
0.95 the loss will be less than or equal to the VaR for the next trading day, then
the results obtained are

1. $302,500 for the RiskMetrics,
2. $287,200 for a Gaussian AR(2)—~GARCH(1,1) model,
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3. $283,520 for an AR(2)-GARCH(1,1) model with a standardized Student-¢
distribution with 5 degrees of freedom,

4. $216,030 for using the empirical quantile, and

5. $184,127 for applying the traditional extreme value theory using monthly
minima (i.e., subperiod length n = 21).

If the probability is 1%, then the VaR is

1. $426,500 for the RiskMetrics,
2. $409,738 for a Gaussian AR(2)-GARCH(1,1) model,

3. $475,943 for an AR(2)-GARCH(1,1) model with a standardized Student-¢
distribution with 5 degrees of freedom,

4. $365,709 for using the empirical quantile, and

5. $340,013 for applying the traditional extreme value theory using monthly
minima (i.e., subperiod length n = 21).

If the probability is 0.1%, then the VaR becomes

1. $566,443 for the RiskMetrics,
2. $546,641 for a Gaussian AR(2)-GARCH(1,1) model,

3. $836,341 for an AR(2)-~GARCH(1,1) model with a standardized Student-¢
distribution with 5 degrees of freedom,

4. $780,712 for using the empirical quantile, and

5. $666,590 for applying the traditional extreme value theory using monthly
minima (i.e., subperiod length n = 21).

There are substantial differences among different approaches. This is not sur-
prising because there exists substantial uncertainty in estimating tail behavior of a
statistical distribution. Since there is no true VaR available to compare the accuracy
of different approaches, we recommend that one applies several methods to gain
insight into the range of VaR.

The choice of tail probability also plays an important role in VaR calculation. For
the daily IBM stock returns, the sample size is 9190 so that the empirical quantiles
of 5% and 1% are decent estimates of the quantiles of the return distribution. In
this case, we can treat the results based on empirical quantiles as conservative
estimates of the true VaR (i.e., lower bounds). In this view, the approach based
on the traditional extreme value theory seems to underestimate the VaR for the
daily log returns of IBM stock. The conditional approach of extreme value theory
discussed in the next section overcomes this weakness.

When the tail probability is small (e.g., 0.1%), the empirical quantile is a less
reliable estimate of the true quantile. The VaR based on empirical quantiles can
no longer serve as a lower bound of the true VaR. Finally, the earlier results show
clearly the effects of using a heavy-tail distribution in VaR calculation when the
tail probability is small. The VaR based on either a Student-¢ distribution with 5
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degrees of freedom or the extreme value distribution is greater than that based on
the normal assumption when the probability is 0.1%.

7.6.2 Multiperiod VaR

The square root of time rule of the RiskMetrics methodology becomes a special
case under the extreme value theory. The proper relationship between ¢-day and
1-day horizons is

VaR(¢) = £'7*VaR = ¢7*VaR,

where « is the tail index and k is the shape parameter of the extreme value distri-
bution; see Danielsson and de Vries (1997a). This relationship is referred to as the
a-root of time rule. Here « = —1/k, not the scale parameter «,,.

For illustration, consider the daily log returns of IBM stock in Example 7.6. If
we use p = 0.05 and the results of n = 21, then for a 30-day horizon we have

VaR(30) = (30)°33VaR = 3.125 x $184,127 = $575,397.

Because £°3% < 93 the a-root of time rule produces lower £-day horizon VaR

than the square root of time rule does.

7.6.3 VaR for a Short Position

In this subsection, we give the formulas of VaR calculation for holding short posi-
tions. Here the quantity of interest is the subperiod maximum and the limiting
extreme value distribution becomes

_ 1/ kn
|- (1= 202 e 0

exp|:—exp<r_'3">:| if k, =0,
aﬂ

where r denotes a value of the subperiod maximum and it is understood that
1 —k,(r — B,)/a, > 0 for k, #£ 0.

Following similar procedures as those of long positions, we obtain the (1 — p)th
quantile of the return r; as

F.(r)= (7.29)

g, + 2 {1 — [~nn(l —p)]k"} if k, % 0,
VaR = kn (7.30)
:3}1 + ay ln[—n ln(l - P)] if kn = 0,

where p is a small probability denoting the chance of loss for holding a short
position and # is the length of subperiod.
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7.6.4 Return Level

Another risk measure based on the extreme values of subperiods is the return level.
The g n-subperiod return level, L, ,, is defined as the level that is exceeded in one
out of every g subperiods of length n. That is,

1
P(rn,i < Ln,g) =
8

where r, ; denotes subperiod minimum. The subperiod in which the return level is
exceeded is called a stress period. If the subperiod length n is sufficiently large so
that normalized r, ; follows the GEV distribution, then the return level is

Lug=Pn+ %{[—ma — 1)l — 1y,

provided that k, #% 0. Note that this is precisely the quantile of extreme value
distribution given in Eq. (7.26) with tail probability p* = 1/g, even though we
write it in a slightly different way. Thus, return level applies to the subperiod
minimum (or maximum), not to the underlying returns. This marks the difference
between VaR and return level.

For the daily negative IBM log returns with subperiod length of 21 days, we can
use the fitted model to obtain the return level for 12 such subperiods (i.e., g = 12).
The return level is —4.4835%.

S-Plus Commands for Obtaining Return Level

> rl.21.12=rlevel.gev(nibm.gev.21, k.blocks=12,
+ type='profile’)

> class(rl.21.12)

[1] "ldist"
> names (rl.21.12)
[1] "Range" "rlevel"

> rl.21.128rlevel
[1] 4.483506

In S-Plus, the number of subperiods is denoted by k .blocks and the subcommand,
type="'profile’, produces a plot of the profile log-likelihood confidence interval
for the return level. The plot is not shown here. Another subcommand for type is
type=‘RetLevel’.

If the subperiod maximum is used, the return level is defined as P (r,; > Ly ) =
1/g, where r,, ; denotes the subperiod maximum. Again, using the GEV distribution
for maximum, we have

Lug = Bu+ -1 = [=In(1 = 1/9)]"),

where g is the number of subperiods.
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7.7 A NEW APPROACH BASED ON THE EXTREME VALUE THEORY

The aforementioned approach to VaR calculation using the extreme value theory
encounters some difficulties. First, the choice of subperiod length n is not clearly
defined. Second, the approach is unconditional and, hence, does not take into con-
sideration effects of other explanatory variables. To overcome these difficulties, a
modern approach to extreme value theory has been proposed in the statistical liter-
ature; see Davison and Smith (1990) and Smith (1989). Instead of focusing on the
extremes (maximum or minimum), the new approach focuses on exceedances of
the measurement over some high threshold and the times at which the exceedances
occur. Thus, this new approach is also referred to as peaks over thresholds (POT).
For illustration, consider the daily log returns r; of IBM stock used in this chapter
and a long position on the stock. Let n be a prespecified high threshold. We
may choose n = —2.5%. Suppose that the ith exceedance occurs at day #; (i.e.,
r, < n). Then the new approach focuses on the data (#;, r;, — n). Here r;, — 1 is
the exceedance over the threshold 1 and ¢ is the time at which the ith exceedance
occurs. Similarly, for a short position, we may choose n = 2% and focus on the
data (#;, r, — n) for which r;, > 7.

In practice, the occurrence times {#;} provide useful information about the inten-
sity of the occurrence of important “rare events” (e.g., less than the threshold »n for
a long position). A cluster of #; indicates a period of large market declines. The
exceeding amount (or exceedance) r;, — n is also of importance as it provides the
actual quantity of interest.

Based on the prior introduction, the new approach does not require the choice
of a subperiod length n, but it requires the specification of threshold n. Different
choices of the threshold 7, lead to different estimates of the shape parameter k
(and hence the tail index —1/k). In the literature, some researchers believe that
the choice of n is a statistical problem as well as a financial one, and it cannot
be determined based purely on statistical theory. For example, different financial
institutions (or investors) have different risk tolerances. As such, they may select
different thresholds even for an identical financial position. For the daily log returns
of IBM stock considered in this chapter, the calculated VaR is not sensitive to the
choice of 7.

The choice of threshold 1 also depends on the observed log returns. For a
stable return series, n = —2.5% may fare well for a long position. For a volatile
return series (e.g., daily returns of a dot-com stock), n may be as low as —10%.
Limited experience shows that n can be chosen so that the number of exceedances
is sufficiently large (e.g., about 5% of the sample). For a more formal study on the
choice of 1, see Danielsson and de Vries (1997b).

7.7.1 Statistical Theory

Again consider the log return r, of an asset. Suppose that the ith exceedance occurs
at t;. Focusing on the exceedance r, — 1 and exceeding time #; results in a fun-
damental change in statistical thinking. Instead of using the marginal distribution
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(e.g., the limiting distribution of the minimum or maximum), the new approach
employs a conditional distribution to handle the magnitude of exceedance given
that the measurement exceeds a threshold. The chance of exceeding the threshold is
governed by a probability law. In other words, the new approach considers the con-
ditional distribution of x = r, — n given r, < n for a long position. Occurrence of
the event {r, < n} follows a point process (e.g., a Poisson process). See Section 6.9
for the definition of a Poisson process. In particular, if the intensity parameter A
of the process is time-invariant, then the Poisson process is homogeneous. If A is
time-variant, then the process is nonhomogeneous. The concept of Poisson process
can be generalized to the multivariate case.

For ease in presentation, in what follows we use a positive threshold and the
right-hand side of a return distribution to discuss the statistical theory behind the
new approach of extreme value theory. This corresponds to holding a short financial
position. However, the theory applies equally well to holding a long position if it
is applied to the r; series, where ri = —r,. This is easily seen because rf > n
for a positive threshold is equivalent to r, < —n, where —n becomes a negative
threshold.

The basic theory of the new approach is to consider the conditional distribution
of r = x +n given r > n for the limiting distribution of the maximum given in
Eq. (7.29). Since there is no need to choose the subperiod length n, we do not use
it as a subscript of the parameters. Then the conditional distribution of r < x + 7
given r > n is

Prin<r=x+n Prr=x+n—-Pr(r<n)

P =< =
r(r <x-+nlr>n) Pr(r > 1) I—=Pr(r <n)

(7.31)

Using the CDF F,(.) of Eq. (7.29) and the approximation e~> &~ 1 — y and after
some algebra, we obtain that

Pr(r <x+nlr>n)
_ Fi(x +n) — Fy(n)
1—F*(77)

k(x+1—p)\"* k(n— B\
R ot 0 e
B 1/k
1_exp[_<1_w> }
o

< kx )‘/k
~l-(1-— , (7.32)
a—k(n—p)

where x > 0 and 1 — k(n — B)/a > 0. As is seen later, this approximation makes
explicit the connection of the new approach to the traditional extreme value theory.
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The case of k = 0 is taken as the limit of k — 0 so that
Pr(r <x+nlr>n~1-—exp(—x/a).

The distribution with cumulative distribution function

1/k
I—|1—-— for k # 0,
Gy () = [ won] ks (7.33)
1 —exp[—x/¥(n)] for k=0,

where ¥ () > 0, x > 0 when k <0, and 0 < x < ¥ (n)/k when k > 0, is called
the generalized Pareto distribution (GPD). Thus, the result of Eq. (7.32) shows that
the conditional distribution of r given r > 1 is well approximated by a GPD with
parameters k and ¥ () = o — k(n — B). See Embrechts et al. (1997) for further
information. An important property of the GPD is as follows. Suppose that the
excess distribution of r given a threshold 7, is a GPD with shape parameter k
and scale parameter v (n,). Then, for an arbitrary threshold n > n,, the excess
distribution over the threshold 7 is also a GPD with shape parameter k and scale
parameter ¥ (n) = ¥ (n,) — k(n — n,).

When k = 0, the GPD in Eq. (7.33) reduces to an exponential distribution. This
result motivates the use of a QQ-plot of excess returns over a threshold against
exponential distribution to infer the tail behavior of the returns. If kK = 0, then the
QQ-plot should be linear. Figure 7.6a shows the QQ-plot of daily negative IBM
log returns used in this chapter with threshold 0.025. The nonlinear feature of the
plot clearly shows that the left-tail of the daily IBM log returns is heavier than that
of a normal distribution, that is, k # 0.

S-Plus Commands Used to Produce Figure 7.6

> par (mfcol=c(2,1))

gplot (-ibm, threshold=0.025,
main='Negative daily IBM log returns’)
meplot (-ibm)

title (main='Mean excess plot’)

vV V. + Vv

7.7.2 Mean Excess Function

Given a high threshold 7,, suppose that the excess r — 1, follows a GPD with
parameter k£ and v (n,), where O > k > —1. Then the mean excess over the thresh-
old n, is

Y (1,)
14+k°

E(r —mnolr > n,) =

For any n > n,, define the mean excess function e(n) as

W(ﬂu) - k(’? B 770)
1+k ’

e =E@r—nlr>n) =
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Figure 7.6. Plots for daily negative IBM log returns from July 3, 1962 to December 31, 1998. (a) QQ-
plot of excess returns over the threshold 2.5% and (b) the mean excess plot.

In other words, for any y > 0,

o) —k
e(”0+y)=E[’—(ﬂo+y)Ir>no+y]=%

Thus, for a fixed k, the mean excess function is a linear function of y = n — n,.
This result leads to a simple graphical method to infer the appropriate threshold
value 7, for the GPD. Define the empirical mean excess function as

N,
l n
er(n) = 2= (g =1, (7.34)
n

i=1

where N, is the number of returns that exceed n and r; are the values of the
corresponding returns. See the next subsection for more information on the notation.
The scatterplot of er(n) against 1 is called the mean excess plot, which should
be linear in n for n > n,. Figure 7.6b shows the mean excess plot of the daily
negative IBM log returns. It shows that, among others, a threshold of about 3% is
reasonable for the negative return series. In S-Plus, the command for mean excess
plot is meplot.
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7.7.3 A New Approach to Modeling Extreme Values

Using the statistical result in Eq. (7.32) and considering jointly the exceedances
and exceeding times, Smith (1989) proposes a two-dimensional Poisson process
to model (#;, r;;). This approach was used by Tsay (1999) to study VaR in risk
management. We follow the same approach.

Assume that the baseline time interval is D, which is typically a year. In the
United States, D = 252 is used as there are typically 252 trading days in a year.
Let ¢ be the time interval of the data points (e.g., daily) and denote the data span by
t=1,2,...,T, where T is the total number of data points. For a given threshold
1, the exceeding times over the threshold are denoted by {#;, i =1,..., N,} and
the observed log return at #; is r;. Consequently, we focus on modeling {(#;, r;;)}
fori =1,..., N,, where N, depends on the threshold 7.

The new approach to applying the extreme value theory is to postulate that
the exceeding times and the associated returns (i.e., (#;,r;)) jointly form a two-
dimensional Poisson process with intensity measure given by

D,

A[(D2, Dy) x (r,00)] = %DIS(}"; k,a, B), (7.35)

where 1
Srik, a, B) = [1 - w} ,

o +

0<D <D, <T,r>n,a>0, B, and k are parameters, and the notation [x]
is defined as [x]; = max(x, 0). This intensity measure says that the occurrence of
exceeding the threshold is proportional to the length of the time interval [D;, D]
and the probability is governed by a survival function similar to the exponent of the
CDF F,(r) in Eq. (7.29). A survival function of a random variable X is defined as
SX)=Pr(X>x)=1—-Pr(X <x)=1—-—CDF(x). When k = 0, the intensity
measure is taken as the limit of £k — 0; that is,

AID2. D) x (r.00)] = 2Pl exp [ v ﬂ)} .

D o
In Eq. (7.35), the length of time interval is measured with respect to the baseline
interval D.

The idea of using the intensity measure in Eq. (7.35) becomes clear when one
considers its implied conditional probability of r = x 4+ n given r > n over the
time interval [0, D], where x > 0,

A[(O,D)><(x+17,oo)]_|:1—k(x+n—,3)/ot:|l/k_|: B kx ]l/k
A[(0,D) x (n,00)] | 1—k(n—pB)/a B a—k(n—p)]

which is precisely the survival function of the conditional distribution given in
Eq. (7.32). This survival function is obtained from the extreme limiting distribution
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for maximum in Eq. (7.29). We use survival function here because it denotes the
probability of exceedance.

The relationship between the limiting extreme value distribution in Eq. (7.29)
and the intensity measure in Eq. (7.35) directly connects the new approach of
extreme value theory to the traditional one.

Mathematically, the intensity measure in Eq. (7.35) can be written as an integral
of an intensity function:

r

D (o)
A[(Dy, D) x (r,00)] = [ zf Mty z k, o, B)dtdz,
Dy

where the intensity function A(¢, z; k, o, B) is defined as

Mtz k,a, B) = %g(z; k,a, B), (7.36)
where
_ 1/k—1
l[1—7’“Z ﬁ)] if k #0,
gz k,a, B) = (; ¢
~exp [ﬂ} if k= 0.
o o

Using the results of a Poisson process, we can write down the likelihood function
for the observed exceeding times and their corresponding returns {(t;, r;;)} over the
two-dimensional space [0, N] x (n, c0) as

Ny

1 T
Lk,a, B)= 1_[ Bg(r,i; k,a,B) | xexp |:—BS(17; k, o, ,3):| . (7.37)

i=1

The parameters k, «, and B can then be estimated by maximizing the logarithm of
this likelihood function. Since the scale parameter « is non-negative, we use In(«)
in the estimation.

Example 7.7. Consider again the daily log returns of IBM stock from July 3,
1962 to December 31, 1998. There are 9190 daily returns. Table 7.3 gives some
estimation results of the parameters k, o, and B for three choices of the threshold
when the negative series {—r;} is used. We use the negative series {—r,}, instead
of {r;}, because we focus on holding a long financial position. The table also
shows the number of exceeding times for a given threshold. It is seen that the
chance of dropping 2.5% or more in a day for IBM stock occurred with probability
310/9190 ~ 3.4%. Because the sample mean of IBM stock returns is not zero,
we also consider the case when the sample mean is removed from the original
daily log returns. From the table, removing the sample mean has little impact
on the parameter estimates. These parameter estimates are used next to calculate
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Table 7.3. Estimation Results? of a Two-Dimensional Homogeneous
Poisson Model for the Daily Negative Log Returns of IBM Stock from
July 3, 1962 to December 31, 1998

Thr. Exc. Shape Parameter £k Log(Scale) In(«) Location B

Original Log Returns

3.0% 175 —0.30697(0.09015) 0.30699(0.12380) 4.69204(0.19058)
25% 310 —0.26418(0.06501) 0.31529(0.11277) 4.74062(0.18041)
20% 554 —0.18751(0.04394) 0.27655(0.09867) 4.81003(0.17209)

Removing the Sample Mean

3.0% 184 —0.30516(0.08824) 0.30807(0.12395) 4.73804(0.19151)
2.5% 334 —0.28179(0.06737) 0.31968(0.12065) 4.76808(0.18533)
20% 590 —0.19260(0.04357) 0.27917(0.09913) 4.84859(0.17255)

“The baseline time interval is 252 (i.e., 1 year). The numbers in parentheses are
standard errors, where “Thr.” and “Exc.” stand for threshold and the number of
exceedings.

VaR, keeping in mind that in a real application one needs to check carefully the
adequacy of a fitted Poisson model. We discuss methods of model checking in the
next subsection.

7.74 VaR Calculation Based on the New Approach

As shown in Eq. (7.32), the two-dimensional Poisson process model used, which
employs the intensity measure in Eq. (7.35), has the same parameters as those of the
extreme value distribution in Eq. (7.29). Therefore, one can use the same formula
as that of Eq. (7.30) to calculate VaR of the new approach. More specifically, for
a given upper tail probability p, the (1 — p)th quantile of the log return r; is

ﬁ+%{1— [-DIn(1 —p)]k} if k %0,
B+ aln[-DIn(1 — p)] if k=0,

VaR = (7.38)

where D is the baseline time interval used in estimation. In the United States, one
typically uses D = 252, which is approximately the number of trading days in a
year.

Example 7.8. Consider again the case of holding a long position of IBM stock
valued at $10 million. We use the estimation results of Table 7.3 to calculate 1-day
horizon VaR for the tail probabilities of 0.05 and 0.01.

e Case I: Use the original daily log returns. The three choices of threshold n
result in the following VaR values:
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1. n = 3.0%: VaR(5%) = $228,239, VaR(1%) = $359.303.
2. 1 =2.5%: VaR(5%) = $219,106, VaR(1%) = $361,119.
3. 1 = 2.0%: VaR(5%) = $212,981, VaR(1%) = $368.552.

o Case II: The sample mean of the daily log returns is removed. The three
choices of threshold n result in the following VaR values:

1. n = 3.0%: VaR(5%) = $232,094, VaR(1%) = $363,697.
2. 1 = 2.5%: VaR(5%) = $225,782, VaR(1%) = $364,254.
3. = 2.0%: VaR(5%) = $217,740, VaR(1%) = $372,372.

As expected, removing the sample mean, which is positive, slightly increases the
VaR. However, the VaR is rather stable among the three threshold values used. In
practice, we recommend that one removes the sample mean first before applying
this new approach to VaR calculation.

Discussion. Compared with the VaR of Example 7.6 that uses the traditional
extreme value theory, the new approach provides a more stable VaR calcula-
tion. The traditional approach is rather sensitive to the choice of the subperiod
length n. (]

7.7.5 An Alternative Parameterization

As mentioned before, for a given threshold 7, the GPD can also be parameterized
by the shape parameter k and the scale parameter ¥ () = o — k(n — ). This is
the parameterization used in S-Plus. In fact, (xi,beta) of S-Plus corresponds to
(—k, ¥ (n)) of this chapter. The command for estimating a GPD model in S-Plus is
gpd. For illustration, consider the daily negative IBM log return series from 1962
to 1998. The results are given below:

> nibm.gpd = gpd(-ibm, threshold=0.025)
> names (nibm.gpd)

[1] "n" "data"

[3] "upper.exceed" "lower.exceed"

[5] "upper.thresh" "lower.thresh"

[7] "p.less.upper.thresh" "p.larger.lower.thresh"

[9] "n.upper.exceed" "n.lower.exceed"
[11] "upper.method" "lower .method"
[13] "upper.par.ests" "lower.par.ests"
[15] "upper.par.ses" "lower.par.ses"
[17] "upper.varcov" "lower.varcov"
[19] "upper.info" "lower.info"
[21] "upper.converged" "lower.converged"
[23] "upper.nllh.final" "lower.nllh.final"
> nibm.gpdSupper.thresh
[1] 0.025

)

> nibm.gpd$n.upper.exceed % number of exceedances
[1] 310
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> nibm.gpdS$p.less.upper.thresh % 1-prob (exceedance)
[1] 0.9662677
> nibm.gpdSupper.par.ests
xi beta
0.2641418 0.00778777
> nibm.gpdSupper.par.ses
xi beta
0.06659759 0.0006715558
> par (mfcol=c(2,2))
> plot (nibm.gpd)

Make a plot selection (or 0 to exit):

1: plot: Excess Distribution

2: plot: Tail of Underlying Distribution
3: plot: Scatterplot of Residuals

4: plot: QQplot of Residuals

Selection:

Note that the results are very close to those in Table 7.3, where percentage log
returns are used. The estimates of k and v (n) are —0.26418 and o — k(n — ) =
exp(0.31529) — (—0.26418)(2.5 — 4.7406) = 0.77873, respectively, in Table 7.3.
In terms of log returns, the estimate of () is 0.007787, which is the same as the
S-Plus estimate.

Figure 7.7 shows the diagnostic plots for the GPD fit to the daily negative log
returns of IBM stock. The QQ-plot (lower-right panel) and the tail probability
estimate (in log scale and in the lower-left panel) show some minor deviation from
a straight line, indicating further improvement is possible.

From the conditional distributions in Egs. (7.31) and (7.32) and the GPD in
Eq. (7.33), we have

F(y) — F(n)
1—F(n)

where y = x 4+ n with x > 0. If we estimate the CDF F(n) of the returns by the
empirical CDF, then

~ Gy (X)),

where N, is the number of exceedances of the threshold n and T is the sample
size. Consequently,

F(y)=Fm) +Gx)[l = F(n)]

%1_&[1_Mi|l/k
T v (n) .

This leads to an alternative estimate of the quantile of F(y) for use in VaR cal-
culation. Specifically, for an upper tail probability p, where 0 < p < 0.05, let
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Figure 7.7. Diagnostic plots for GPD fit to the daily negative log returns of IBM stock from July 3,
1962 to December 31, 1998.

q = 1 — p. Then, the gth quantile of F(y), denoted by VaR,, can be estimated by

¥ () T g
77+T:1—|:E(1—61)} },

where, as before, 7 is the threshold, T is the sample size, N, is the number of
exceedances, and () and k are the scale and shape parameters of the GPD
distribution. This method to VaR calculation is used in S-Plus.

Another commonly used risk measure associated with VaR is the expected short-
fall (ES), which is defined as the expected loss given that the VaR is exceeded.
Specifically, for a given probability ¢ (typically 0.95 < ¢ < 1), the expected short-
fall is defined by

VaR, = (7.39)

ES, = E(r|r > VaR,) = VaR, + E(r — VaR,|r > VaR,). (7.40)

Using properties of the GPD, it can be shown that

Y (n) —k(VaRy — 1)

E(r — VaR,|r > VaR,) = Tk

)

provided that 0 > k > —1. Consequently, we have

VaR, ¥ (n) +kn

ES, =
T+k 14k
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To illustrate the new method to VaR and ES calculations, we again use the daily
negative log returns of IBM stock with threshold 2.5%. The S-Plus command is

riskmeasures:

> riskmeasures (nibm.gpd, c(0.95,0.99))
P quantile sfall

[1,] 0.95 0.02208893 0.03162723

[2,] 0.99 0.03616619 0.05075763

From the output, the VaR values for the financial position are $220,889 and
$361,661, respectively, for tail probability of 0.05 and 0.01. These two values
are rather close to those given in Example 7.8 that are based on the method of the
previous subsection. The expected shortfalls for the financial position are $316,272
and $507,576, respectively, for tail probability of 0.05 and 0.01.

7.7.6 Use of Explanatory Variables

The two-dimensional Poisson process model discussed earlier is homogeneous
because the three parameters k, o, and B are constant over time. In practice, such
a model may not be adequate. Furthermore, some explanatory variables are often
available that may influence the behavior of the log returns r,. A nice feature of
the new extreme value theory approach to VaR calculation is that it can easily
take explanatory variables into consideration. We discuss such a framework in this
subsection. In addition, we also discuss methods that can be used to check the
adequacy of a fitted two-dimensional Poisson process model.

Suppose that x, = (xy;, ..., xy/)" is a vector of v explanatory variables that are
available prior to time t. For asset returns, the volatility 0,2 of r, discussed in
Chapter 3 is an example of explanatory variables. Another example of explanatory
variables in the U.S. equity markets is an indicator variable denoting the meetings
of the Federal Open Market Committee. A simple way to make use of explanatory
variables is to postulate that the three parameters k, o, and 8 are time-varying and
are linear functions of the explanatory variables. Specifically, when explanatory
variables x; are available, we assume that

ke =vo+yixie + -+ voxpr = V0+}’/xt,
In(ay) = 8o + S1x1; + -+ + Spxyr = 80 + 8'x4, (7.41)
B =60+ 01xi + -+ 0xy =6+ 0'x,.

If y =0, then the shape parameter k, = )y, which is time-invariant. Thus, test-
ing the significance of y can provide information about the contribution of the
explanatory variables to the shape parameter. Similar methods apply to the scale
and location parameters. In Eq. (7.41), we use the same explanatory variables for all
three parameters k;, In(,), and S;. In an application, different explanatory variables
may be used for different parameters.
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When the three parameters of the extreme value distribution are time-varying,
we have an inhomogeneous Poisson process. The intensity measure becomes

A[(D1, D2) x (r, 00)] =

B _ 1k
M[l_w] L orsn. (142)

D o +

The likelihood function of the exceeding times and returns {(#;, r,,)} becomes

Ny T
1 1
L = Hﬁg(rti;ktivatﬂﬁfi) XGXP[_B/O S(n;kt’at’ﬂt)dt]’

i=1

which reduces to

Ny T

L= 11 %g(r,,.; ks oy By | % exp [—% ; SQ1; ki e ﬁo} (7.43)
if one assumes that the parameters k;, «;, and B, are constant within each trading
day, where g(z; k;, oy, B;) and S(n; k;, o, B;) are given in Egs. (7.36) and (7.35),
respectively. For given observations {r;, x|t = 1, ..., T}, the baseline time interval
D, and the threshold 7, the parameters in Eq. (7.41) can be estimated by maximizing
the logarithm of the likelihood function in Eq. (7.43). Again we use In(«;) to satisfy
the positive constraint of «;.

Remark. The parameterization in Eq. (7.41) is similar to that of the volatility
models of Chapter 3 in the sense that the three parameters are exact functions of the
available information at time ¢. Other functions can be used if necessary. 0

7.7.7 Model Checking

Checking an entertained two-dimensional Poisson process model for exceedance
times and excesses involves examining three key features of the model. The first
feature is to verify the adequacy of the exceedance rate, the second feature is
to examine the distribution of exceedances, and the final feature is to check the
independence assumption of the model. We discuss briefly some statistics that are
useful for checking these three features. These statistics are based on some basic
statistical theory concerning distributions and stochastic processes.

Exceedance Rate

A fundamental property of univariate Poisson processes is that the time durations
between two consecutive events are independent and exponentially distributed. To
exploit a similar property for checking a two-dimensional process model, Smith
and Shively (1995) propose examining the time durations between consecutive
exceedances. If the two-dimensional Poisson process model is appropriate for the
exceedance times and excesses, the time duration between the ith and (i — 1)th
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exceedances should follow an exponential distribution. More specifically, letting
to = 0, we expect that

t 1
zZy, :/ —g(ns kg, a5, Bs)ds, i=1,2,...
Li—1 D

are independent and identically distributed (iid) as a standard exponential distri-
bution. Because daily returns are discrete-time observations, we employ the time
durations

t

1
@w=7 ). Strk,ap) (7.44)

t=t;_1+1

and use the QQ-plot to check the validity of the iid standard exponential distribu-
tion. If the model is adequate, the QQ-plot should show a straight line through the
origin with unit slope.

Distribution of Excesses

Under the two-dimensional Poisson process model considered, the conditional dis-
tribution of the excess x; =r; —n over the threshold n is a GPD with shape
parameter k; and scale parameter v; = o; — k;(n — B;). Therefore, we can make
use of the relationship between a standard exponential distribution and GPD, and
define

1 Iy — 1 .
——In(1—k,~2 if ki, #0,
t; wt,' +

w, = (7.45)

B if ky, = 0.
Iptl'

If the model is adequate, {w;,} are independent and exponentially distributed with
mean 1; see also Smith (1999). We can then apply the QQ-plot to check the validity
of the GPD assumption for excesses.

Independence

A simple way to check the independence assumption, after adjusting for the effects
of explanatory variables, is to examine the sample autocorrelation functions of z;,
and w;,. Under the independence assumption, we expect that both z,, and w;, have
no serial correlations.

7.7.8 An Illustration

In this subsection, we apply a two-dimensional inhomogeneous Poisson process
model to the daily log returns, in percentages, of IBM stock from July 3, 1962
to December 31, 1998. We focus on holding a long position of $10 million. The
analysis enables us to compare the results with those obtained before by using other
approaches to calculating VaR.
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Figure 7.8. Sample autocorrelation functions of the z and w measures for two-dimensional Poisson
models. Parts (a) and (b) are for the homogeneous model and parts (c) and (d) are for the inhomogeneous
model. The data are daily mean-corrected log returns, in percentages, of IBM stock from July 3, 1962
to December 31, 1998, and the threshold is 2.5%. A long financial position is used.

We begin by pointing out that the two-dimensional homogeneous model of
Example 7.7 needs further refinements because the fitted model fails to pass the
model checking statistics of the previous subsection. Figures 7.8a and 7.8b show
the autocorrelation functions of the statistics z;, and wy,, defined in Egs. (7.44) and
(7.45), of the homogeneous model when the threshold is n = 2.5%. The horizontal
lines in the plots denote asymptotic limits of two standard errors. It is seen that
both z;, and wy; series have some significant serial correlations. Figures 7.9a and
7.9b show the QQ-plots of z,, and w;, series. The straight line in each plot is the
theoretical line, which passes through the origin and has a unit slope under the
assumption of a standard exponential distribution. The QQ-plot of z; shows some
discrepancy.

To refine the model, we use the mean-corrected log return series

1 9190
rt =r —r, r:—91902r[,

where r, is the daily log return in percentages, and employ the following explana-
tory variables:
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Figure 7.9. Quantile-to-quantile plot of the z and w measures for two-dimensional Poisson models.
Parts (a) and (b) are for the homogeneous model and parts (c) and (d) are for the inhomogeneous
model. The data are daily mean-corrected log returns, in percentages, of IBM stock from July 3, 1962
to December 31, 1998, and the threshold is 2.5%. A long financial position is used.

o« X1f-

. X540

an indicator variable for October, November, and December. That is,
x1; = 1 if ¢ is in October, November, or December. This variable is chosen
to take care of the fourth-quarter effect (or year-end effect), if any, on the
daily IBM stock returns.

. Xp,: an indicator variable for the behavior of the previous trading day. Specif-

ically, xo; = 1 if and only if the log return r;_; < —2.5%. Since we focus on

holding a long position with threshold 2.5%, an exceedance occurs when the
daily price drops over 2.5%. Therefore, x,; is used to capture the possibility
of panic selling when the price of IBM stock dropped 2.5% or more on the
previous trading day.

. X3;: a qualitative measurement of volatility, which is the number of days

between t — 1 and ¢ — 5 (inclusive) that has a log return with magnitude
exceeding the threshold. In our case, x3; is the number of r;_; satisfying
[} ;| =25%fori=1,...,5.

. X4;: an annual trend defined as x4, = (year of time r — 1961)/38. This vari-

able is used to detect any trend in the behavior of extreme returns of IBM
stock.

a volatility series based on a Gaussian GARCH(1,1) model for the
mean-corrected series /. Specifically, x5, = o;, where o,z is the conditional
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variance of the GARCH(1,1) model

o
ry =dr, ap = 01€, € ~ N, 1),

o7 = 0.04565 4 0.0807a’_, + 0.9031072 ;.

These five explanatory variables are all available at time # — 1. We use two volatility
measures (x3; and xs;) to study the effect of market volatility on VaR. As shown
in Example 7.3 by the fitted AR(2)-GARCH(1,1) model, the serial correlations in
r; are weak so that we do not entertain any ARMA model for the mean equation.

Using the prior five explanatory variables and deleting insignificant parame-
ters, we obtain the estimation results shown in Table 7.4. Figures 7.8c and 7.8d
and Figures 7.9c and 7.9d show the model checking statistics for the fitted two-
dimensional inhomogeneous Poisson process model when the threshold is n =
2.5%. All autocorrelation functions of z; and w,, are within the asymptotic two
standard-error limits. The QQ-plots also show marked improvements as they indi-
cate no model inadequacy. Based on these checking results, the inhomogeneous
model seems adequate.

Consider the case of threshold 2.5%. The estimation results show the following:

1. All three parameters of the intensity function depend significantly on the
annual time trend. In particular, the shape parameter has a negative annual

Table 7.4. Estimation Results? of a Two-Dimensional Inhomogeneous
Poisson Process Model for Daily Log Returns, in Percentages, of IBM Stock
from July 3, 1962 to December 31, 1998

Parameter Constant Coefficient of x3; Coefficient of x4, Coefficient of xs;

Threshold 2.5% with 334 Exceedances

B 0.3202 1.4772 2.1991
(Std. error)  (0.3387) (0.3222) (0.2450)
In(e) —0.8119 0.3305 1.0324
(Std. error)  (0.1798) (0.0826) (0.2619)
ke —0.1805 —0.2118 —0.3551 0.2602
(Std. error)  (0.1290) (0.0580) (0.1503) (0.0461)

Threshold 3.0% with 184 Exceedances

B 1.1569 2.1918
(Std. error) (0.4082) (0.2909)
In(a;) —0.0316 0.3336
(Std. error) (0.1201) (0.0861)
ky —0.6008 —0.2480 0.3175
(Std. error) (0.1454) (0.0731) (0.0685)

“Four explanatory variables defined in the text are used. The model is for holding a long position on
IBM stock. The sample mean of the log returns is removed from the data.
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trend, indicating that the log returns of IBM stock are moving farther away
from normality as time passes. Both the location and scale parameters increase
over time.

2. Indicators for the fourth quarter, xy;, and for panic selling, x;, are not sig-
nificant for all three parameters.

3. The location and shape parameters are positively affected by the volatility
of the GARCH(1,1) model; see the coefficients of xs,. This is understand-
able because the variability of log returns increases when the volatility
is high. Consequently, the dependence of log returns on the tail index is
reduced.

4. The scale and shape parameters depend significantly on the qualitative mea-
sure of volatility. Signs of the estimates are also plausible.

The explanatory variables for December 31, 1998 assumed the values x3 9199 =
0, x4,9190 = 0.9737, and x5.9190 = 1.9766. Using these values and the fitted model
in Table 7.4, we obtain

kt)lg() = —0.01195, 11’1(0[919()) = 0.19331, ,3919() = 6.105.

Assume that the tail probability is 0.05. The VaR quantile shown in Eq. (7.38)
gives VaR = 3.03756%. Consequently, for a long position of $10 million, we have

VaR = $10,000,000 x 0.0303756 = $303,756.

If the tail probability is 0.01, the VaR is $497,425. The 5% VaR is slightly larger
than that of Example 7.3, which uses a Gaussian AR(2)-GARCH(1,1) model. The
1% VaR is larger than that of Case 1 of Example 7.3. Again, as expected, the
effect of extreme values (i.e., heavy tails) on VaR is more pronounced when the
tail probability used is small.

An advantage of using explanatory variables is that the parameters are adaptive
to the change in market conditions. For example, the explanatory variables for
December 30, 1998 assumed the values x3 9130 = 1, x4,9189 = 0.9737, and x5,9139 =
1.8757. In this case, we have

koigg = —0.2500, In(agige) = 0.52385,  Po1gg = 5.8834.

The 95% quantile (i.e., the tail probability is 5%) then becomes 2.69139%. Con-
sequently, the VaR is

VaR = $10,000,000 x 0.0269139 = $269,139.
If the tail probability is 0.01, then VaR becomes $448,323. Based on this example,

the homogeneous Poisson model shown in Example 7.8 seems to underestimate
the VaR.
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EXERCISES

7.1.

7.2.

7.3.

74.

Consider the daily returns of GE stock from July 3, 1962 to December 31,
1999. The data can be obtained from CRSP or the file d-ge6299. txt Convert
the simple returns into log returns. Suppose that you hold a long position on
the stock valued at $1 million. Use the tail probability 0.05. Compute the
value at risk of your position for 1-day horizon and 15-day horizon using the
following methods:

(a) The RiskMetrics method.

(b) A Gaussian ARMA-GARCH model.

(¢) An ARMA-GARCH model with a Student- distribution. You should also
estimate the degrees of freedom.

(d) The traditional extreme value theory with subperiod length n = 21.

The file d-csco09199. txt contains the daily simple returns of Cisco Systems
stock from 1991 to 1999 with 2275 observations. Transform the simple returns
to log returns. Suppose that you hold a long position of Cisco stock valued
at $1 million. Compute the value at risk of your position for the next trading
day using probability p = 0.01.

(a) Use the RiskMetrics method.

(b) Use a GARCH model with a conditional Gaussian distribution.

(¢) Use a GARCH model with a Student-¢ distribution. You may also estimate
the degrees of freedom.

(d) Use the unconditional sample quantile.

(e) Use a two-dimensional homogeneous Poisson process with threshold 2%;
that is, focusing on the exceeding times and exceedances that the daily
stock price drops 2% or more. Check the fitted model.

(f) Use a two-dimensional nonhomogeneous Poisson process with threshold
2%. The explanatory variables are (1) an annual time trend, (2) a dummy
variable for October, November, and December, and (3) a fitted volatility
based on a Gaussian GARCH(1,1) model. Perform a diagnostic check on
the fitted model.

(g) Repeat the prior two-dimensional nonhomogeneous Poisson process with
threshold 2.5% or 3%. Comment on the selection of threshold.

Use Hill’s estimator and the data d-csco9199. txt to estimate the tail index
for daily log returns of Cisco stock.

The file d-hwp3dx8099.txt contains dates and the daily simple returns of
Hewlett-Packard, the CRSP value-weighted index, equal-weighted index, and
the S&P 500 index from 1980 to 1999. The returns include dividend dis-
tributions. Transform the simple returns to log returns. Assume that the tail
probability of interest is 0.01. Calculate value at risk for the following financial
positions for the first trading day of year 2000.
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(a) Long on Hewlett-Packard stock of $1 million dollars and the S&P 500
index of $1 million using RiskMetrics. The « coefficient of the
IGARCH(1,1) model for each series should be estimated.

(b) The same position as part (a), but using a univariate ARMA-GARCH
model for each return series.

(¢) A long position on Hewlett-Packard stock of $1 million using a two-
dimensional nonhomogeneous Poisson model with the following explana-
tory variables: (1) an annual time trend, (2) a fitted volatility based on a
Gaussian GARCH model for Hewlett-Packard stock, (3) a fitted volatility
based on a Gaussian GARCH model for the S&P 500 index returns, and
(4) a fitted volatility based on a Gaussian GARCH model for the value-
weighted index return. Perform a diagnostic check for the fitted models.
Are the market volatility as measured by the S&P 500 index and value-
weighted index returns helpful in determining the tail behavior of stock
returns of Hewlett-Packard? You may choose several thresholds.

7.5. Consider the daily returns of Alcoa (AA) stock and the S&P 500 composite
index (SPX) from 1980 to 2003. The simple returns and dates are in the file
d-aaspx8003.txt. Transform the simple returns to log returns and focus on
the daily negative log returns of AA stock.

(a) Fit the generalized extreme value distribution to the negative AA log
returns, in percentages, with subperiods of 21 trading days. Write down
the parameter estimates and their standard errors. Obtain a scatterplot and
a QQ-plot of the residuals.

(b) What is the return level of the prior fitted model when 24 subperiods of
21 days are used?

(c) Obtain a QQ-plot (against exponential distribution) of the negative log
returns with threshold 2.5% and a mean excess plot of the returns.

(d) Fit a generalize Pareto distribution to the negative log returns with thresh-
old 3.5%. Write down the parameter estimates and their standard errors.

(e) Obtain (i) a plot of excess distribution, (ii) a plot of the tail of the under-
lying distribution, (iii) a scatterplot of residuals, and (iv) a QQ-plot of the
residuals for the fitted GPD.

(f) Based on the fitted GPD model, compute the VaR and expected shortfall
for probabilities ¢ = 0.95, 0.99, and 0.999.

7.6. Consider, again, the daily log returns of Alcoa (AA) stock in Exercise 7.5.
Focus now on the daily positive log returns. Answer the same questions as in
Exercise 7.5. However, use threshold 3% in fitting the GPD model.

7.7. Consider the daily returns of SPX in d-aaspx8003.txt. Transform the
returns into log returns and focus on the daily negative log returns.

(a) Fit the generalized extreme value distribution to the negative SPX log

returns, in percentages, with subperiods of 21 trading days. Write down
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the parameter estimates and their standard errors. Obtain a scatterplot and
a QQ-plot of the residuals.

(b) What is the return level of the prior fitted model when 24 subperiods of
21 days are used?

(c) Obtain a QQ-plot (against exponential distribution) of the negative log
returns with threshold 2.5% and a mean excess plot of the returns.

(d) Fit a generalize Pareto distribution to the negative log returns with thresh-
old 2.5%. Write down the parameter estimates and their standard errors.

(e) Obtain (i) a plot of excess distribution, (ii) a plot of the tail of the under-
lying distribution, (iii) a scatterplot of residuals, and (iv) a QQ-plot of the
residuals for the fitted GPD.

(f) Based on the fitted GPD model, compute the VaR and expected shortfall
for probabilities ¢ = 0.95, 0.99, and 0.999.
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CHAPTER 8

Multivariate Time Series Analysis
and Its Applications

Economic globalization and internet communication have accelerated the
integration of world financial markets in recent years. Price movements in one
market can spread easily and instantly to another market. For this reason, financial
markets are more dependent on each other than ever before, and one must con-
sider them jointly to better understand the dynamic structure of global finance. One
market may lead the other market under some circumstances, yet the relationship
may be reversed under other circumstances. Consequently, knowing how the mar-
kets are interrelated is of great importance in finance. Similarly, for an investor or
a financial institution holding multiple assets, the dynamic relationships between
returns of the assets play an important role in decision making. In this and the next
two chapters, we introduce econometric models and methods useful for studying
jointly multiple return series. In the statistical literature, these models and methods
belong to vector or multivariate time series analysis.

A multivariate time series consists of multiple single series referred to as com-
ponents. As such, concepts of vector and matrix are important in multivariate time
series analysis. We use boldface notation to indicate vectors and matrices. If nec-
essary, readers may consult Appendix A of this chapter for some basic operations
and properties of vectors and matrices. Appendix B provides some results of multi-
variate normal distribution, which is widely used in multivariate statistical analysis
(e.g., Johnson and Wichern, 1998).

Let r; = (ri;, 72, ..., i) be the log returns of k assets at time 7, where a’
denotes the transpose of a. For example, an investor holding stocks of IBM,
Microsoft, Exxon Mobil, General Motors, and Wal-Mart Stores may consider the
five-dimensional daily log returns of these companies. Here rj, denotes the daily
log return of IBM stock, r, is that of Microsoft, and so on. As a second example,
an investor who is interested in global investment may consider the return series
of the S&P 500 index of the United States, the FTSE 100 index of the United
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Kingdom, and the Nikkei 225 index of Japan. Here the series is three-dimensional,
with rj, denoting the return of the S&P 500 index, ry, the return of the FTSE 100
index, and r3; the return of the Nikkei 225. The goal of this chapter is to study
econometric models for analyzing the multivariate process r;.

Many of the models and methods discussed in previous chapters can be gen-
eralized directly to the multivariate case. But there are situations in which the
generalization requires some attention. In some situations, one needs new models
and methods to handle the complicated relationships between multiple series. In
this chapter, we discuss these issues with emphasis on intuition and applications.
For statistical theory of multivariate time series analysis, readers are referred to
Liitkepohl (1991) and Reinsel (1993).

8.1 WEAK STATIONARITY AND CROSS-CORRELATION MATRICES

Consider a k-dimensional time series ¥, = (ry;, ..., rx;)'. The series r, is weakly
stationary if its first and second moments are time-invariant. In particular, the mean
vector and covariance matrix of a weakly stationary series are constant over time.
Unless stated explicitly to the contrary, we assume that the return series of financial
assets are weakly stationary.

For a weakly stationary time series r;, we define its mean vector and covariance
matrix as

w=E@r), To=E[r —m@: —pl, 8.1)

where the expectation is taken element by element over the joint distribution of r;.
The mean p is a k-dimensional vector consisting of the unconditional expectations
of the components of r,. The covariance matrix I'o is a k x k matrix. The ith
diagonal element of I'y is the variance of r;;, whereas the (7, j)th element of I'y is
the covariance between r;, and r;,. We write gt = (1, ..., ug)’ and Iy = [T';;(0)]
when the elements are needed.

8.1.1 Cross-Correlation Matrices

Let D be a k x k diagonal matrix consisting of the standard deviations of r;, for
i=1,...,k In other words, D = diag{~/T"11(0), ..., «/Tx(0)}. The concurrent,
or lag-zero, cross-correlation matrix of r; is defined as

po = Lpij(]1=D"'ToD".
More specifically, the (i, j)th element of p is
0 C _
pij(o) _ ’J( ) _ ov(ri rjt) ’
VTii(0)T;(0)  std(rig)std(rj,)

which is the correlation coefficient between r;; and rj,. In time series analysis,
such a correlation coefficient is referred to as a concurrent, or contemporaneous,
correlation coefficient because it is the correlation of the two series at time ¢. It is
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easy to see that p;;(0) = p;;(0), =1 < p;;(0) < 1, and p;;(0) =1for 1 <i,j <k.
Thus, p(0) is a symmetric matrix with unit diagonal elements.

An important topic in multivariate time series analysis is the lead—lag relation-
ships between component series. To this end, the cross-correlation matrices are
used to measure the strength of linear dependence between time series. The lag-£
cross-covariance matrix of r, is defined as

Ty =[O0 = El(r, — p)(ri—e — ), (8.2)

where p is the mean vector of r,. Therefore, the (i, j)th element of I, is the covari-
ance between r;; and r;,_¢. For a weakly stationary series, the cross-covariance
matrix I', is a function of £, not the time index ¢.

The lag-¢ cross-correlation matrix (CCM) of r; is defined as

pe = pij(©]=D'T, D7, (8.3)

where, as before, D is the diagonal matrix of standard deviations of the individual
series r;;. From the definition,

Iii(0) Cov(rir, rjr—r)
pij(0) = —=—=2 = L

JTiOT;;0)  std(rip)std(rj,)

which is the correlation coefficient between r;; and r;,;_,. When £ > 0, this corre-
lation coefficient measures the linear dependence of r;; on r;;_,, which occurred
prior to time z. Consequently, if p;;(£) # 0 and ¢ > 0, we say that the series 7},
leads the series r;, at lag £. Similarly, p;; (£) measures the linear dependence of r
and r;;—¢, and we say that the series r;; leads the series rj, at lag £ if p;; (£) # 0
and £ > 0. Equation (8.4) also shows that the diagonal element p;; (£) is simply the
lag-¢ autocorrelation coefficient of r;;.

Based on this discussion, we obtain some important properties of the cross-
correlations when £ > 0. First, in general, p;;(£) # p;;(£) for i # j because the
two correlation coefficients measure different linear relationships between {r;}
and {r;;}. Therefore, I'; and p, are in general not symmetric. Second, using
Cov(x, y) = Cov(y, x) and the weak stationarity assumption, we have

(8.4)

Cov(ris, rji—e) = Cov(rji—¢, rir) = Cov(rjs, rise) = Cov(rjs, Iir—(—p)),

sothat I';;(€) = I'j; (—£). Because I'j; (—£) is the (j, i)th element of the matrix I'_,
and the equality holds for 1 <i, j <k, we have I';y = F/_é and p, = p’_z. Conse-
quently, unlike the univariate case, p, # p_, for a general vector time series when
¢ > 0. Because p, = p’_ ¢ it suffices in practice to consider the cross-correlation
matrices p, for £ > 0.

8.1.2 Linear Dependence
Considered jointly, the cross-correlation matrices {p,[¢ =0, 1, ...} of a weakly
stationary vector time series contain the following information:

1. The diagonal elements {p;; (€)|¢ =0, 1,...} are the autocorrelation func-
tion of r;;.
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2. The off-diagonal element p;;(0) measures the concurrent linear relationship
between r;; and rj;.

3. For £ > 0, the off-diagonal element p;;(£) measures the linear dependence
of ri; on the past value r;;_,.

Therefore, if p;;(£) = 0 for all £ > 0, then r;; does not depend linearly on any past
value r; ;¢ of the r;; series.

In general, the linear relationship between two time series {r;;} and {r;;} can be
summarized as follows:

1. r;; and r;j; have no linear relationship if p;; (¢) = p;; (€) = 0 for all £ > 0.

2. ri; and rj; are concurrently correlated if p;;(0) # 0.

3. ri; and rj; have no lead—lag relationship if p;;(€) = 0 and p;; (£) = 0O for all
£ > 0. In this case, we say the two series are uncoupled.

4. There is a unidirectional relationship from ri; to rj, if p;;(€) =0 for all
£ >0, but pj;(v) # 0 for some v > 0. In this case, r;; does not depend on
any past value of rj;, but r;; depends on some past values of r;;.

S. There is a feedback relationship between r;; and rj; if p;;(£) # 0 for some
¢ >0 and pj;(v) # 0 for some v > 0.

The conditions stated earlier are sufficient conditions. A more informative approach
to study the relationship between time series is to build a multivariate model for
the series because a properly specified model considers simultaneously the serial
and cross-correlations among the series.

8.1.3 Sample Cross-Correlation Matrices

Given the data {r,|t = 1,..., T}, the cross-covariance matrix I'y can be esti-
mated by
7
o= ;Hjl(rt ) —F), €20, 8.5)

where 7 = (Zthl rt) /T 1is the vector of sample means. The cross-correlation
matrix p, is estimated by

1 1

p=D T,D, (>0, (8.6)
where D is the k x k diagonal matrix of the sample standard deviations of the
component series.

Similar to the univariate case, asymptotic properties of the sample cross-
correlation matrix p, have been investigated under various assumptions; see, for
instance, Fuller (1976, Chapter 6). The estimate is consistent but is biased in
a finite sample. For asset return series, the finite sample distribution of p, is
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rather complicated partly because of the presence of conditional heteroscedasticity
and high kurtosis. If the finite-sample distribution of cross-correlations is needed,
we recommend that proper bootstrap resampling methods be used to obtain an
approximate estimate of the distribution. For many applications, a crude approxi-
mation of the variance of p; ;(£) is sufficient.

Example 8.1. Consider the monthly log returns of IBM stock and the S&P 500
index from January 1926 to December 1999 with 888 observations. The returns
include dividend payments and are in percentages. Denote the returns of IBM stock
and the S&P 500 index by ry; and ry;, respectively. These two returns form a bivari-
ate time series r; = (ry;, r2;)’. Figure 8.1 shows the time plots of r, using the same
scale. Figure 8.2 shows some scatterplots of the two series. The plots show that the
two return series are concurrently correlated. Indeed, the sample concurrent corre-
lation coefficient between the two returns is 0.64, which is statistically significant
at the 5% level. However, the cross-correlations at lag 1 are weak if any.

Table 8.1 provides some summary statistics and cross-correlation matrices of the
two series. For a bivariate series, each CCM is a 2 x 2 matrix with four correlations.
Empirical experience indicates that it is rather hard to absorb simultaneously many
cross-correlation matrices, especially when the dimension & is greater than 3. To
overcome this difficulty, we use the simplifying notation of Tiao and Box (1981)

(a) IBM monthly log returns: 1/1926 to 12/1999

20

B o

_20 —

I I I I
1940 1960 1980 2000
year
(b) Monthly log returns of SP 500 index: 1/1926 to 12/1999
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[Te)

% 07
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I I I I
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Figure 8.1. Time plots of (a) monthly log returns in percentages for IBM stock and (b) the S&P 500
index from January 1926 to December 1999.
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Figure 8.2. Some scatterplots for monthly log returns of IBM stock and the S&P 500 index:
(a) concurrent plot of IBM versus S&P 500 (b) S&P 500 versus lag-1 IBM, (c) IBM versus lag-1
S&P 500, and (d) S&P 500 versus lag-1 S&P 500.

and define a simplified cross-correlation matrix consisting of three symbols “4-,”
“— and “.,” where

1. “4” means that the corresponding correlation coefficient is greater than or
equal to 2/~ T,

2. “—” means that the corresponding correlation coefficient is less than or equal
to —2/+/T, and
3. “.” means that the corresponding correlation coefficient is between —2/+/T

and 2//T,

where 1/+/T is the asymptotic 5% critical value of the sample correlation under
the assumption that r; is a white noise series.

Table 8.1c shows the simplified CCM for the monthly log returns of IBM stock
and the S&P 500 index. It is easily seen that significant cross-correlations at the
approximate 5% level appear mainly at lags 1 and 3. An examination of the sam-
ple CCMs at these two lags indicates that (a) S&P 500 index returns have some
marginal autocorrelations at lags 1 and 3, and (b) IBM stock returns depend weakly
on the previous returns of the S&P 500 index. The latter observation is based on the
significance of cross-correlations at the (1, 2)th element of lag-1 and lag-3 CCMs.
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Table 8.1. Summary Statistics and Cross-Correlation Matrices of Monthly Log
Returns of IBM Stock and the S&P 500 Index: January 1926 to December 1999

(a) Summary Statistics

Ticker Mean Standard Error Skewness Excess Kurtosis Minimum Maximum

IBM 1.240 6.729 —0.237 1.917 -30.37 30.10
S&P 500 0.537 5.645 —0.521 8.117 —35.58 35.22

(b) Cross-Correlation Matrices

Lag 1 Lag 2 Lag 3 Lag 4 Lag 5

0.08 0.10 0.02 —0.06 —-0.02 —-0.07 —-0.02 —-0.03 0.00 0.07
0.04 0.08 0.02 —0.02 —0.07 —0.11 0.04 0.02 0.00 0.08

(c) Simplified Notation

Figure 8.3 shows the sample autocorrelations and cross-correlations of the two
series. Since the ACF is symmetric with respect to lag 0, only those of positive lags
are shown. Because lagged values of the S&P 500 index return are used to compute
the cross-correlations, the plot associated with positive lags in Figure 8.3c shows
the dependence of IBM stock return on the past S&P 500 index returns, and the plot
associated with negative lags shows the linear dependence of the index return on
the past IBM stock returns. The horizontal lines in the plots are the asymptotic two
standard-error limits of the sample auto- and cross-correlation coefficients. From
the plots, the dynamic relationship is weak between the two return series, but their
contemporaneous correlation is statistically significant.

Example 8.2. Consider the simple returns of monthly indexes of U.S. govern-
ment bonds with maturities in 30 years, 20 years, 10 years, 5 years, and 1 year. The
data obtained from the CRSP database have 696 observations starting from January
1942 to December 1999. Let r; = (ry;, ..., rs5;)" be the return series with decreas-
ing time to maturity. Figure 8.4 shows the time plots of r, on the same scale. The
variability of the 1-year bond returns is much smaller than that of returns with
longer maturities. The sample means and standard deviations of the data are j =
1072(0.43, 0.45, 0.45, 0.46, 0.44) and ¢ = 107%(2.53, 2.43, 1.97, 1.39, 0.53)". The
concurrent correlation matrix of the series is

1.00 0.98 0.92 0.85 0.63
0.98 1.00 0.91 0.86 0.64
D 0.92 0.91 1.00 0.90 0.68
0.85 0.86 0.90 1.00 0.82
0.63 0.64 0.68 0.82 1.00

i)
S
Il
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(a) Sample ACF of IBM stock return

lag

(b) Sample ACF of S&P 500 index return

lag

(c) Cross-correlations of IBM vs S&P 500 index

lag

Figure 8.3. Sample auto- and cross-correlation functions of two monthly log returns: (a) sample ACF
of IBM stock returns, (b) sample ACF of S&P 500 index returns, and (c) cross-correlations between
IBM stock return and lagged S&P 500 index returns.

It is not surprising that (a) the series have high concurrent correlations, and
(b) the correlations between long-term bonds are higher than those between short-
term bonds.

Table 8.2 gives the lag-1 and lag-2 cross-correlation matrices of r, and the
corresponding simplified matrices. Most of the significant cross-correlations are at
lag 1, and the five return series appear to be intercorrelated. In addition, lag-1 and
lag-2 sample ACFs of the 1-year bond returns are substantially higher than those
of other series with longer maturities.

8.1.4 Multivariate Portmanteau Tests

The univariate Ljung—Box statistic Q(m) has been generalized to the multivariate
case by Hosking (1980, 1981) and Li and McLeod (1981). For a multivariate
series, the null hypothesis of the test statistic is Hy: p; =--- = p,, = 0, and the
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Figure 8.4. Time plots of monthly simple returns of five indexes of U.S. government bonds with
maturities in (a) 30 years, (b) 20 years, (c) 10 years, (d) 5 years, and (e) 1 year. The sample period is
from January 1942 to December 1999.

alternative hypothesis H, : p; # 0 for some i € {1, ..., m}. Thus, the statistic is
used to test that there are no auto- and cross-correlations in the vector series r;.
The test statistic assumes the form

1
T—-¢

= ~ra—la a1
Qr(m) =T tr(T,T, T,T, ), (8.7)
(=1

where T is the sample size, k is the dimension of r,, and tr(A) is the trace
of the matrix A, which is the sum of the diagonal elements of A. Under the
null hypothesis and some regularity conditions, Q(m) follows asymptotically a
chi-squared distribution with k>m degrees of freedom.
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Table 8.2. Sample Cross-Correlation Matrices of Monthly Simple Returns of Five
Indexes of U.S. Government Bonds: January 1942 to December 1999

Lag 1 Lag 2

Cross-Correlations

0.10 0.08 0.11 0.12 0.16 —0.01 0.00 0.00 —0.03 0.03
0.10 0.08 0.12 0.14 0.17 —0.01 0.00 0.00 —0.04 0.02
0.09 0.08 0.09 0.13 0.18 0.01 0.01 0.01 —0.02 0.07
0.14 0.12 0.15 0.14 0.22 —0.02 —0.01 0.00 —0.04 0.07
0.17 0.15 0.21 0.22 0.40 —0.02 0.00 0.02 0.02 0.22

Simplified Cross-Correlation Matrices

+ o+ + o+ o+
+ o+ + o+ o+
+ o+ + + o+
+ o+ + o+ o+
+ o+ + o+ o+

Remark. The Q(m) statistics can be rewritten in terms of the sample cross-
correlation matrixes p,. Using the Kronecker product ® and vectorization of
matrices discussed in Appendix A of this chapter, we have

1

] ]
70y ®By Db,

Qx(m) =T
=1

where by = vec(p}). The test statistic proposed by Li and McLeod (1981) is

Km@m + 1)

m
m)=TY b,(p,' ®@p; )b
0 (m) ; LBy @By be + ——

which is asymptotically equivalent to Qy(m). 0

Applying the Qy(m) statistics to the bivariate monthly log returns of IBM stock
and the S&P 500 index of Example 8.1, we have Q»(1) = 9.81, 0»(5) = 47.06,
and Q,(10) = 71.65. Based on asymptotic chi-squared distributions with degrees
of freedom 4, 20, and 40, the p-values of these Q,(m) statistics are 0.044, 0.001,
and 0.002, respectively. The portmanteau tests thus confirm the existence of serial
dependence in the bivariate return series at the 5% significance level. For the
five-dimensional monthly simple returns of bond indexes in Example 8.2, we
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have Qs(5) = 1065.63, which is highly significant compared with a chi-squared
distribution with 125 degrees of freedom.

The Q(m) statistic is a joint test for checking the first m cross-correlation
matrices of r,. If it rejects the null hypothesis, then we build a multivariate model
for the series to study the lead—lag relationships between the component series. In
what follows, we discuss some simple vector models useful for modeling the linear
dynamic structure of a multivariate financial time series.

8.2 VECTOR AUTOREGRESSIVE MODELS

A simple vector model useful in modeling asset returns is the vector autoregressive
(VAR) model. A multivariate time series r; is a VAR process of order 1, or VAR(1)
for short, if it follows the model

re=¢y+ ®r,_ t+a, (8.8)

where ¢ is a k-dimensional vector, ® is a k x k matrix, and {a,} is a sequence of
serially uncorrelated random vectors with mean zero and covariance matrix X. In
application, the covariance matrix X is required to be positive definite; otherwise,
the dimension of r; can be reduced. In the literature, it is often assumed that a; is
multivariate normal.

Consider the bivariate case (i.e., k = 2, r; = (r1;, r), and a; = (ay;, az;)’). The
VAR(1) model consists of the following two equations:

rie = ¢10+ Prri -1 + Praro1 +ai,
ry = ¢ + P11y -1 + Pooro o1 + ay,

where ®;; is the (7, j)th element of ® and ¢;o is the ith element of ¢,. Based
on the first equation, @, denotes the linear dependence of ri; on ry;_; in the
presence of ry,_;. Therefore, ®;, is the conditional effect of r,,_; on ry; given
ri—1. If ®1, =0, then ry, does not depend on rp;_;, and the model shows that
r1; only depends on its own past. Similarly, if ®,; = 0, then the second equation
shows that r», does not depend on ry;_; when rp,_; is given.

Consider the two equations jointly. If @, =0 and ®;; # 0, then there is a
unidirectional relationship from 7y, to ry;. If &, = ®y; =0, then ry, and ry, are
uncoupled. If @1, # 0 and $,; # 0, then there is a feedback relationship between
the two series.

8.2.1 Reduced and Structural Forms

In general, the coefficient matrix @ of Eq. (8.8) measures the dynamic dependence
of r;. The concurrent relationship between r; and ry; is shown by the off-diagonal
element o, of the covariance matrix X of a,. If o, = 0, then there is no con-
current linear relationship between the two component series. In the econometric
literature, the VAR(1) model in Eq. (8.8) is called a reduced-form model because it



350 MULTIVARIATE TIME SERIES ANALYSIS AND ITS APPLICATIONS

does not show explicitly the concurrent dependence between the component series.
If necessary, an explicit expression involving the concurrent relationship can be
deduced from the reduced-form model by a simple linear transformation. Because
¥ is positive definite, there exists a lower triangular matrix L with unit diago-
nal elements and a diagonal matrix G such that ¥ = LGL’; see Appendix A on
Cholesky decomposition. Therefore, L™'X(L)~! = G.

Define b, = (by;, ..., bx) = L™ 'a,. Then

E(b,)=L"E@)=0, Covb)=L'S(L"Y=L"3L)'=6.

Since G is a diagonal matrix, the components of b, are uncorrelated. Multiplying
L' from the left to model (8.8), we obtain

L 'r,=L"¢g+ L '®r,_ 1+ L 'a, = ¢} + ®*r,_; + by, (8.9)

where ¢ = L_IqSO is a k-dimensional vector and ®* = L™'® is a k x k matrix.
Because of the special matrix structure, the kth row of L~! is in the form

(wk1, wk2, - - ., Wi k—1, 1). Consequently, the kth equation of model (8.9) is
k—1 k
Tkt +Zwki’it =¢Z,0+Z¢Iiri,r—1 + byt (8.10)

i=1 i=1

where ¢  is the kth element of ¢ and @; is the (k, i)th element of ®*. Because
by; is uncorrelated with b;; for 1 <i < k, Eq. (8.10) shows explicitly the concurrent
linear dependence of ry; on r;;, where 1 <i <k — 1. This equation is referred to
as a structural equation for ry, in the econometric literature.

For any other component r;; of r;, we can rearrange the VAR(1) model so that
ri; becomes the last component of r,. The prior transformation method can then be
applied to obtain a structural equation for r;,. Therefore, the reduced-form model
(8.8) is equivalent to the structural form used in the econometric literature. In time
series analysis, the reduced-form model is commonly used for two reasons. The
first reason is ease in estimation. The second and main reason is that the concurrent
correlations cannot be used in forecasting.

Example 8.3. To illustrate the transformation from a reduced-form model to
structural equations, consider the bivariate AR(1) model

It _ 0.2 0.2 0.3- 1,t—1 ajy _ 21
|:r2,i|_|:0.4:|+|:—0.6 ny [rz,,_l}Jr[az,] Z—[1 1]

For this particular covariance matrix X, the lower triangular matrix

o[ 1000
L7=1 05 10
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provides a Cholesky decomposition (i.e., L™'X(L)~" is a diagonal matrix).
Premultiplying L™' to the previous bivariate AR(1) model, we obtain

1.0 0.0 | r | |02 n 02 03 -t | 4 by,
—05 1.0 || r | |03 —0.7 0.95 241 by |’
2 0
G= |: 0 0.5 } ’
where G = Cov(b,). The second equation of this transformed model gives

ry =0.340.5r; — O.7r1,l_1 +0.95r; ;1 + by,

which shows explicitly the linear dependence of r,, on ry;.
Rearranging the order of elements in r;, the bivariate AR(1) model becomes

e _ 0.4 1.1 —0.6 r2.1—1 ajy _ 11
[m}_[o.z]J“[o.s 0.2]|:r1,,_]:|+|:a1t:|’ Z—[m]
The lower triangular matrix needed in the Cholesky decomposition of ¥ becomes

o[ 1000
L —[—1.0 1.0 |°

Premultiplying L™" to the earlier rearranged VAR(1) model, we obtain
1.0 0.0 | 0.4 " 1.1 —-0.6 -1 " ciy
—1.0 1.0 re |- | 0.2 —-0.8 0.8 -1 |’
10
o-[o7]

where G = Cov(c,;). The second equation now gives
riy = —02+1.0ry — 0.8}’2’,_1 +0.8r1 -1+ c2.
Again this equation shows explicitly the concurrent linear dependence of r; on ry;.

8.2.2 Stationarity Condition and Moments of a VAR(1) Model

Assume that the VAR(1) model in Eq. (8.8) is weakly stationary. Taking expectation
of the model and using E(a,) = 0, we obtain

E(r) =¢y+ ®Er,—1).
Since E(r,) is time-invariant, we have
p=E@r)=1UI-®) ¢

provided that the matrix I — @ is nonsingular, where I is the k x k identity matrix.
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Using ¢g = (I — ®)u, the VAR(1) model in Eq. (8.8) can be written as
(re—p) =@ —pn) +a.

Let 7/, =r, — p be the mean-corrected time series. Then the VAR(1) model
becomes

;‘t=<I>I~‘,_]+a,. (811)

This model can be used to derive properties of a VAR(1) model. By repeated
substitutions, we can rewrite Eq. (8.11) as

'N'[ = a; + ¢a[71 + ¢2a172 + ¢3a[73 + ctc.

This expression shows several characteristics of a VAR(1) process. First, since
a; is serially uncorrelated, it follows that Cov(a,,r;—;) = 0. In fact, a; is not
correlated with r,_, for all £ > 0. For this reason, a, is referred to as the shock
or innovation of the series at time 7. It turns out that, similar to the univariate
case, a; is uncorrelated with the past value r;_; (j > 0) for all time series models.
Second, postmultiplying the expression by a;, taking expectation, and using the
fact of no serial correlations in the a, process, we obtain Cov(r;, a;) = X. Third,
for a VAR(1) model, r, depends on the past innovation a,_; with coefficient matrix
®/. For such dependence to be meaningful, ®/ must converge to zero as j — oc.
This means that the k eigenvalues of @ must be less than 1 in modulus; otherwise,
®/ will either explode or converge to a nonzero matrix as j — 0o. As a matter
of fact, the requirement that all eigenvalues of ® are less than 1 in modulus is
the necessary and sufficient condition for weak stationarity of r, provided that the
covariance matrix of a, exists. Notice that this stationarity condition reduces to
that of the univariate AR(1) case in which the condition is |¢| < 1. Furthermore,
because

1

A — ®| = AF 1—<I>X

’

the eigenvalues of @ are the inverses of the zeros of the determinant |I — ®B].
Thus, an equivalent sufficient and necessary condition for stationarity of r, is that
all zeros of the determinant |®(B)| are greater than one in modulus; that is, all
zeros are outside the unit circle in the complex plane. Fourth, using the expression,
we have

o0
Cov(ir) =Typ=X + ®X® + >’ (®>) + .- = Z X (P,
i=0

where it is understood that ®° = I, the k x k identity matrix.
Postmultiplying 7,_, to Eq. (8.11), taking expectation, and using the result
Cov(a,, ri—j) = E(a,f;_j) =0 for j > 0, we obtain

E(;[;;,[) == ¢E(;[71 ;[7[)/, g > 0
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Therefore,
rg = <I>I'g_1, 0> 0, (812)

where I'; is the lag-j cross-covariance matrix of r;. Again this result is a
generalization of that of a univariate AR(1) process. By repeated substitutions,
Eq. (8.12) shows that

I, =®‘ry, for ¢>0.

—1/2 we obtain

Pre- and postmultiplying Eq. (8.12) by D
p, = p'2er, ,p-'? =D "2ep'>D"'?1, D' = Yo, ..
where Y = D~'2®D'/2, Consequently, the CCM of a VAR(1) model satisfies
o, =Y, for £>0.
8.2.3 Vector AR(p) Models

The generalization of VAR(1) to VAR(p) models is straightforward. The time series
r; follows a VAR(p) model if it satisfies

ri=¢o+®iri1+---+®,r_,+a;, p=>0, (8.13)

where ¢, and a, are defined as before, and ®; are k x k matrices. Using the
back-shift operator B, the VAR(p) model can be written as

(I-®B—-—®,B")r, = ¢y +a,

where I is the k x k identity matrix. This representation can be written in a compact
form as

®(B)r; = ¢y +a,

where ®(B) =1 —® B —---— ®,B” is a matrix polynomial. If r; is weakly
stationary, then we have

p=Er)=IT-® — - —&,) "¢, =[®(1)] "',
provided that the inverse exists. Let 7, = r, — u. The VAR(p) model becomes
Fr=®F 1+ +®,F_,+a;. (8.14)

Using this equation and the same techniques as those for VAR(1) models, we
obtain that:

e Cov(r;,a;) = X, the covariance matrix of a;;
e Cov(r,_¢,a;) =0 for £ > 0,
e I'y=®, 'y +---+ <I>pl"[,,, for £ > 0.
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The last property is called the moment equations of a VAR(p) model. It is a
multivariate version of the Yule—Walker equation of a univariate AR(p) model. In
terms of CCM, the moment equations become

pe=Yipey+--+Ypp,_, for £>0,

where Y; = D~/2®,D'/?.

A simple approach to understanding properties of the VAR(p) model in Eq.
(8.13) is to make use of the results of the VAR(1) model in Eq. (8.8). This can be
achieved by transforming the VAR(p) model of r, into a kp-dimensional VAR(1)
model. Specifically, let x, = (¥;_,,, F;_,42, ..., 7;) and b, = (0, ..., 0, a;)" be
two kp-dimensional processes. The mean of b, is zero and the covariance matrix
of b; is a kp x kp matrix with zero everywhere except for the lower right corner,
which is X. The VAR(p) model for r; can then be written in the form

x;, = ®*x,_; + b, (8.15)

where ®* is a kp x kp matrix given by

0 1 0 0 0
0 0 1 0 0
dF = : : : :
o 0 o0 o0 -1

®, ®, | ®,, ®, 3 --- B

where 0 and I are the k x k zero matrix and identity matrix, respectively. In the
literature, ®* is called the companion matrix of the matrix polynomial ®(B).

Equation (8.15) is a VAR(1) model for x,, which contains r; as its last k
components. The results of a VAR(1) model shown in the previous subsection
can now be used to derive properties of the VAR(p) model via Eq. (8.15). For
example, from the definition, x, is weakly stationary if and only if r, is weakly
stationary. Therefore, the necessary and sufficient condition of weak stationarity
for the VAR(p) model in Eq. (8.13) is that all eigenvalues of ®* in Eq. (8.15)
are less than 1 in modulus. Similar to the VAR(1) case, it can be shown that the
condition is equivalent to all zeros of the determinant |®(B)| being outside the
unit circle.

Of particular relevance to financial time series analysis is the structure of the
coefficient matrices ®, of a VAR(p) model. For instance, if the (i, j)th element
®;;(£) of ¥y is zero for all £, then r;, does not depend on the past values of r ;. The
structure of the coefficient matrices ®, thus provides information on the lead—lag
relationship between the components of r;.

8.2.4 Building a VAR(p) Model

We continue to use the iterative procedure of order specification, estimation, and
model checking to build a vector AR model for a given time series. The concept of
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partial autocorrelation function of a univariate series can be generalized to specify
the order p of a vector series. Consider the following consecutive VAR models:

"t:¢o+¢1"t—l+at
re=¢y+ 0 r,_1 + ®r, > +a

rir=¢o+®r, +--+®r,_; +a (8.16)

Parameters of these models can be estimated by the ordinary least squares (OLS)
method. This is called the multivariate linear regression estimation in multivariate

statistical analysis; see Johnson and Wichern (1998).

For the ith equation in Eq. (8.16), let <I>(l) be the OLS estimate of ®; and let

¢(()l ' be the estimate of ¢y, where the superscript (i) is used to denote that the

estimates are for a VAR(7) model. Then the residual is

~(i - =) =)
at(l) ¢0 _q,l rtl_"'_q) ri_i.
For i = 0, the residual is defined as ?ﬁo) =r, —r, where 7 is the sample mean of

r;. The residual covariance matrix is defined as

T
=~ 1
S — a@"y, i>o. 8.17
: T_zl._lt:§i+ﬁl @’y. iz (8.17)

To specify the order p, one can test the hypothesis H, : ®, = 0 versus the alter-
native hypothesis H, : ®, # 0 sequentially for £ = 1,2, .... For example, using
the first equation in Eq. (8.16), we can test the hypothesis H, : ®; = 0 versus the
alternative hypothesis H, : ®; # 0. The test statistic is

— (T — ¥ _ 12
MQ)=—(T —k )1n<|20|)

where fi is defined in Eq. (8.17) and |A| denotes the determinant of the matrix
A. Under some regularity conditions, the test statistic M (1) is asymptotically a
chi-squared distribution with k> degrees of freedom; see Tiao and Box (1981).

In general, we use the ith and (i — 1)th equations in Eq. (8.16) to test H, : ®; =
0 versus H, : ®; # 0; that is, testing a VAR(/) model versus a VAR(i — 1) model.
The test statistic is

M@)= —(T —k —i — —)ln( D ) (8.18)
12l
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Asymptotically, M (i) is distributed as a chi-squared distribution with k> degrees
of freedom.

Alternatively, one can use the Akaike information criterion (AIC) or its variants
to select the order p. Assume that a, is multivariate normal and consider the ith
equation in Eq. (8.16). One can estimate the model by the maximum likelihood
(ML) method. For AR models, the OLS estimates ¢, and ) ;j are equivalent to the
(conditional) ML estimates. However, there are differences between the estimates
of X. The ML estimate of X is

T
- 1 o
3 = ?z§-+:1a§l) aly. (8.19)
=i

The AIC of a VAR(i/) model under the normality assumption is defined as

: = 2k%i
AIC(»i) = In(|%;]) + I
For a given vector time series, one selects the AR order p such that AIC(p) =
ming<; <, AIC(i), where pg is a prespecified positive integer.
Other information criteria available for VAR(i) models are

2.
BIC() = In(|%,]) + %
2.
HQ() = In(£1]) + w

The HQ criterion is proposed by Hannan and Quinn (1979).

Example 8.4. Assuming that the bivariate series of monthly log returns of IBM
stock and the S&P 500 index discussed in Example 8.1 follows a VAR model, we
apply the M (i) statistics and AIC to the data. Table 8.3 shows the results of these
statistics. Both statistics indicate that a VAR(3) model might be adequate for the
data. The M (i) statistics are marginally significant at lags 1, 3, and 5 at the 5%
level. The minimum of AIC occurs at order 3. For this particular instance, the M (i)
statistics are nonsignificant at the 1% level, confirming the previous observation
that the dynamic linear dependence between the two return series is weak.

Table 8.3. Order-Specification Statistics® for the Monthly Log Returns of IBM Stock
and the S&P 500 Index from January 1926 to December 1999

Order 1 2 3 4 5 6
M(i) 9.81 8.93 12.57 6.08 9.56 2.80
AIC 6.757 6.756 6.750 6.753 6.751 6.756

“The 5% and 1% critical values of a chi-squared distribution with 4 degrees of freedom are 9.5 and 13.3.
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Estimation and Model Checking

For a specified VAR model, one can estimate the parameters using either the
ordinary least squares method or the maximum likelihood method. The two meth-
ods are asymptotically equivalent. Under some regularity conditions, the estimates
are asymptotically normal; see Reinsel (1993). A fitted model should then be
checked carefully for any possible inadequacy. The Qy(m) statistic can be applied
to the residual series to check the assumption that there are no serial or cross-
correlations in the residuals. For a fitted VAR(p) model, the Q;(m) statistic of
the residuals is asymptotically a chi-squared distribution with k*m — g degrees of
freedom, where g is the number of estimated parameters in the AR coefficient
matrices.

Example 8.4 (Continued). Table 8.4a shows the estimation results of a
VAR(3) model for the bivariate series of monthly log returns of IBM stock and the
S&P 500 index. The specified model is in the form

ri =@+ ®ri_ + 31,3 +a, (8.20)

where the first component of r, denotes IBM stock returns. For this particular
instance, we only use AR coefficient matrices at lags 1 and 3 because of the weak
serial dependence of the data. In general, when the M (i) statistics and the AIC
criterion specify a VAR(3) model, all three AR lags should be used. Table 8.4b
shows the estimation results after some statistically insignificant parameters are set
to zero. The Qi (m) statistics of the residual series for the fitted model in Table 8.4b
give 0»(4) = 18.17 and Q»(8) = 41.26. Since the fitted VAR(3) model has four
parameters in the AR coefficient matrices, these two Q. (m) statistics are distributed
asymptotically as a chi-squared distribution with degrees of freedom 12 and 28,
respectively. The p-values of the test statistics are 0.111 and 0.051, and hence the
fitted model is adequate at the 5% significance level. As shown by the univariate
analysis, the return series are likely to have conditional heteroscedasticity. We
discuss multivariate volatility in Chapter 10.

From the fitted model in Table 8.4b, we make the following observations.
(a) The concurrent correlation coefficient between the two innovational series is
23.51/4/44.48 x 31.29 = 0.63, which, as expected, is close to the sample corre-
lation coefficient between 7, and ry,. (b) The two log return series have positive
and significant means, implying that the log prices of the two series had an upward
trend over the data span. (c) The model shows that

IBM; = 1.24 4 0.117SP5,_; — 0.083SP5,_3 + ay;,

SP5, = 0.57 4+ 0.073SP5,_; — 0.109SP5,_3 + ay;.
Consequently, at the 5% significance level, there is a unidirectional dynamic rela-
tionship from the monthly S&P 500 index return to the IBM return. If the S&P

500 index represents the U.S. stock market, then IBM return is affected by the past
movements of the market. However, past movements of IBM stock returns do not
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Table 8.4. Estimation Results of a VAR(3) Model for the Monthly Log Returns,
in Percentages, of IBM Stock and the S&P 500 Index from January 1926
to December 1999

Parameter ‘ b9 ‘ P, P3 z

(a) Full Model

1.20 0.011 0.108 0.039 —-0.112 44.44 23.51
0.58 | —0.013 0.084 | —0.007 —0.105 23.51 31.29

0.23 0.043 0.051 0.044 0.052
0.19 0.036 0.043 0.037 0.044

(b) Simplified Model

Estimate

Standard error

Bai 1.24 0 0.117 0 —0.083 | 4448 2351
stimate 0.57 0 0.073 0 —0.109 23.51 31.29
Standard 0.23 — 0.040 — 0.040

andard error 0.19 o 0.033 _ 0.033

significantly affect the U.S. market, even though the two returns have substantial
concurrent correlation. Finally, the fitted model can be written as

IBM, | | 1.24 0.117 0.083 ai
[ SPs, } = [0.57 } * [0.073 ] SP3i-1 [0.109 } SP3t—3 + [az, ] :
indicating that SP5; is the driving factor of the bivariate series.

Forecasting

Treating a properly built model as the true model, one can apply the same
techniques as those in the univariate analysis to produce forecasts and standard
deviations of the associated forecast errors. For a VAR(p) model, the 1-step
ahead forecast at the time origin & is r,(l) = ¢O+Zf’:1 ®,r,41—i, and the
associated forecast error is e,(1) =ajp+;. The covariance matrix of the
forecast error is X. For 2-step ahead forecasts, we substitute rj;; by its forecast
to obtain

P
ra(2) = o+ ®iry(1) + Y @irngo i,
i=2

and the associated forecast error is
e,(2)=ap o+ ®[r; —rp(1)] = ap2 + Prap.

The covariance matrix of the forecast error is X + ® IZ<I>’1. If r, is weakly sta-
tionary, then the ¢-step ahead forecast r;(¢) converges to its mean vector [ as
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Table 8.5. Forecasts of a VAR(3) Model for the Monthly Log Returns, in Percentages,
of IBM Stock and the S&P 500 Index: Forecast Origin December 1999

Step 1 2 3 4 5 6

IBM forecast 1.40 1.12 0.82 1.21 1.27 1.31
Standard error 6.67 6.70 6.70 6.72 6.72 6.72
S&P forecast 0.32 0.38 —0.02 0.53 0.56 0.61
Standard error 5.59 5.61 5.61 5.64 5.64 5.64

the forecast horizon ¢ increases and the covariance matrix of its forecast error
converges to the covariance matrix of r;.

Table 8.5 provides I-step to 6-step ahead forecasts of the monthly log
returns, in percentages, of IBM stock and the S&P 500 index at the forecast
origin & = 888. These forecasts are obtained by the refined VAR(3) model in
Table 8.4.

In summary, building a VAR model involves three steps: (a) use the test statistic
M (i) or some information criterion to identify the order, (b) estimate the speci-
fied model by using the least squares method and, if necessary, reestimate the
model by removing statistically insignificant parameters, and (c) use the Qy(m)
statistic of the residuals to check the adequacy of a fitted model. Other charac-
teristics of the residual series, such as conditional heteroscedasticity and outliers,
can also be checked. If the fitted model is adequate, then it can be used to obtain
forecasts and make inference concerning the dynamic relationship between the
variables.

We used SCA to perform the analysis in this subsection. The commands used
include miden, mtsm, mest, and mfore, where the prefix m stands for multivariate.
Details of the commands and output are shown below.

SCA Demonstration
Output edited and % denotes explanation.

input ibm,sp5. file 'm-ibmspln.txt’
-- % Order selection
miden ibm,sp5. no ccm. arfits 1 to 6.

TIME PERIOD ANALYZED . . . . . . . . . . . . 1 TO 888
SERIES NAME MEAN STD. ERROR

1 IBM 1.2402 6.7249

2 SP5 0.5372 5.6415

=========  STEPWISE AUTOREGRESSION SUMMARY ======

I RESIDUAL I EIGENVAL.I CHI-SQ I I SIGN.
LAG I VARIANCESI OF SIGMA I TEST I AIC I
e Fomm - Fommm - Fommm - +------

1 I .447E+02 I .135E+02 I 9.81 I 6.757 I . +
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I .318E+02 I .629E+02 I I I
e Fommmm e dommmm - dommmm - tommm -
2 I .443E+02 I .135E+02 I 8.93 I 6.756 I + -

I .317E+02 I .625E+02 I I I
e e i dommmm - Fommmm - to-mm--
3 I .441E+02 I .134E+02 I  12.57 I 6.750 I . -
I .313E+02 I .619E+02 I I I . -
e e i dommmm - Fommmm - to-mm--
4 I .441E+02 I .133E+02 I 6.08 T 6.753 I
I .312E+02 I .619E+02 I I I
el fommmm - dommmm - Fomm - tommm--
5 I .437E+02 I .133E+02 I 9.56 I 6.751 I . +
I .309E+02 I .613E+02 I I I -
el fommmm - dommmm - Fomm - tommm--
6 I .437E+02 I .133E+02 I 2.80 I 6.756 I
I .308E+02 I .613E+02 I I I

CHI-SQUARED CRITICAL VALUES WITH 4 DEGREES OF FREEDOM ARE
5 PERCENT: 9.5 1 PERCENT: 13.3
-- % Specify a VAR(3) model with lags 1 & 3 only.
mtsm fitl. series ibm, sp5. @
model (i-pl*b-p3*b**3)series=c+noise.

SUMMARY FOR MULTIVARIATE ARMA MODEL -- FIT1
PARAMETER FACTOR ORDER CONSTRAINT
1 c CONSTANT 0 cc
2 P1 REG AR 1 CP1
3 P3 REG AR 3 CP3

°

-- % Perform multivariate estimation
mestim fitl. hold resi(rl,r2)
————— CONSTANT VECTOR (STD ERROR) -----
1.201 ( 0.232 )
0.583 ( 0.194 )
————— PHI MATRICES -----
ESTIMATES OF PHI (1) MATRIX AND SIGNIFICANCE

.011 .108 .+
-.013 .084
STANDARD ERRORS
.043 .051
.036 .043
ESTIMATES OF PHI (3) MATRIX AND SIGNIFICANCE
.039 -.112 .
-.007 -.105 .-
STANDARD ERRORS
.044 .052
.037 .044

ERROR COVARIANCE MATRIX
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1 44.438125
2 23.518578 31.287280
-- % Set parameter to 0
pl(1,1)=0

pl(2,1)=0
-- % Set constraint to fix the parameter
cpl(1l,1)=1
cpl(2,1)=1
p3(1,1)=0
p3(2,1)=0
cp3(1,1)=1
cp3(2,1)=1
mestim f£itl. hold resi(rl,r2).
————— CONSTANT VECTOR (STD ERROR) -----
1.243 0.226 )
0.566 ( 0.190 )
————— PHI MATRICES -----
ESTIMATES OF PHI (1) MATRIX AND SIGNIFICANCE

.000 117 .o+
.000 .073 .+
STANDARD ERRORS
-- .040
-- .033
ESTIMATES OF PHI(3) MATRIX AND SIGNIFICANCE
.000 -.083 .-
.000 -.109 .-
STANDARD ERRORS
-- .040
-- .033

1 2
1 44.482888
2 23.506951 31.293592

-- % Compute residual CCM
miden rl,r2. maxl 12.

-- % Produce 1 to 6-step ahead forecasts
mfore fitl. nofs 6.



362 MULTIVARIATE TIME SERIES ANALYSIS AND ITS APPLICATIONS

8.2.5 Impulse Response Function

Similar to the univariate case, a VAR(p) model can be written as a linear function
of the past innovations, that is,

ri=p+a +Via_ +%a_o,+---, (8.21)

where u = [<I>(l)]_1¢0 provided that the inverse exists, and the coefficient matrices
¥, can be obtained by equating the coefficients of B’ in the equation

(I—®B—- —®,BYI+¥ B+W,B +...)=1,

where I is the identity matrix. This is a moving-average representation of r; with
the coefficient matrix W; being the impact of the past innovation a;_; on r,. Equiv-
alently, W¥; is the effect of a, on the future observation r,;. Therefore, ¥; is often
referred to as the impulse response function of r,. However, since the components
of a, are often correlated, the interpretation of elements in W; of Eq. (8.21) is
not straightforward. To aid interpretation, one can use the Cholesky decomposition
mentioned earlier to transform the innovations so that the resulting components
are uncorrelated. Specifically, there exists a lower triangular matrix L such that
Y = LGL’, where G is a diagonal matrix and the diagonal elements of L are
unity. See Eq. (8.9). Let b, = L~ 'a,. Then, Cov(b,) = G so that the elements bj;
are uncorrelated. Rewrite Eq. (8.21) as

re=p+a+¥a_+%¥a o+
=pu+LL 'a,+V\LL 'a;_y + Y, LL 'a, > + -
=pu+Yib +Vib_ + Vb + -, (8.22)

where W = L and W} = W; L. The coefficient matrices W} are called the impulse
response function of r, with the orthogonal innovations b,. Specifically, the (i, j)th
element of W7, that is, \Il;‘; (£), is the impact of b;; on the future observation r; ;1.
In practice, one can further normalize the orthogonal innovation b, such that the
variance of b;, is one. A weakness of the above orthogonalization is that the result
depends on the ordering of the components of r,. In particular, b, = a;, so that
ay; is not transformed. Different orderings of the components of r, may lead to
different impulse response functions.

Both SCA and S-Plus enable one to obtain the impulse response function of a
fitted VAR model. To demonstrate analysis of VAR models in S-Plus, we again use
the monthly log return series of IBM stock and the S&P 500 index of Example 8.1.
For details of S-Plus commands, see Zivot and Wang (2003).

S-Plus Demonstration
Output edited.

)

> x=matrix(scan(file='m-ibmspln.txt’),2) % Load data
> ibm=x[1,]
> spb=x[2,]
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y=cbind (ibm, sp5) % Create a vector series
yl=data.frame (y) % create a data frame

ord.choice=VAR (yl,max.ar=6) % order selection
ord.choice$info

ar (1) ar(2) ar(3) ar (4) ar(5) ar(6)
BIC 10998.47 11016.61 11031.07 11052.05 11069.49 11093.78
> ord.choice=VAR(yl,max.ar=6,criterion='AIC")
> ord.choiceS$info

ar (1) ar(2) ar(3) ar (4) ar (5) ar(6)

AIC 10969.78 10968.79 10964.11 10965.97 10964.28 10969.44

vV V. V V

The AIC selects a VAR(3) model as before, but BIC selects a VAR(1) model.
For simplicity, we shall use VAR(1) specification in the demonstration. Note that
different normalizations are used between the two packages so that the values of
information criteria appear to be different; see the AIC in Table 8.3. This is not
important because normalization does not affect order selection. Turn to estimation.

> varl.fit=VAR (y~ar(l)) % Estimation
> summary (varl.fit)
Call:
VAR (formula = y ~ ar (1))
Coefficients:
ibm sp5
(Intercept) 1.1627 0.4993
(std.err) 0.2290 .1925
(t.stat) 5.0777 2.5935

o

ibm.lagl 0.0192 -0.0054
(std.err) 0.0433 0.0364
(t.stat) 0.4429 -0.1487

sp5.lagl 0.1062 0.0802
(std.err) 0.0517 0.0435
(t.stat) 2.0544 1.8454
Regression Diagnostics:
ibm sp5
R-squared 0.0105 0.0058
Adj. R-squared 0.0082 0.0036
Resid. Scale 6.7043 5.6376

> plot (varl.fit)

Make a plot selection (or 0 to exit):
1: plot: All

2: plot: Response and Fitted Values
3: plot: Residuals

8: plot: PACF of Squared Residuals
Selection: 3
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The fitted model is

IBM; = 1.16 4+ 0.02IBM,_; 4 0.11SP5;_; + ay;,
SP5; = 0.50 — 0.01IBM;_; + 0.08SP5;_1 + ay,.

Based on ¢-statistics of the estimates in the output, only the lagged variable SP5,_
is informative in both equations. Figure 8.5 shows the time plots of the two residual
series, where the two horizontal lines indicate the two standard-error limits. As
expected, there exist clusters of outlying observations.

Next, we compute l-step to 6-step ahead forecasts and the impulse response
function of the fitted VAR(1) model when the IBM stock return is the first com-
ponent of r,. Compared with those of a VAR(3) model in Table 8.5, the forecasts
of the VAR(1) model converge faster to the sample mean of the series.
> varl.pred=predict (varl.fit,n.predict=6) % Compute prediction
> summary (varl.pred)

Predicted Values with Standard Errors:

ibm sp5

l-step-ahead 1.8472 0.9255
(std.err) 6.7043 5.6376
2-step-ahead 1.2964 0.5636
(std.err) 6.7394 5.6539
3-step-ahead 1.2474 0.5375
(std.err) 6.7397 5.6540
6-step-ahead 1.2434 0.5356

(std.err) 6.7397 5.6540

Residuals versus Time

0 200 400 600 800
| | | | | | | | | |

ibm Sp5
20

1N 9 | RPN (U | I ENIIIPIRIRN AP N 20_
10 ] }

0_ |
0_

~10+ (LR
—20 —20
-30

T T T T T
0 200 400 600 800

Figure 8.5. Residual plots of fitting a VAR(1) model to the monthly log returns, in percentages, of
IBM stock and the S&P 500 index. The sample period is from January 1926 to December 1999.
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)

> plot (varl.pred,y, n.old=12) % Plot forecasts

> varl.irf=impRes (varl.fit,period=6,std.err="asymptotic’)
> summary (varl.irf)

Impulse Response Function:

(with responses in rows, and innovations in columns)

, + lag.o0
ibm sp5
ibm 6.6929 0.0000
(std.err) 0.1589 0.0000
sp5 3.5645 4.3553
(std.err) 0.1690 0.1034
, , lag.1l
ibm sp5
ibm 0.5069 0.4624
(std.err) 0.2244 0.2249
sp5 0.2496 0.3492
(std.err) 0.1885 0.1891

> plot (varl.irf)

Figure 8.6 shows the forecasts and their pointwise 95% confidence intervals
along with the last 12 data points of the series. Figure 8.7 shows the impulse
response functions of the fitted VAR(1) model where the IBM stock return is the
first component of r,. Since the dynamic dependence of the returns is weak, the
impulse response functions exhibit simple patterns and decay quickly.

8.3 VECTOR MOVING-AVERAGE MODELS
A vector moving-average model of order ¢, or VMA(g), is in the form
rr=00+a —-0a;,_1—---—0Oua,_, or r,=0y+0O(B)a, (8.23)

where 60 is a k-dimensional vector, ®; are k x k matrices, and ®(B) =1 —
OB —---—0,B% is the MA matrix polynomial in the back-shift operator B.
Similar to the univariate case, VMA(q) processes are weakly stationary provided
that the covariance matrix X of a, exists. Taking expectation of Eq. (8.23), we
obtain that 4 = E(r;) = 6. Thus, the constant vector @ is the mean vector of r,
for a VMA model.

Let 7, = r, — 0 be the mean-corrected VAR(q) process. Then using Eq. (8.23)
and the fact that {a;} has no serial correlations, we have

1. Cov(r;,a,) = X,
22.T)=X+020|+---+ 0,20,

3. T, =0if £ > g, and

4. T, = Z(f-:z ®jE®/j% if 1 <¢<gq, where @y = —1I.
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Figure 8.6. Forecasting plots of a fitted VAR(1) model to the monthly log returns, in percentages, of
IBM stock and the S&P 500 index. The sample period is from January 1926 to December 1999.

Since I'y = 0 for ¢ > ¢, the cross-correlation matrices (CCMs) of a VMA(g) pro-
cess r, satisfy

p, =0, £>gq. (8.24)

Therefore, similar to the univariate case, the sample CCMs can be used to identify
the order of a VMA process.

To better understand the VMA processes, let us consider the bivariate MA(1)
model

rr=00+a —0Oa;,_; =p+a —0Oa,_y, (8.25)

where, for simplicity, the subscript of @, is removed. This model can be written

explicitly as
it Hi ai O O || ar-1
= + — ' . 8.26
|:sz:| |:/L2:| [azr:| [921 ®22]|:az,z1:| (8:26)
It says that the current return series r, only depends on the current and past shocks.
Therefore, the model is a finite-memory model.
Consider the equation for 1, in Eq. (8.26). The parameter ®1, denotes the linear

dependence of rj; on ap,_; in the presence of a; ;_;. If ®, = 0, then r, does not
depend on the lagged values of ay, and, hence, the lagged values of r,,. Similarly,
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Figure 8.7. Plots of impulse response functions of orthogonal innovations for a fitted VAR(1) model
to the monthly log returns, in percentages, of IBM stock and the S&P 500 index. The sample period is
from January 1926 to December 1999.

if ®,; =0, then ry; does not depend on the past values of ri,. The off-diagonal
elements of ® thus show the dynamic dependence between the component series.
For this simple VMA(1) model, we can classify the relationships between rj, and
ry; as follows:

1. They are uncoupled series if ®p = ®; = 0.

2. There is a unidirectional dynamic relationship from r; to ry if ®1, =0,
but ®;; # 0. The opposite unidirectional relationship holds if ®;; = 0, but
O #0.

3. There is a feedback relationship between rj; and ry, if ®1» # 0 and @, # 0.

Finally, the concurrent correlation between r;; is the same as that between a;,. The
previous classification can be generalized to a VMA(g) model.

Estimation

Unlike the VAR models, estimation of VMA models is much more involved; see
Hillmer and Tiao (1979), Liitkepohl (1991), and the references therein. For the
likelihood approach, there are two methods available. The first is the
conditional likelihood method that assumes that a; = 0 for r < 0. The second is
the exact likelihood method that treats a, with r < 0 as additional parameters of
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the model. To gain some insight into the problem of estimation, we consider the
VMA(1) model in Eq. (8.25). Suppose that the data are {r,|t = 1,..., T} and a;
is multivariate normal. For a VMA(1) model, the data depend on ay.

Conditional MLE

The conditional likelihood method assumes that @y = 0. Under such an assumption
and rewriting the model as a, = r; — 0y + Oa,_;, we can compute the shock a,
recursively as

ay=r;—0g, a)=ry—0p+ 0Oay,

Consequently, the likelihood function of the data becomes

T

[ rrl00,00, %) =[]

t=1

1
- _ 1 ry—1
2m)k2| 2 |1/2 exp( zatE a’) ’
which can be evaluated to obtain the parameter estimates.

Exact MLE

For the exact likelihood method, aq is an unknown vector that must be estimated
from the data to evaluate the likelihood function. For simplicity, let 7, = r, — 6
be the mean-corrected series. Using 7, and Eq. (8.25), we have

a; =¥, +0Oa,_;. (8.27)
By repeated substitutions, ay is related to all 7, as

a; =r; + Oay,
a» = > + Oa, = i, + OF, + O%ay,

f= (8.28)
ar =fr +OFp_; +---+ OT ¥ + @7q,.

Thus, ag is a linear function of the data if 8y and © are given. This result enables
us to estimate a( using the data and initial estimates of @y and ®. More specifically,
given 6y, ®, and the data, we can define

rr=F 4+ OF -+ 07, for r=1,2,...,T.
Equation (8.28) can then be rewritten as

ri =—0ay+a,

~

2
;:_6 a0+a27

ri.=-0"ag +ar.
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This is in the form of a multiple linear regression with parameter vector a(, even
though the covariance matrix X of a, may not be a diagonal matrix. If initial
estimate of X is also available, one can premultiply each equation of the prior
system by £~!/2, which is the square-root matrix of X. The resulting system is
indeed a multiple linear regression, and the ordinary least squares method can be
used to obtain an estimate of a(. Denote the estimate by a.

Using the estimate @(, we can compute the shocks a, recursively as

ay=r1—0p+0Oaq,, a=r;—0y+ Oay,

This recursion is a linear transformation from (ag, ry, ..., rr) to (ag,ay, ..., ar),
from which we can (a) obtain the joint distribution of ay and the data, and (2)
integrate out ag to derive the exact likelihood function of the data. The resulting
likelihood function can then be evaluated to obtain the exact ML estimates. For
details, see Hillmer and Tiao (1979).

In summary, the exact likelihood method works as follows. Given initial esti-
mates of 0y, @, and X, one uses Eq. (8.28) to derive an estimate of ag. This
estimate is in turn used to compute a, recursively using Eq. (8.27) and start-
ing with a; = F| + @ay. The resulting {at}tT:1 are then used to evaluate the
exact likelihood function of the data to update the estimates of 6j, ®, and X.
The whole process is then repeated until the estimates converge. This iterative
method to evaluate the exact likelihood function applies to the general VMA(q)
models.

From the previous discussion, the exact likelihood method requires more inten-
sive computation than the conditional likelihood approach does. But it provides
more accurate parameter estimates, especially when some eigenvalues of ® are
close to 1 in modulus. Hillmer and Tiao (1979) provide some comparison between
the conditional and exact likelihood estimations of VMA models. In multivariate
time series analysis, the exact maximum likelihood method becomes important if
one suspects that the data might have been overdifferenced. Overdifferencing may
occur in many situations (e.g., differencing individual components of a cointegrated
system; see discussion later on cointegration).

In summary, building a VMA model involves three steps: (a) use the sam-
ple cross-correlation matrices to specify the order ¢g—for a VMA(g) model,
p, =0 for £ > g; (b) estimate the specified model by using either the condi-
tional or exact likelihood method—the exact method is preferred when the sam-
ple size is not large; and (c) the fitted model should be checked for adequacy
(e.g., applying the Qy(m) statistics to the residual series). Finally, forecasts of a
VMA model can be obtained by using the same procedure as a univariate MA
model.

Example 8.5. Consider again the bivariate series of monthly log returns in
percentages of IBM stock and the S&P 500 index from January 1926 to December
1999. Since significant cross-correlations occur mainly at lags 1 and 3, we employ
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Table 8.6. Estimation Results for Monthly Log Returns of IBM Stock and
the S&P 500 Index Using the Vector Moving-Average Model in Eq. (8.29):
January 1926 to December 1999

Parameter ‘ 0o ‘ 0, 03
(a) Full Model with Conditional Likelihood Method
e 124 |-0013 —0.121 |—0.038 0.108 44.48 23.52
stimate 054 | 0020 —0.101 | 0014 0105 | 2352 3120
Standard 0.24 0.043 0.051 0.044 0.052
andard error 0.18 0.036 0.043 0.036 0.043
(b) Full Model with Exact Likelihood Method
Eaii 124 |-0.013 —0.121 |—0.038 0.108 44.48 23.52
stimate 054 | 0020 —0.101 | 0013 0105 | 2352 3120
Standard 0.24 0.043 0.051 0.044 0.052
tandard error 0.18 0.036 0.043 0.036 0.043
(c) Simplified Model with Exact Likelihood Method
Extimat 1.24 0.000 —0.126 0.000  0.082 44.54 23.51
stimate 0.54 0.000 —0.084 0.000 0.114 2351 31.21
Standard 0.23 — 0.040 — 0.040
tandard error | 4g — 0.033 — 0.033
the VMA(3) model
ri==0p+a; — 01a;, 1 — Oza; 3 (8.29)

for the data. Table 8.6 shows the estimation results of the model. The Qy(m)
statistics for the residuals of the simplified model give Q,(4) = 17.25 and Q»(8) =
39.30. Compared with chi-squared distributions with 12 and 28 degrees of freedom,
the p-values of these statistics are 0.1404 and 0.0762, respectively. Thus, the model
is adequate at the 5% significance level.

From Table 8.6, we make the following observations:

1. The difference between conditional and exact likelihood estimates is small
for this particular example. This is not surprising because the sample size is
not small and, more important, the dynamic structure of the data is weak.

2. The VMA(3) model provides essentially the same dynamic relationship for
the series as that of the VAR(3) model in Example 8.4. The monthly log
return of IBM stock depends on the previous returns of the S&P 500 index.
The market return, in contrast, does not depend on lagged returns of IBM
stock. In other words, the dynamic structure of the data is driven by the
market return, not by IBM return. The concurrent correlation between the
two returns remains strong, however.
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8.4 VECTOR ARMA MODELS

Univariate ARMA models can also be generalized to handle vector time series. The
resulting models are called VARMA models. The generalization, however, encoun-
ters some new issues that do not occur in developing VAR and VMA models. One
of the issues is the identifiability problem. Unlike the univariate ARMA models,
VARMA models may not be uniquely defined. For example, the VMA(1) model

)=l -l e)len ]
2 ay 00][axy 1

is identical to the VAR(1) model

R b | M b

r 0 0 ][r— ay |’

The equivalence of the two models can easily be seen by examining their compo-
nent models. For the VMA(1) model, we have

ry =ay —2a,-1, Iy =ay.
For the VAR(1) model, the equations are
rip+ 21 =ay,  ry =ay.

From the model for ry;, we have rp;_; = a;—;. Therefore, the models for ry; are
identical. This type of identifiability problem is harmless because either model can
be used in a real application.

Another type of identifiability problem is more troublesome. Consider the
VARMAC(1,1) model

|:r1ti| [0.8 _2i||:r1’t_l ] _ |:111,i| |:—0.5 Oi||:al’t_1 :|
2 0 0][rm—1] Lax 0 0]|lay-1]

This model is identical to the VARMA(1,1) model

|:r1, ] B |:0.8 —2+n] |:r1,,_1 :| _ |:a1,i| 3 [—0.5 n i| |:a1,,_1 :|
ra 0 w -1 ar 0 o/ |lay—1]’
for any nonzero w and 7. In this particular instance, the equivalence occurs because
we have ry; = ap; in both models. The effects of the parameters w and 1 on the
system cancel out between AR and MA parts of the second model. Such an iden-
tifiability problem is serious because, without proper constraints, the likelihood

function of a vector ARMA(1,1) model for the data is not uniquely defined, result-
ing in a situation similar to the exact multicollinearity in a regression analysis.
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This type of identifiability problem can occur in a vector model even if none of
the components is a white noise series.

These two simple examples highlight the new issues involved in the general-
ization to VARMA models. Building a VARMA model for a given data set thus
requires some attention. In the time series literature, methods of structural speci-
fication have been proposed to overcome the identifiability problem; see Tiao and
Tsay (1989), Tsay (1991), and the references therein. We do not discuss the detail of
structural specification here because VAR and VMA models are sufficient in most
financial applications. When VARMA models are used, only lower order models
are entertained (e.g., a VARMA(1,1) or VARMA(2,1) model) especially when the
time series involved are not seasonal.

A VARMA(p, g) model can be written as

®(B)ri = ¢y + O(B)a;,

where ®(B) =1 —-®B—---—®,B’and ®(B) =1 -©OB —--- — ©,B9 are
two k x k matrix polynomials. We assume that the two matrix polynomials have
no left common factors; otherwise, the model can be simplified. The necessary
and sufficient condition of weak stationarity for r, is the same as that for the
VAR(p) model with matrix polynomial ®(B). For v > 0, the (7, j)th elements
of the coefficient matrices ®, and ®, measure the linear dependence of rj; on
rji—v and aj,_,, respectively. If the (i, j)th element is zero for all AR and MA
coefficient matrices, then r;; does not depend on the lagged values of r;,. However,
the converse proposition does not hold in a VARMA model. In other words, nonzero
coefficients at the (7, j)th position of AR and MA matrices may exist even when
ri; does not depend on any lagged value of rj;.
To illustrate, consider the following bivariate model:

[ ®11(B) ©12(B) } |:r1r } _ [ O11(B) ©12(B) i| [alt i|
D1 (B) oa(B) || 1 ©21(B) ©2(B) || ax |’

Here the necessary and sufficient conditions for the existence of a unidirectional
dynamic relationship from ry, to ry, are

$2(B)O12(B) — ®12(B)Oxn(B) =0,
but
®11(B)O21(B) — ©21(B)O1(B) # 0. (8.30)

These conditions can be obtained as follows. Letting
Q(B) = |®(B)| = ©11(B)P22(B) — ®12(B)P2:1(B)

be the determinant of the AR matrix polynomial and premultiplying the model by
the matrix

[ D (B) —‘1312(3)]
—®(B)  D1(B) |’
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we can rewrite the bivariate model as

Q(B) [:Z} —
|: D (B)O11(B) — ©12(B)O21(B) ®2n(B)O12(B) — @12(B)Oxn(B) i| |:alt i|
®11(B)O21(B) — $21(B)O11(B) ®11(B)On(B) — ®21(B)O1(B) || ax |

Consider the equation for ry,. The first condition in Eq. (8.30) shows that r;, does
not depend on any past value of ay, or rp,. From the equation for ry;, the second
condition in Eq. (8.30) implies that r, indeed depends on some past values of
ay;. Based on Eq. (8.30), ®2(B) = ®1»(B) = 0 is a sufficient, but not necessary,
condition for the unidirectional relationship from ry, to ry.

Estimation of a VARMA model can be carried out by either the conditional or
exact maximum likelihood method. The Qy(m) statistic continues to apply to the
residual series of a fitted model, but the degrees of freedom of its asymptotic chi-
squared distribution are k?m — g, where g is the number of estimated parameters
in both the AR and MA coefficient matrices.

Example 8.6. To demonstrate VARMA modeling, we consider two U.S.
monthly interest-rate series. The first series is the 1-year Treasury constant matu-
rity rate, and the second series is the 3-year Treasury constant maturity rate. The
data are obtained from the Federal Reserve Bank of St. Louis, and the sampling
period is from April 1953 to January 2001. There are 574 observations. To ensure
the positiveness of U.S. interest rates, we analyze the log series. Figure 8.8 shows
the time plots of the two log interest-rate series. The solid line denotes the 1-year
maturity rate. The two series moved closely in the sampling period.

The M (i) statistics and AIC criterion specify a VAR(4) model for the data. How-
ever, we employ a VARMA(2,1) model because the two models provide similar
fits. Table 8.7 shows the parameter estimates of the VARMA(2,1) model obtained
by the exact likelihood method. We removed the insignificant parameters and rees-
timated the simplified model. The residual series of the fitted model has some
minor serial and cross-correlations at lags 7 and 11. Figure 8.9 shows the resid-
ual plots and indicates the existence of some outlying data points. The model can
be further improved, but it seems to capture the dynamic structure of the data
reasonably well.

The final VARMA(2,1) model shows some interesting characteristics of the
data. First, the interest-rate series are highly contemporaneously correlated. The
concurrent correlation coefficient is 2.5/4/3.58 x 2.19 = 0.893. Second, there is a
unidirectional linear relationship from the 3-year rate to the 1-year rate because the
(2, 1th elements of all AR and MA matrices are zero, but some (1, 2)th element
is not zero. As a matter of fact, the model in Table 8.7 shows that

ry = 0.025 4+ 0.99r3 ;1 + a3 + 0.4703,,_1,
riy =0.028 + 1.82r1,—1 — 0.84r1 ;> — 0.97r3 ;1 + 0.98r3 ;2
+ay — 0.90(11’[,1 + 1.66(13’,,1,
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Figure 8.8. Time plots of log U.S. monthly interest rates from April 1953 to January 2001. The solid
line denotes the 1-year Treasury constant maturity rate, and the dashed line denotes the 3-year rate.

Table 8.7. Parameter Estimates of a VARMA(2,1) Model for Two Monthly U.S.
Interest-Rate Series Based on the Exact Likelihood Method

Parameter @ o, o0 0, > x 103
Estimate 1.82 —0.97 |-0.84 0.98 0.028 0.90 —1.66 3,58 2.50
0.99 0.025 —0.47 2,50  2.19
Standard error 0.03 0.08 0.03 0.08 0.014 0.03 0.10
0.01 0.011 0.04

where 7;; is the log series of i-year interest rate and a;, is the corresponding shock
series. Therefore, the 3-year interest rate does not depend on the past values of
the 1-year rate, but the 1-year rate depends on the past values of the 3-year rate.
Third, the two interest-rate series appear to be unit-root nonstationary. Using the

back-shift operator B, the model can be rewritten approximately as

(1 = B)r3; =0.03 + (1 4+ 0.47B)as,,

(1-B)1—-0.82B)r;; =0.03—-0.97B(1 — B)r3; + (1 —0.9B)ay, + 1.66Bas ;.

Finally, the SCA commands used in the analysis are given in Appendix C.
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Figure 8.9. Residual plots for log U.S. monthly interest-rate series of Example 8.6. The fitted model
is a VARMA(2,1).

8.4.1 Marginal Models of Components

Given a vector model for r;, the implied univariate models for the components r;;
are the marginal models. For a k-dimensional ARMA(p, ¢) model, the marginal
models are ARMA[kp, (k — 1)p + ¢]. This result can be obtained in two steps.
First, the marginal model of a VMA(g) model is univariate MA(g). Assume that
r; is a VMA(q) process. Because the cross-correlation matrix of r; vanishes after
lag g (i.e., p, = 0 for £ > g), the ACF of r;; is zero beyond lag g. Therefore, r;; is
an MA process and its univariate model is in the form r;; = 6; o + Z?:] i, ibi—j,
where {b;;} is a sequence of uncorrelated random variables with mean zero and
variance O'l-zb. The parameters 6; ; and o;;, are functions of the parameters of the
VMA model for r;.

The second step to obtain the result is to diagonalize the AR matrix polynomial
of a VARMA(p, ¢) model. For illustration, consider the bivariate AR(1) model

l—®B —PpB re | | au
—® B 1 —®pnB || rx axy |
Premultiplying the model by the matrix polynomial

1—®»nAB d»B
dB 1 —-dB |’
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we obtain

1—®»pB —®d,B |[a
1— &, B)(1 — ®yB) — &ndyB2| " | = 2 12 e
[( 11 B)( »B) 12%2 ]|:V2t — 0B 1—®uB || ay

The left-hand side of the prior equation shows that the univariate AR polynomials
for r;; are of order 2. In contrast, the right-hand side of the equation is in a VMA(1)
form. Using the result of VMA models in step 1, we show that the univariate
model for r;; is ARMA(2,1). The technique generalizes easily to the k-dimensional
VAR(1) model, and the marginal models are ARMA(k, k — 1). More generally, for
a k-dimensional VAR(p) model, the marginal models are ARMA[kp, (k — 1)p].
The result for VARMA models follows directly from those of VMA and VAR
models.

The order [kp, (k — 1)p + ¢q] is the maximum order (i.e., the upper bound) for
the marginal models. The actual marginal order of r;; can be much lower.

8.5 UNIT-ROOT NONSTATIONARITY AND COINTEGRATION

When modeling several unit-root nonstationary time series jointly, one may encoun-
ter the case of cointegration. Consider the bivariate ARMA(1,1) model

X1t _ 0.5 —-1.0 X1,1—1 _ | ar _ 02 —-04 arr—1
Xo¢ —-0.25 0.5 X2.1—1 - ajy —0.1 0.2 az r—1 ’
(8.31)

where the covariance matrix X of the shock a, is positive definite. This is not
a weakly stationary model because the two eigenvalues of the AR coefficient
matrix are 0 and 1. Figure 8.10 shows the time plots of a simulated series of
the model with 200 data points and ¥ = I, whereas Figure 8.11 shows the sample
autocorrelations of the two component series x;,. It is easy to see that the two
series have high autocorrelations and exhibit features of unit-root nonstationarity.
The two marginal models of x, are indeed unit-root nonstationary. Rewrite the
model as

1-0.5B B x| _|1-02B 04B ai;
0.25B 1—-0.5B x| 0.1B 1-0.2B ay |’
Premultiplying the above equation by
1-05B -B
—0.25B 1—-0.5B |’
we obtain the result

1-B 0 x| _[1-07B —06B [ ay
0 1-B||[xy]| " | 0158 1-07B || ax |’
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Figure 8.10. Time plots of a simulated series based on model (8.31) with identity covariance matrix
for the shocks.
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Figure 8.11. Sample autocorrelation functions of two simulated component series. There are 200 obser-
vations, and the model is given by Eq. (8.31) with identity covariance matrix for the shocks.
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Therefore, each component x;, of the model is unit-root nonstationary and follows
an ARIMA(0,1,1) model.
However, we can consider a linear transformation by defining

vie 1 _[1.0 =207 [x ] _
v [T L0510 || | =5
(b ] [1.0 =207 an ] _
by [Tl05 10 [ ay | =5

The VARMA model of the transformed series y, can be obtained as follows:

Lx, = L®x, |+ La, — LOa,_,
=L®L 'Lx,_, + La, — LOL 'La,_,
=L®L '(Lx,_))+b, — LOL 'b,_,.

Thus, the model for y, is

SRR SN N B I S
Vo 0 0] y2r-1 by 0 0| b2

From the prior model, we see that (a) y;, and y,; are uncoupled series with con-
current correlation equal to that between the shocks by, and by, (b) y;, follows a
univariate ARIMA(0,1,1) model, and (c) y, is a white noise series (i.e., y2; = by;).
In particular, the model in Eq. (8.32) shows that there is only a single unit root in
the system. Consequently, the unit roots of xj; and x,, are introduced by the unit
root of yi;. In the literature, y;, is referred to as the common trend of xi; and xy;.

The phenomenon that both x;, and x,, are unit-root nonstationary, but there is
only a single unit root in the vector series, is referred to as cointegration in the
econometric and time series literature. Another way to define cointegration is to
focus on linear transformations of unit-root nonstationary series. For the simulated
example of model (8.31), the transformation shows that the linear combination
vo; = 0.5x1; + xp, does not have a unit root. Consequently, x|, and xp, are coin-
tegrated if (a) both of them are unit-root nonstationary, and (b) they have a linear
combination that is unit-root stationary.

Generally speaking, for a k-dimensional unit-root nonstationary time series, coin-
tegration exists if there are less than k unit roots in the system. Let /2 be the number
of unit roots in the k-dimensional series x,. Cointegration exists if 0 < 7 < k, and
the quantity k — & is called the number of cointegrating factors. Alternatively, the
number of cointegrating factors is the number of different linear combinations
that are unit-root stationary. The linear combinations are called the cointegrating
vectors. For the prior simulated example, y,, = (0.5, 1)x; so that (0.5,1)" is a
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cointegrating vector for the system. For more discussions on cointegration and
cointegration tests, see Box and Tiao (1977), Engle and Granger (1987), Stock
and Watson (1988), and Johansen (1988). We discuss cointegrated VAR models in
Section 8.6.

The concept of cointegration is interesting and has attracted a lot of attention in
the literature. However, there are difficulties in testing for cointegration in a real
application. The main source of difficulties is that cointegration tests overlook the
scaling effects of the component series. Interested readers are referred to Cochrane
(1988) and Tiao, Tsay, and Wang (1993) for further discussion.

While I have some misgivings on the practical value of cointegration tests, the
idea of cointegration is highly relevant in financial study. For example, consider the
stock of Finnish Nokia Corporation. Its price on the Helsinki Stock Market must
move in unison with the price of its American Depositary Receipts on the New York
Stock Exchange; otherwise there exists some arbitrage opportunity for investors.
If the stock price has a unit root, then the two price series must be cointegrated.
In practice, such a cointegration can exist after adjusting for transaction costs and
exchange-rate risk. We discuss issues like this later in Section 8.7.

8.5.1 An Error-Correction Form

Because there are more unit-root nonstationary components than the number of
unit roots in a cointegrated system, differencing individual components to achieve
stationarity results in overdifferencing. Overdifferencing leads to the problem of
unit roots in the MA matrix polynomial, which in turn may encounter difficulties in
parameter estimation. If the MA matrix polynomial contains unit roots, the vector
time series is said to be noninvertible.

Engle and Granger (1987) discuss an error-correction representation for a coin-
tegrated system that overcomes the difficulty of estimating noninvertible VARMA
models. Consider the cointegrated system in Eq. (8.31). Let Ax;, =x;, —x,_; be
the differenced series. Subtracting x,_; from both sides of the equation, we obtain
a model for Ax; as

Ax1, . —-05 -1.0 X1,r—1 + aiy _ 0.2 —04 ayl—1
szf - _0.25 _0.5 xz,[_l any _O.l 0.2 az’[_]

. -1 X1,t—1 aiy _ 0.2 —-0.4 ay—1

= [ ~0.5 } [0-5. 1.0] [xz,,_l } * [az, } [ —0.1 0.2} [az,,_l ] '

This is a stationary model because both Ax, and [0.5, 1.0]x; = y,; are unit-root
stationary. Because x,_; is used on the right-hand side of the previous equation,
the MA matrix polynomial is the same as before and, hence, the model does not
encounter the problem of noninvertibility. Such a formulation is referred to as an

error-correction model for Ax,, and it can be extended to the general cointegrated
VARMA model. For a cointegrated VARMA(p, ¢) model with m cointegrating
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factors (m < k), an error-correction representation is

p—1 q
Ax;=af'x, 1+ Y ®Ax,_i+a,—» ©a,_;, (8.33)
i=1 j=1

where o and B are k x m full-rank matrices. The AR coefficient matrices ®} are
functions of the original coefficient matrices @ ;. Specifically, we have

P
f=— Y @, j=1l...p—1
i=j+1

af =®,+®, |+ -+ & —[=—d(). (8.34)

<
I

These results can be obtained by equating coefficient matrices of the AR matrix
polynomials. The time series B'x; is unit-root stationary, and the columns of f are
the cointegrating vectors of x;.

Existence of the stationary series B'x;_; in the error-correction representation
(8.33) is natural. It can be regarded as a “compensation” term for the overdif-
ferenced system Ax;. The stationarity of B'x,_; can be justified as follows. The
theory of unit-root time series shows that the sample correlation coefficient between
a unit-root nonstationary series and a stationary series converges to zero as the sam-
ple size goes to infinity; see Tsay and Tiao (1990) and the references therein. In an
error-correction representation, x,_; is unit-root nonstationary, but Ax; is station-
ary. Therefore, the only way that Ax, can relate meaningfully to x,_; is through
a stationary series B8'x,_j.

Remark. Our discussion of cointegration assumes that all unit roots are of
multiplicity 1, but the concept can be extended to cases in which the unit roots have
different multiplicities. Also, if the number of cointegrating factors m is given, then
the error-correction model in Eq. (8.33) can be estimated by likelihood methods.
We discuss the simple case of cointegrated VAR models in the next section. Finally,
there are many ways to construct an error-correction representation. In fact, one
can use any afB'x,_, for 1 <v < p in Eq. (8.33) with some modifications to the
AR coefficient matrices ®7. O

8.6 COINTEGRATED VAR MODELS

To better understand cointegration, we focus on VAR models for their simplicity
in estimation. Consider a k-dimensional VAR(p) time series x, with possible time
trend so that the model is

x;=p, +P1x; 1+ +P,x,, +a, (8.35)

where the innovation a, is assumed to be Gaussian and u, = p( + pf, where p
and p, are k-dimensional constant vectors. Write ®(B) =1 — ®B —--- — ®,B?.
Recall that if all zeros of the determinant |®(B)| are outside the unit circle, then
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X, is unit-root stationary. In the literature, a unit-root stationary series is said to
be an 7(0) process; that is, it is not integrated. If |®(1)| = 0, then x, is unit-root
nonstationary. For simplicity, we assume that x, is at most an integrated process of
order 1, that is, an /(1) process. This means that (1 — B)x;, is unit-root stationary
if x;; itself is not.

An error-correction model (ECM) for the VAR(p) process x; is

Ax;=p, + T, + ®TAX,_ 4+ -+ + <I>;71Ax,,p+1 +ay, (8.36)

where <I>j are defined in Eq. (8.34) and II = ocﬁ/ = —®(1). We refer to the term
IIx,_; of Eq. (8.36) as the error-correction term, which plays a key role in coin-
tegration study. Notice that ®; can be recovered from the ECM representation via

Q, =1+1+ o7,
Q=0 -®",, i=2,...,p,

where <I>; = 0, the zero matrix. Based on the assumption that x, is at most /(1),
Ax, of Eq. (8.36) is an 7(0) process.

If x, contains unit roots, then |[®(1)| = 0 so that I = —®(1) is singular. There-
fore, three cases are of interest in considering the ECM in Eq. (8.36):

1. Rank(IT) = 0. This implies IT = 0 and x, is not cointegrated. The ECM of
Eq. (8.36) reduces to

Ax, = p, + ®TAX,_; + -+ + <I>f,_1Ax,_p+1 +ay,

so that Ax, follows a VAR(p — 1) model with deterministic trend p,.

2. Rank(IT) = k. This implies that |[®(1)| # 0 and x, contains no unit roots;
that is, x, is 7(0). The ECM model is not informative and one studies x;,
directly.

3. 0 < Rank(IT) = m < k. In this case, one can write IT as

M=af, (8.37)

where a and f are k x m matrices with Rank(«) = Rank(8) = m. The ECM
of Eq. (8.36) becomes

Ax; = p, +of'x,—+ ®TAX, ) + -+ ) Ax,pi1ta,.  (838)

This means that x; is cointegrated with m linearly independent cointegrat-
ing vectors, w, = B'x;, and has k — m unit roots that give k —m common
stochastic trends of x;,.

If x, is cointegrated with Rank(IT) = m, then a simple way to obtain a
presentation of the k —m common trends is to obtain an orthogonal comple-
ment matrix o of e; that is, ey is a k x (k —m) matrix such that o', a =0,
a (k —m) x m zero matrix, and use y, = &/, x,. To see this, one can premultiply
the ECM by &/, and use IT = af’ to see that there would be no error-correction
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term in the resulting equation. Consequently, the (k — m)-dimensional series y,
should have k — m unit roots. For illustration, consider the bivariate example of
Section 8.5.1. For this special series, & = (—1, —0.5)" and «; = (1, —2)’. There-
fore, y, = (1, —=2)x; = x1; — 2x2;, which is precisely the unit-root nonstationary
series y; in Eq. (8.32).

Note that the factorization in Eq. (8.37) is not unique, because for any m x m
orthogonal matrix € satisfying 2" = I, we have

oaf =aQQB = (aR)(BR) = a.p,,

where both «, and B, are also of rank m. Additional constraints are needed to
uniquely identify & and B. It is common to require that B’ = [I,,, B], where I,
is the m x m identity matrix and B, is a (k — m) x m matrix. In practice, this may
require reordering of the elements of x; such that the first m components all have a
unit root. The elements of o and B must also satisfy other constraints for the process
w; = B'x, to be unit-root stationary. For example, consider the case of a bivariate
VAR(1) model with one cointegrating vector. Here k = 2, m = 1, and the ECM is

o
Ax; = p, + |: 1 i| [L, Bilxi—1 +a;.
o

Premultiplying the prior equation by B’, using w;_; = B'x,_;, and moving w,_; to
the right-hand side of the equation, we obtain

w; = ﬂ/llvt + (I +a; +a2B1)w,—1 + by,

where b, = B’a,. This implies that w; is a stationary AR(1) process. Consequently,
a; and B must satisfy the stationarity constraint |1 + o + 21| < 1.

The prior discussion shows that the rank of II in the ECM of Eq. (8.36) is the
number of cointegrating vectors. Thus, to test for cointegration, one can examine
the rank of II. This is the approach taken by Johansen (1988, 1995) and Reinsel
and Ahn (1992).

8.6.1 Specification of the Deterministic Function

Similar to the univariate case, the limiting distributions of cointegration tests depend
on the deterministic function u,. In this subsection, we discuss some specifications
of u, that have been proposed in the literature. To understand some of the statements
made below, keep in mind that o', x; provides a presentation for the common
stochastic trends of x, if it is cointegrated.

1. x, = 0: In this case, all the component series of x, are /(1) without drift
and the stationary series w; = B’x; has mean zero.

2. p, = py = aco, where ¢ is an m-dimensional nonzero constant vector. The
ECM becomes

Ax; =a(B'x;—1 +co) + ®TAX, + -+ @) | Ax, iy +ay,
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so that the components of x, are /(1) without drift, but w, have a nonzero
mean —cq. This is referred to as the case of restricted constant.

3. m, = pgy, which is nonzero. Here the component series of x, are /(1) with
drift uy and w, may have a nonzero mean.

4. u, = po + acit, where c; is a nonzero vector. The ECM becomes
Ax; = py + a(f'x,_1 +eit) + <I’TAxtfl +-+ q’;,letprrl +a;,

so that the components of x; are /(1) with drift u, and w, has a linear time
trend related to c;¢. This is the case of restricted trend.

S. m, = py + pyt, where u; are nonzero. Here both the constant and trend are
unrestricted. The components of x, are /(1) and have a quadratic time trend
and w; have a linear trend.

Obviously, the last case is not common in empirical work. The first case is not
common for economic time series but may represent the log price series of some
assets. The third case is also useful in modeling asset prices.

8.6.2 Maximum Likelihood Estimation

In this subsection, we briefly outline the maximum likelihood estimation of a coin-
tegrated VAR(p) model. Suppose that the data are {x;|r = 1, ..., T'}. Without loss
of generality, we write u, = ud;, where d, = [1,t]’, and it is understood that u,
depends on the specification of the previous subsection. For a given m, which is
the rank of IT, the ECM model becomes

Ax, = pd; +af'x )+ ®TAX + -+ @) A,y +ay, (8.39)

where t = p+1,..., T. A key step in the estimation is to concentrate the likeli-
hood function with respect to the deterministic term and the stationary effects. This
is done by considering the following two multivariate linear regressions:
Ax; =yod; + 1 Ax 1+ + R 1AX_p1 + Uy, (8.40)
Xi—1 = }’1dt + E]Ax,_] —+ -4+ Ep_le,_p_H + V. (841)

Let &, and v, be the residuals of Egs. (8.40) and (8.41), respectively. Define the
sample covariance matrices

T T
l A A/ l A Al A A/
Soo = T— E ugu,, So1 = T— E u:v,, S =—+— E Vv
p t=p+1 p t=p+1 P,z 1

Next, compute the eigenvalues and eigenvectors of S IOS(;OI So1 with respect to Syj.
This amounts to solving the eigenvalue problem

1811 = S10Sg9 So1| = 0.
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Denote the eigenvalue and eigenvector pairs by (i,-, e;), where il > iz > > )A»k.
Here the eigenvectors are normalized so that €'Sije = I, where e = [eq, ..., €]
is the matrix of eigenvectors.

The unnormalized maximum likelihood estimate (MLE) of the cointegrating
vector B is /§ = [ey, ..., e,], from which we can obtain a MLE for 8 that satisfies
the identifying constraint and normalization condition. Denote the resulting estimate
by /Aic with the subscript ¢ signifying constraints. The MLE of other parameters
can then be obtained by the multivariate linear regression

A/
Ax; = pd; +af.x;—) + PTAx,_ ) + -+ <I>;71Ax,,,,+1 +a;.

The maximized value of the likelihood function based on m cointegrating vectors is

m
LoalT ocISool [ J1 = ).
i=1

This value is used in the maximum likelihood ratio test for testing Rank(IT) = m.
Finally, estimates of the orthogonal complements of « and 8 can be obtained using

A _l ~
a; =Sy Siilent1, ..., e, 1 =Sulems1, -, el

8.6.3 A Cointegration Test

For a specified deterministic term g,, we now discuss the maximum likelihood test
for testing the rank of the IT matrix in Eq. (8.36). Let H (m) be the null hypothesis
that the rank of II is m. For example, under H(0), Rank(IT) = 0 so that IT1 = 0
and there is no cointegration. The hypotheses of interest are

HO)C---C H(m) C---C H(k).
For testing purpose, the ECM in Eq. (8.39) becomes
Ax; = pd, + x, ) + ®TAX, + -+ @ | Axy—pi1 +ay,

where t = p+1,...,T. Our goal is to test the rank of II. Mathematically, the
rank of IT is the number of nonzero eigenvalues of I, which can be obtained if a
consistent estimate of II is available. Based on the prior equation, which is in the
form of a multivariate linear regression, we see that II is related to the covariance
matrix between x,_; and Ax, after adjusting for the effects of d, and Ax,_; for
i =1,..., p— 1. The necessary adjustments can be achieved by the techniques of
multivariate linear regression shown in the previous subsection. Indeed, the adjusted
series of x,_; and Ax, are v, and u,, respectively. The equation of interest for the
cointegration test then becomes

ﬁt = Hi\)[ +at.

Under the normality assumption, the likelihood ratio test for testing the rank of
IT in the prior equation can be done by using the canonical correlation analysis
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between &, and ;. See Johnson and Wichern (1998) for information on canonical
correlation analysis. The associated canonical correlations are the partial canonical
correlations between Ax;_; and x,_; because the effects of d; and Ax;_; have
been adjusted. The quantities {)AL,-} are the squared canonical correlations between
u; and v,.

Consider the hypotheses

H, : Rank(IT) = m versus H, : Rank(IT) > m.

Johansen (1988) proposes the likelihood ratio (LR) statistic

k
LKy(m) =—(T —p) Y In(1 =23 (8.42)
i=m+1

to perform the test. If Rank(II) = m, then 5»1‘ should be small for i > m and hence
L Ktr(m) should be small. This test is referred to as the trace cointegration test.
Due the presence of unit roots, the asymptotic distribution of L Kty(m) is not chi-
squared, but a function of standard Brownian motions. Thus, critical values of
L Ktr(m) must be obtained via simulation.

Johansen (1988) also considers a sequential procedure to determine the number
of cointegrating vectors. Specifically, the hypotheses of interest are

H, : Rank(IT) =m versus H, : Rank(IT) =m + 1.
The LK ratio test statistic, called the maximum eigenvalue statistic, is
LKmax(m) = —(T = p)In(1 = A1)

Again, critical values of the test statistics are nonstandard and must be evaluated
via simulation.

8.6.4 Forecasting of Cointegrated VAR Models

The fitted ECM model can be used to produce forecasts. First, conditioned on the
estimated parameters, the ECM equation can be used to produce forecasts of the
differenced series Ax,. Such forecasts can in turn be used to obtain forecasts of x,.
A difference between ECM forecasts and the traditional VAR forecasts is that the
ECM approach imposes the cointegration relationships in producing the forecasts.

8.6.5 An Example

To demonstrate the analysis of cointegrated VAR models, we consider two weekly
U.S. short-term interest rates. The series are the 3-month Treasury bill (TB) rate
and 6-month Treasury bill rate from December 12, 1958 to August 6, 2004 for
2383 observations. The TB rates are from the secondary market and obtained from
the Federal Reserve Bank of St. Loius. Figure 8.12 shows the time plots of the
interest rates. As expected, the two series move closely together.
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Figure 8.12. Time plots of weekly U.S. interest rate from December 12, 1958 to August 6, 2004. (a)
The 3-month Treasury bill rate and (b) the 6-month Treasury bill rate. The rates are from the secondary
market.

Our analysis uses the S-Plus software with commands VAR for VAR analysis,
coint for cointegration test, and VECM for vector error-correction estimation.
Denote the two series by tb3m and tbém and define the vector series x; =
(tb3m,, tbém,)’. The augmented Dickey—Fuller unit-root tests fail to reject the
hypothesis of a unit root in the individual series; see Chapter 2. Indeed, the test
statistics are —2.34 and —2.33 with p-value about 0.16 for the 3-month and 6-
month interest rate when an AR(3) model is used. Thus, we proceed to VAR
modeling.

For the bivariate series x,, the BIC criterion selects a VAR(3) model.

> x=cbind (tb3m, tbém)
> y=data.frame (x)

> ord.choiceSar.order
[1] 3

To perform a cointegration test, we choose a restricted constant for g, because
there is no reason a priori to believe the existence of a drift in the U.S. interest
rate. Both Johansen’s tests confirm that the two series are cointegrated with one
cointegrating vector when a VAR(3) model is entertained.

> cointst.rc=coint (x,trend='rc’, lags=2) % lags = p-1.
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> cointst.rc
Call:
coint (Y = x, lags = 2, trend = "rc")

Trend Specification:
H1* (r): Restricted constant

Trace tests sign. at the 5% level are flagged by ' +'.
Trace tests sign. at the 1% level are flagged by ‘++’.

Max Eig. tests sign. at the 5% level are flagged by ' *’.
Max Eig. tests sign. at the 1% level are flagged by ’**’.

Tests for Cointegration Rank:

Eigenvalue Trace Stat 95% CV 99% CV
H(0)++** 0.0322 83.2712 19.96 24 .60
H(1) 0.0023 5.4936 9.24 12.97

Max Stat 95% CV 99% CV
H(0)++** 77.7776 15.67 20.20
H(1) 5.4936 9.24 12.97
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Next, we perform the maximum likelihood estimation of the specified cointegrated

VAR(3) model using an ECM presentation. The results are given below:

> vecm.fit=VECM (cointst.rc)
> summary (vecm.fit)

Call:

VECM (test = cointst.rc)

Cointegrating Vectors:

coint.1

1.0000

thém -1.0124
(std.err) 0.0086

(t.stat) -118.2799

Intercept* 0.2254
(std.err) 0.0545
(t.stat) 4.1382

VECM Coefficients:
tb3m tbhém
coint.1l -0.0949 -0.0211
(std.err) 0.0199 0.0179
(t.stat) -4.7590 -1.1775

tb3m.lagl 0.0466 -0.0419
(std.err) 0.0480 0.0432
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(t.stat) 0.
tbém.lagl 0.
(std.exrr) O

(t.stat) 4.

tb3m.lag2 -0.
(std.err) 0.
(t.stat) -4.

tbém.lag2 0.
.0543

(std.err)

o

(t.stat) 4.

9696

2650

.0538

9263
2067
0481
2984

2547

6936
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.9699

.3164
.0484

6.5385

-0.
.0433
-0.

o

0346

8005

.0994
.0488

2.0356

Regression Diagnostics:

R-squared 0.
Adj. R-squared O.
Resid. Scale 0.

> plot (vecm.fit)

Make a plot selection

1: plot: All

tb3m
1081 0.0913
1066 0.0898
2009 0.1807

tbém

(or 0 to exit):

2: plot: Response and Fitted Values

3: plot: Residuals

13: plot: PACF of Squared Cointegrating Residuals

Selection:

As expected, the output shows that the stationary series is w; & tb3m; — tb6m, and
the mean of w; is about —0.225. The fitted ECM model is

Ax,

~0.09 0.05 0.27
= [ ~0.02 } (-1 +023) + [ ~0.04 0.32 } Ae-1
L[-021 0257,
—0.03 0.10 | ~Fr2 T

and the estimated standard errors of a;, are 0.20 and 0.18, respectively. Ade-
quacy of the fitted ECM model can be examined via various plots. For illustration,
Figure 8.13 shows the cointegrating residuals. Some large residuals are shown in
the plot, which occurred in the early 1980s when the interest rates were high and

volatile.

Finally, we use the fitted ECM model to produce 1-step to 10-step ahead fore-
casts for both Ax, and x,. The forecast origin is August 6, 2004.

> vecm. fst=predict (vecm.fit, n.predict=10)
> summary (vecm. fst)
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Figure 8.13. Time plot of cointegrating residuals for an ECM fit to the weekly U.S. interest rate series.
The data span is from December 12, 1958 to August 6, 2004.

Predicted Values with Standard Errors:

l-step-ahead -0

(std.err) O.

2-step-ahead -0

(std.err) 0.

10-step-ahead -0

(std.err) 0.

tb3m
.0378
2009
.0870
3222

L2276
8460

tbém
-0.0642
0.1807
-0.0864
0.2927

-0.1314
0.8157

> plot (vecm.fst,xold=diff (x),n.o0ld=12)

> vecm.fit.level=VECM (cointst.rc, levels=T)
> vecm.fst.level=predict (vecm.fit.level, n.predict=10)
> summary (vecm.fst.level)

Predicted Values with Standard Errors:

l-step-ahead 1
(std.err) O
2-step-ahead 1.
(std.err) O

10-step-ahead 1.
(std.err) O.
> plot (vecm.fst.

tb3m

.4501
.2009

4420

.3222

4722
8460
level

o R O R

1.
0.

’

tbém
.7057
.1807
.7017
.2927

7078
8157
x0ld=x, n.old=50)
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Figure 8.14. Forecasting plots of a fitted ECM model for the weekly U.S. interest rate series. The
forecasts are for the differenced series and the forecast origin is August 6, 2004.

The forecasts are shown in Figures 8.14 and 8.15 for the differenced data and the
original series, respectively, along with some observed data points. The dashed
lines in the plots are pointwise 95% confidence intervals. Because of unit-root
nonstationarity, the intervals are wide and not informative.

8.7 THRESHOLD COINTEGRATION AND ARBITRAGE

In this section, we focus on detecting arbitrage opportunities in index trading by
using multivariate time series methods. We also demonstrate that simple univariate
nonlinear models of Chapter 4 can be extended naturally to the multivariate case
in conjunction with the idea of cointegration.

Our study considers the relationship between the price of the S&P 500 index
futures and the price of the shares underlying the index on the cash market. Let
ft.c be the log price of the index futures at time ¢ with maturity £, and let s; be
the log price of the shares underlying the index on the cash market at time . A
version of the cost-of-carry model in the finance literature states

Jre—=s0= (e —qe) —1) +z7, (8.43)

where r; ¢ is the risk-free interest rate, g; ; is the dividend yield with respect to
the cash price at time 7, and (¢ — ¢) is the time to maturity of the futures contract;
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Figure 8.15. Forecasting plots of a fited ECM model for the weekly U.S. interest rate series. The
forecasts are for the interest rates and the forecast origin is August 6, 2004.

see Brenner and Kroner (1995), Dwyer, Locke, and Yu (1996), and the references
therein.

The z; process of model (8.43) must be unit-root stationary; otherwise there
exist persistent arbitrage opportunities. Here an arbitrage trading consists of simul-
taneously buying (short-selling) the security index and selling (buying) the index
futures whenever the log prices diverge by more than the cost of carrying the index
over time until maturity of the futures contract. Under the weak stationarity of z,
for arbitrage to be profitable, z; must exceed a certain value in modulus determined
by transaction costs and other economic and risk factors.

It is commonly believed that the f; ; and s; series of the S&P 500 index contain
a unit root, but Eq. (8.43) indicates that they are cointegrated after adjusting for
the effect of interest rate and dividend yield. The cointegrating vector is (1, —1)
after the adjustment, and the cointegrated series is z;. Therefore, one should use
an error-correction form to model the return series r, = (Af;, As,)’, where Af; =
fie — fi—1.0 and As, = s, — 5,1, where for ease in notation we drop the maturity
time ¢ from the subscript of Af;.

8.7.1 Multivariate Threshold Model

In practice, arbitrage tradings affect the dynamics of the market, and hence the
model for r, may vary over time depending on the presence or absence of arbitrage
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tradings. Consequently, the prior discussions lead naturally to the model

a+l, ‘I’fl)"t—i + B1zi-1 +a” ifzy <y,
ri=3 e+, 0% i+ Bz +a ifyi <z <, (8.44)

3 3) .
c3+ Zi’):l (I’f )"t—i + B3zi-1 +af ) if V2 < Zi—1,

where z, = 100z}, y1 <0 < y» are two real numbers, and {a,(i)} are sequences
of two-dimensional white noises and are independent of each other. Here we use
z; = 100z} because the actual value of z; is relatively small.

The model in Eq. (8.44) is referred to as a multivariate threshold model with
three regimes. The two real numbers y; and y, are the thresholds and z,_; is
the threshold variable. The threshold variable z;,_; is supported by the data; see
Tsay (1998). In general, one can select z;_,4 as a threshold variable by considering
d e{l,...,dy}, where dy is a prespecified positive integer.

Model (8.44) is a generalization of the threshold autoregressive model of
Chapter 4. It is also a generalization of the error-correlation model of Eq. (8.33). As
mentioned earlier, an arbitrage trading is profitable only when z; or, equivalently,
z; is large in modulus. Therefore, arbitrage tradings only occurred in regimes 1
and 3 of model (8.44). As such, the dynamic relationship between f;, and s; in
regime 2 is determined mainly by the normal market force, and hence the two
series behave more or less like a random walk. In other words, the two log prices
in the middle regime should be free from arbitrage effects and, hence, free from
the cointegration constraint. From an econometric viewpoint, this means that the
estimate of B, in the middle regime should be insignificant.

In summary, we expect that the cointegration effects between the log price of
the futures and the log price of security index on the cash market are significant
in regimes 1 and 3, but insignificant in regime 2. This phenomenon is referred to
as a threshold cointegration; see Balke and Fomby (1997).

8.7.2 The Data

The data used in this case study are the intraday transaction data of the S&P
500 index in May 1993 and its June futures contract traded at the Chicago Mer-
cantile Exchange; see Forbes, Kalb, and Kofman (1999), who used the data to
construct a minute-by-minute bivariate price series with 7060 observations. To
avoid the undue influence of unusual returns, I replaced 10 extreme values (5 on
each side) by the simple average of their two nearest neighbors. This step does
not affect the qualitative conclusion of the analysis but may affect the conditional
heteroscedasticity in the data. For simplicity, we do not consider conditional het-
eroscedasticity in the study. Figure 8.16 shows the time plots of the log returns of
the index futures and cash prices and the associated threshold variable z, = 100z of
model (8.43).
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Figure 8.16. Time plots of 1-minute log returns of the S&P 500 index futures and cash prices and the
associated threshold variable in May 1993: (a) log returns of the index futures, (b) log returns of the
index cash prices, and (c) the z; series.

8.7.3 Estimation

A formal specification of the multivariate threshold model in Eq. (8.44) includes
selecting the threshold variable, determining the number of regimes, and choos-
ing the order p for each regime. Interested readers are referred to Tsay (1998)
and Forbes, Kalb, and Kofman (1999). The thresholds y; and y, can be esti-
mated by using some information criteria (e.g., the Akaike information criterion
[AIC] or the sum of squares of residuals). Assuming p =8, d € {1,2,3,4}, y| €
[—0.15, —0.02], and y» € [0.025, 0.145], and using a grid search method with 300
points on each of the two intervals, the AIC selects z,_; as the threshold variable
with thresholds y; = —0.0226 and p, = 0.0377. Details of the parameter estimates
are given in Table 8.8.

From Table 8.8, we make the following observations. First, the ¢-ratios of ﬁz
in the middle regime show that, as expected, the estimates are insignificant at the
5% level, confirming that there is no cointegration between the two log prices in
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Table 8.8. Least Squares Estimates and Their #-Ratios of the Multivariate Threshold
Model in Eq. (8.44) for the S&P 500 Index Data in May 1993¢

Regime 1 Regime 2 Regime 3
Afy As; Afy Asy Afy Asy

o 0.00002 0.00005 0.00000 0.00000  —0.00001 —0.00005
t (1.47) (7.64) (—0.07) (0.53) (—0.74) (—6.37)
Afi— —0.08468 0.07098  —0.03861 0.04037  —0.04102 0.02305
t (—=3.83) (6.15) (—1.53) (3.98) (—=1.72) (1.96)
Afi—o  —0.00450 0.15899 0.04478 0.08621 —0.02069 0.09898
t (—=0.20) (13.36) (1.85) (8.88) (—=0.87) (8.45)
Afi_3 0.02274 0.11911 0.07251 0.09752 0.00365 0.08455
t (0.95) (9.53) (3.08) (10.32) (0.15) (7.02)
Afi—a 0.02429 0.08141 0.01418 0.06827  —0.02759 0.07699
t (0.99) (6.35) (0.60) (7.24) (—=1.13) (6.37)
Afi—s 0.00340 0.08936 0.01185 0.04831 —0.00638 0.05004
t (0.14) (7.10) (0.51) (5.13) (—0.26) (4.07)
Afi—s 0.00098 0.07291 0.01251 0.03580  —0.03941 0.02615
t (0.04) (5.64) (0.54) (3.84) (—1.62) (2.18)
Afi—7 —0.00372 0.05201 0.02989 0.04837  —0.02031 0.02293
t (=0.15) (4.01) (1.34) (5.42) (—0.85) (1.95)
Afi—g 0.00043 0.00954 0.01812 0.02196  —0.04422 0.00462
t (0.02) (0.76) (0.85) (2.57) (—1.90) (0.40)
Asi_y —0.08419 0.00264  —0.07618  —0.05633 0.06664 0.11143
t (=2.01) (0.12) (—1.70) (—3.14) (1.49) (5.05)
As;—o —0.05103 0.00256  —0.10920  —0.01521 0.04099 —0.01179
t (—1.18) (0.11) (—=2.59) (—0.90) (0.92) (—0.53)
Asi_3 0.07275  —0.03631 —0.00504 0.01174  —0.01948 —0.01829
t (1.65) (—1.58) (—0.12) (0.71) (—0.44) (—0.84)
Asi_y 0.04706 0.01438 0.02751 0.01490 0.01646 0.00367
t (1.03) (0.60) (0.71) (0.96) (0.37) (0.17)
Asi_s 0.08118 0.02111 0.03943 0.02330  —0.03430 —0.00462
t 1.77) (0.88) 0.97) (1.43) (—0.83) (=0.23)
Asi_¢ 0.04390 0.04569 0.01690 0.01919 0.06084 —0.00392
t (0.96) (1.92) (0.44) (1.25) (1.45) (=0.19)
As;_q —0.03033 0.02051 —0.08647 0.00270  —0.00491 0.03597
t (=0.70) (0.91) (—2.09) (0.16) (=0.13) (1.90)
As;_g —0.02920 0.03018 0.01887  —0.00213 0.00030 0.02171
t (—0.68) (1.34) (0.49) (—0.14) (0.01) (1.14)
Zr—1 0.00024 0.00097  —0.00010 0.00012 0.00025 0.00086
t (1.34) (10.47) (—0.30) (0.86) (1.41) (9.75)

“The number of data points for the three regimes are 2234, 2410, and 2408, respectively.
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the absence of arbitrage opportunities. Second, Af; depends negatively on Af,_;
in all three regimes. This is in agreement with the bid—ask bounce discussed in
Chapter 5. Third, past log returns of the index futures seem to be more informative
than the past log returns of the cash prices because there are more significant
t-ratios in Af,_; than in As;_;. This is reasonable because futures series are in
general more liquid. For more information on index arbitrage, see Dwyer, Locke,
and Yu (1996).

APPENDIX A: REVIEW OF VECTORS AND MATRICES

In this appendix, we briefly review some algebra and properties of vectors and
matrices. No proofs are given as they can be found in standard textbooks on
matrices (e.g., Graybill, 1969).

An m x n real-valued matrix is an m by n array of real numbers. For example,

258
A=
—134
is a 2 x 3 matrix. This matrix has two rows and three columns. In general, an
m X n matrix is written as

ap app --- Aiap—1 Ain
azy dzp -+ dap—1 dp

A=lajl=| . . ) - (8.45)
Aml Am2 *** Aumn—1 Amn

The positive integers m and n are the row dimension and column dimension of A.
The real number q;; is referred to as the (i, j)th element of A. In particular, the
elements a;; are the diagonal elements of the matrix.

An m x 1 matrix forms an m-dimensional column vector, and a 1 X n matrix
is an n-dimensional row vector. In the literature, a vector is often meant to be a
column vector. If m = n, then the matrix is a square matrix. If ¢;; =0 for i # j
and m = n, then the matrix A is a diagonal matrix. If a;; = 0 fori # j and a; = 1
for all i, then A is the m x m identity matrix, which is commonly denoted by I,,
or simply I if the dimension is clear.

The n x m matrix

apr azr v Am—1,1 Ami
A/ app dzp - Ap—-1,2 Am2
Alp A2pn " Am—1.n Amn

is the transpose of the matrix A. For example,

2 —1
5 3 is the transpose of 258 .
Q4 —-134

We use the notation A" = [alf j] to denote the transpose of A. From the definition,

aj; = aji and (A = A. If A’ = A, then A is a symmetric matrix.
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Basic Operations

Suppose that A = [a;jlmxn and C = [c;j]pxq are two matrices with dimensions
given in the subscript. Let b be a real number. Some basic matrix operations are
defined next:

o Addition: A + C = [a;; + Cjjlmxn if m = p and n = q.
Subtraction: A — C = [a;; — ¢jjlmuxn if m = p and n =gq.

Scalar multiplication: bA = [ba;;limxn.
Multiplication: AC = [Y_}_, diyCyjlmxq provided that n = p.

When the dimensions of matrices satisfy the condition for multiplication to
take place, the two matrices are said to be conformable. An example of matrix
multiplication is

21 12 3| |2-1-1-12-2+1-22-3-1-4
11 12 -4 |{1-1—-1-11-24+1-21-3—-1-4

16 2
o4 -1

Important rules of matrix operations include (a) (AC)' = C’A’ and (b) AC # CA
in general.

Inverse, Trace, Eigenvalue, and Eigenvector

A square matrix A, is nonsingular or invertible if there exists a unique matrix
C,xm such that AC = CA = 1,,, the m x m identity matrix. In this case, C is
called the inverse matrix of A and is denoted by C = A~!.

The trace of A, is the sum of its diagonal elements (i.e., rr(A) = Y -, a;;).
It is easy to see that (a) tr(A + C) = tr(A) + tr(C), (b) tr(A) = tr(A’), and (c)
tr(AC) = tr(CA) provided that the two matrices are conformable.

A number A and an m x 1 vector b, possibly complex-valued, are a right eigen-
value and eigenvector pair of the matrix A if Ab = Ab. There are m possible
eigenvalues for the matrix A. For a real-valued matrix A, complex eigenvalues
occur in conjugated pairs. The matrix A is nonsingular if and only if all of its
eigenvalues are nonzero. Denote the eigenvalues by {);|i = 1,...,m}: we have
tr(A) = Z;":l Xi. In addition, the determinant of the matrix A can be defined as
|A| =[], A;. For a general definition of determinant of a matrix, see a standard
textbook on matrices (e.g., Graybill, 1969).

Finally, the rank of the matrix A, «, is the number of nonzero eigenvalues of
the symmetric matrix AA’. Also, for a nonsingular matrix A, (A7 =)L

Positive-Definite Matrix
A square matrix A (m x m) is a positive-definite matrix if (a) A is symmetric, and
(b) all eigenvalues of A are positive. Alternatively, A is a positive-definite matrix
if for any nonzero m-dimensional vector b, we have b’Ab > 0.

Useful properties of a positive-definite matrix A include (a) all eigenvalues of
A are real and positive, and (b) the matrix can be decomposed as

A= PAP,
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where A is a diagonal matrix consisting of all eigenvalues of A and P isanm x m
matrix consisting of the m right eigenvectors of A. It is common to write the
eigenvalues as A; > Ap > --- > X, and the eigenvectors as ey, ..., e, such that
Ae; = A;e; and e;ei = 1. In addition, these eigenvectors are orthogonal to each
other—namely, eje; =0 if i # j—if the eigenvalues are distinct. The matrix
P is an orthogonal matrix and the decomposition is referred to as the spectral
decomposition of the matrix A. Consider, for example, the simple 2 x 2 matrix

21
ltE!

which is positive definite. Simple calculations show that

L]l el

Therefore, 3 and 1 are eigenvalues of X with normalized eigenvectors
(1/4/2,1/3/2) and (1/4/2, —1/+/2)', respectively. It is easy to verify that the
spectral decomposition holds—that is,

1o G
R IR I B
NG NG

For a symmetric matrix A, there exists a lower triangular matrix L with diagonal
elements being 1 and a diagonal matrix G such that A = LGL'; see Chapter 1
of Strang (1980). If A is positive definite, then the diagonal elements of G are
positive. In this case, we have

A = LVGVGL' = (LVG)(LVG),

where L+/G is again a lower triangular matrix and the square root is taken element
by element. Such a decomposition is called the Cholesky decomposition of A. This
decomposition shows that a positive-definite matrix A can be diagonalized as

L'AWL)y ' =L7'AWL™YY =6G.

Since L is a lower triangular matrix with unit diagonal elements, L™' is also a
lower triangular matrix with unit diagonal elements. Consider again the prior 2 x 2
matrix X. It is easy to verify that

1.0 0.0 2.0 0.0
Lz[o.s 1.0} and Gz[o.o 1.5]

satisfy ¥ = LGL'. In addition,

L' = [_é‘g ?'8} and L7'X(L7'Y =G.
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Vectorization and Kronecker Product

Writing an m X n matrix A in its columns as A = [ay, ..., a,], we define the
stacking operation as vec(A) = (a}, a), ..., a,,)’, which is an mn x 1 vector. For
two matrices A, x, and C x4, the Kronecker product between A and C is

a]]C a12C a1nC

a1C apC --- a,C
ARC =

amC ap2C -+ ay,C mpxng

For example, assume that

21 4 -13
Az[_m] C:[_2 52].
Then vec(A) = (2, —1, 1,3)’, vec(C) = (4, 2, —1,5,3,2), and

8§ -2 6 4 -13
-4 10 4 -2 52
-4 1 -3 12 -39
2 -5-2-6 156

ARC =

Assuming that the dimensions are appropriate, we have the following useful prop-
erties for the two operators:

. A®C # C ® A in general.

.(ARC)=A"RC.

. AQ((C+D)=AQRC+AQD.

. (ARC)(FRG)=(AF)® (CG).

. If A and C are invertible, then (A® C)"' = A~ '@ C~.

. For square matrices A and C, tr(A ® C) = tr(A)tr(C).

. vec(A 4+ C) = vec(A) + vec(C).

. vec(ABC) = (C' ® A)vec(B).

. tr(AC) = vec(C")'vec(A) = vec(A”) vec(C).

. tr(ABC) = vec(A)'(C' ® Ivec(B) = vec(A') (I ® B)vec(C)
= vec(B") (A’ ® IN'vec(C) = vec(B') (I ® C)vec(A)
= vec(C") (B’ ® I)vec(A) = vec(C')' (I ® A)vec(B).

o 0 N A Ut AW =

[
=

In multivariate statistical analysis, we often deal with symmetric matrices. It
is therefore convenient to generalize the stacking operation to the half-stacking
operation, which consists of elements on or below the main diagonal. Specifically,
for a symmetric square matrix A = [a;;]xxk, define

vech(A) = (a , d),, ..., a.,),
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where a_ is the first column of A, and a;. = (@i, @it14s ..., ar) isa (k —i + 1)-
dimensional vector. The dimension of vech(A) is k(k + 1)/2. For example, suppose
that k = 3. Then we have vech(A) = (a11, a»1, az1, a», as, azz)’, which is a six-
dimensional vector.

APPENDIX B: MULTIVARIATE NORMAL DISTRIBUTIONS

A k-dimensional random vector x = (xi, ..., x;) follows a multivariate normal
distribution with mean g = (i1, ..., %)’ and positive-definite covariance matrix
X = [oy;] if its probability density function (pdf) is

fxln, =) = Pl - T —pl (846)

1
@m)* 2|
We use the notation x ~ Ny(u, X) to denote that x follows such a distribution.
This normal distribution plays an important role in multivariate statistical analysis
and it has several nice properties. Here we consider only those properties that are
relevant to our study. Interested readers are referred to Johnson and Wichern (1998)
for details.

To gain insight into multivariate normal distributions, consider the bivariate case
(i.e., k = 2). In this case, we have

s _ | on on s _ 1 02 —012
o o |’ 011022 — 0122 —012 o011

Using the correlation coefficient p = o12/(0102), where o; = /o;; is the standard
deviation of x;, we have o1 = p./011022 and |X| = o11022(1 — p2). The pdf of x
then becomes

fxn xlp, X) = [Q(x, p, E)]),

1
S S (———
2w o024/ 1 — p? < 2(1 —p?)

where

2 2
X1 — M1 X2 — M2 X1 — M1 X2 — M2
o] [op) a] 02

Chapter 4 of Johnson and Wichern (1998) contains some plots of this pdf function.

Let ¢ = (cy, ..., cx)’ be a nonzero k-dimensional vector. Partition the random
vector as x = (x|, x})’, where x; = (x1,...,x,) and X2 = (Xp41,...,x) with
1 < p < k. Also partition p and X accordingly as

MR (FEEES)]

Some properties of x are as follows:

1. ¢/x ~ N(c'i, ¢’Ec). That is, any nonzero linear combination of x is uni-
variate normal. The inverse of this property also holds. Specifically, if ¢'x is
univariate normal for any nonzero vector ¢, then x is multivariate normal.
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2. The marginal distribution of x; is normal. In fact, x; ~ Ny, (p;, X;;) fori =1
and 2, where k; = p and k, =k — p.

3. Xp =0 if and only if x| and x, are independent.

4. The random variable y = (x — u)’X ! (x — p) follows a chi-squared distri-
bution with m degrees of freedom.

5. The conditional distribution of x| given x, = b is also normally distributed as
(x1lxz = b) ~ Npliy + Z12Z5 (b — o), Tii — T2 %3 Tyl

The last property is useful in many scientific areas. For instance, it forms the basis
for time series forecasting under the normality assumption and for recursive least
squares estimation.

APPENDIX C: SOME SCA COMMANDS

The following SCA commands are used in the analysis of Example 8.6.

input x1,x2. file 'm-gsln3-5301.txt’ % Load data

rl=1ln(x1l) % Take log transformation

r2=1n(x2)
miden rl,r2. no ccm. arfits 1 to 8.
-- % Denote the model by v21.
mtsm v21. series rl,r2. @
model (i-pl*b-p2*b**2)series=c+(i-tl*b)noise.

o

mestim v21. % Initial estimation

pl(2,1)=0 % Set zero constraints
c;;(z,l):l
p;22,1)=0
C}_;; (2,1)=1
P;22,2)=O
c£;(2,2)=1
t;__(2,1)=0
Ci_:;_(2,l)=1
-- % Refine estimation and store residuals
mestim v21. method exact. hold resi(resl,res2)

miden resl,res2.
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EXERCISES

8.1.

8.2.

8.3.

8.4.

8.5.

Consider the monthly log stock returns, in percentages and including divi-
dends, of Merck & Company, Johnson & Johnson, General Electric, General
Motors, Ford Motor Company, and value-weighted index from January 1960
to December 1999; see the file m-mrk2vw. txt, which has six columns in the
order listed before.

(a) Compute the sample mean, covariance matrix, and correlation matrix of
the data.

(b) Test the hypothesis H, : p; = --- = pg = 0, where p; is the lag-i cross-
correlation matrix of the data. Draw conclusions based on the 5% signifi-
cance level.

(c¢) Is there any lead—lag relationship among the six return series?

The Federal Reserve Bank of St. Louis publishes selected interest rates and
U.S. financial data on its Web site: http://research.stlouisfed.org/
fred2/. Consider the monthly 1-year and 10-year Treasury constant maturity
rates from April 1953 to October 2000 for 571 observations; see the file
m-gslnl0.txt. The rates are in percentages.

(a) Let ¢, =r, —r,—; be the change series of the monthly interest rate r;.
Build a bivariate autoregressive model for the two change series. Discuss
the implications of the model. Transform the model into a structural form.

(b) Build a bivariate moving-average model for the two change series. Discuss
the implications of the model and compare it with the bivariate AR model
built earlier.

Again consider the monthly 1-year and 10-year Treasury constant maturity
rates from April 1953 to October 2000. Consider the log series of the data
and build a VARMA model for the series. Discuss the implications of the
model obtained.

Again consider the monthly 1-year and 10-year Treasury constant maturity
rates from April 1953 to October 2000. Are the two interest rate series
threshold-cointegrated? Use the interest spread s, = rjo, — ri, as the thresh-
old variable, where r;; is the i-year Treasury constant maturity rate. If they
are threshold-cointegrated, build a multivariate threshold model for the two
series.

The bivariate AR(4) model x; — ®4x,_4 = ¢, + a; is a special seasonal model
with periodicity 4, where {a;} is a sequence of independent and identically
distributed normal random vectors with mean zero and covariance matrix X.
Such a seasonal model may be useful in studying quarterly earnings of a
company. (a) Assume that x, is weakly stationary. Derive the mean vector
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and covariance matrix of x,. (b) Derive the necessary and sufficient condition
of weak stationarity for x,. (c) Show that I'y = ®,I',_4 for £ > 0, where T
is the lag-¢ autocovariance matrix of x;.

8.6. The bivariate MA(4) model x; = a, — O4a;_4 is another seasonal model with
periodicity 4, where {a,} is a sequence of independent and identically dis-
tributed normal random vectors with mean zero and covariance matrix X.
Derive the covariance matrices I'y of x; for £ =0, ..., 5.

8.7. Consider the monthly U.S. 1-year and 3-year Treasury constant maturity rates
from April 1953 to March 2004. The data can be obtained from the Federal
Reserve Bank of St. Louis or from the file m-gs1n3-5304.txt (l-year, 3-
year, dates). See also Example 8.6 that uses a shorter data span. Here we
use the interest rates directly without the log transformation and define x; =
(x17, x21)’, where xy; is the 1-year maturity rate and xp, is the 3-year maturity
rate.

(a) Identify a VAR model for the bivariate interest rate series. Write down
the fitted model.

(b) Compute the impulse response functions of the fitted VAR model. It suf-
fices to use the first 6 lags.

(¢) Use the fitted VAR model to produce 1-step to 12-step ahead forecasts of
the interest rates, assuming that the forecast origin is March 2004.

(d) Are the two interest rate series cointegrated, when a restricted constant
term is used? Use 5% significance level to perform the test.

(e) If the series are cointegrated, build an ECM for the series. Write down
the fitted model.

(f) Use the fitted ECM to produce I-step to 12-step ahead forecasts of the
interest rates, assuming that the forecast origin is March 2004.

(g) Compare the forecasts produced by the VAR model and the ECM.
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CHAPTERO

Principal Component Analysis
and Factor Models

Most financial portfolios consist of multiple assets, and their returns depend con-
currently and dynamically on many economic and financial variables. Therefore, it
is important to use proper multivariate statistical analyses to study the behavior and
properties of portfolio returns. However, as demonstrated in the previous chapter,
analysis of multiple asset returns often requires high-dimensional statistical models
that are complicated and hard to apply. To simplify the task of modeling multiple
returns, we discuss in this chapter some dimension reduction methods to search
for the underlying structure of the assets. Principal component analysis (PCA) is
perhaps the most commonly used statistical method in dimension reduction, and
we start our discussion with the method. In practice, observed return series often
exhibit similar characteristics leading to the belief that they might be driven by
some common sources, often referred to as common factors. To study the common
pattern in asset returns and to simplify portfolio analysis, various factor models
have been proposed in the literature to analyze multiple asset returns. The second
goal of this chapter is to introduce some useful factor models and demonstrate their
applications in finance.

Three types of factor models are available for studying asset returns; see Connor
(1995) and Campbell, Lo, and MacKinlay (1997). The first type is the macroeco-
nomic factor models that use macroeconomic variables such as growth rate of GDP,
interest rates, inflation rate, and unemployment numbers to describe the common
behavior of asset returns. Here the factors are observable and the model can be
estimated via linear regression methods. The second type is the fundamental factor
models that use firm or asset specific attributes such as firm size, book and market
values, and industrial classification to construct common factors. The third type is
the statistical factor models that treat the common factors as unobservable or latent
variables to be estimated from the returns series. In this chapter, we discuss all
three types of factor models and their applications in finance. Principal component
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analysis and factor models for asset returns are also discussed in Alexander (2001)
and Zivot and Wang (2003).

The chapter is organized as follows. Section 9.1 introduces a general factor
model for asset returns, and Section 9.2 discusses macroeconomic factor models
with some simple examples. The fundamental factor model and its applications
are given in Section 9.3. Section 9.4 introduces principal component analysis that
serves as the basic method for statistical factor analysis. The PCA can also be used
to reduce the dimension in multivariate analysis. Section 9.5 discusses the orthogo-
nal factor models, including factor rotation and its estimation, and provides several
examples. Finally, Section 9.6 introduces asymptotic principal component analysis.

9.1 A FACTOR MODEL

Suppose that there are k assets and 7' time periods. Let r;; be the return of asset i
in the time period 7. A general form for the factor model is

rit=ai+ﬂi1fll+"'+,3imfmt+€it7 t=11""T; i=17"'1k’ (9'1)

where «; is a constant representing the intercept, { f;/|j = 1, ..., m} are m common
factors, B;; is the factor loading for asset i on the jth factor, and €; is the specific
factor of asset i.

For asset returns, the factor f, = (fi;,..., fmr) is assumed to be an m-
dimensional stationary process such that

E(f)) =Ly,

Cov(f;) =Xy, anm x m matrix,

and the asset specific factor €; is a white noise series and uncorrelated with the
common factors fj; and other specific factors. Specifically, we assume that

E(¢;) =0 foralli and ¢,
Cov(fj,€is) =0 forall j,i,tands,

2 . .. _
of, ifi=jandt =y,

Covieir, &) = { 0, otherwise.

Thus, the common factors are uncorrelated with the specific factors, and the specific
factors are uncorrelated among each other. The common factors, however, need not
be uncorrelated with each other in some factor models.

In some applications, the number of assets k may be larger than the number
of time periods 7. We discuss an approach to analyze such data in Section 9.6. It
is also common to assume that the factors, hence r;, are serially uncorrelated in
factor analysis. In applications, if the observed returns are serially dependent, then
the models in Chapter 8 can be used to remove the serial dependence.
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In matrix form, the factor model in Eq. (9.1) can be written as

rie = o + Bi f, + €,

where B; = (Bi1, ..., Bim)’, and the joint model for the k assets at time ¢ is
rn=a+pf,+e, t=1,...,T 9.2)

where r, = (ri;, ..., 1), B =1[B;]1is a k x m factor-loading matrix, and €, =

(€1, ..., €k) 1is the error vector with Cov(e;) = D = diag{alz, ...,akz}, akxk

diagonal matrix. The covariance matrix of the return r; is then
Cov(r,) = BX B’ + D.

The model presentation in Eq. (9.2) is in a cross-sectional regression form if the
factors fj; are observed.
Treating the factor model in Eq. (9.1) as a time series, we have

R =a;ly + FB; + E;, 9.3)
for the ith asset (i = 1,...,k), where R; = (r;1,...,rir), 17 is a T-dimensional
vector of ones, F is a T x m matrix whose fth row is f;, and E; = (¢;1, ..., 7).

The covariance matrix of E; is Cov(E;) = al.zl , a diagonal T x T matrix.
Finally, we can rewrite Eq. (9.2) as

rz=’§gt+€z,

where g, = (1, f})" and & = [a, B], which is a k x (m 4+ 1) matrix. Taking the
transpose of the prior equation and stacking all data together, we have

R =Gt +E, 9.4

where R is a T x k matrix of returns whose tth row is r} or, equivalently, whose
ith column is R; of Eq. (9.3), G is a T x (m + 1) matrix whose rth row is g;,
and E is a T x k matrix of specific factors whose rth row is €. If the common
factors f, are observed, then Eq. (9.4) is a special form of the multivariate linear
regression (MLR) model; see Johnson and Wichern (2002). For a general MLR
model, the covariance matrix of €, need not be diagonal.

9.2 MACROECONOMETRIC FACTOR MODELS

For macroeconomic factor models, the factors are observed and we can apply the
least squares method to the MLR model in Eq. (9.4) to perform estimation. The
estimate is

o

A/: :i =G/G—] G/R,
§ [ﬁ}( ) (G'R)
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from which the estimates of « and B are readily available. The residuals of
Eq. (9.4) are

E=R-Gé.
Based on the model assumption, the covariance matrix of €, is estimated by
D = diag(E'E/(T —m — 1)),

where diag(A) means a diagonal matrix consisting of the diagonal elements of the
matrix A. Furthermore, the R-square of the ith asset of Eq. (9.3) is

[E/E]i,i

R-square; = 1 — ———,
[RR];,

=1,...,k,
where A;; denotes the (i, i)th element of the matrix A.

Note that the prior estimation does not impose the constraint that the specific
factors €; are uncorrelated with each other. Consequently, the estimates obtained
are not efficient in general. However, imposing the orthogonalization constraint
requires nontrivial computation and is often ignored. One can check the off-diagonal
elements of the matrix E'E /(T —m — 1) to verify the adequacy of the fitted model.

9.2.1 A Single-Factor Model

The best known macroeconomic factor model in finance is the market model; see
Sharpe (1970). This is a single-factor model and can be written as

ri =o; + Birme +€, i=1,....k; t=1,...,T, 9.5)

where r;; is the excess return of the ith asset and r,, is the excess return of the
market. To illustrate, we consider monthly returns of 13 stocks and use the return of
the S&P 500 index as the market return. The stocks used and their tick symbols are
given in Table 9.1, and the sample period is from January 1990 to December 2003
so that k = 13 and T = 168. We use the monthly series of three-month Treasury
bill rates of the secondary market as the risk-free interest rate to obtain simple
excess returns of the stock and market index. The returns are in percentages.

We use S-Plus to implement the estimation method discussed in the previous
subsection. Most of the commands used apply to the free software R.

da=matrix(scan(file='"m-fac9003.txt’),14)

x=t (da)

xmtx=cbind(rep(1,168) ,x[,14])

rtn=x[,1:13]

xit.hat=solve (xmtx, rtn)

beta.hat=t (xit.hat[2,])

E.hat=rtn-xmtx%*%xit.hat
D.hat=diag(crossprod(E.hat)/ (168-2))
r.square=1-(168-2)*D.hat/diag(var (rtn, SumSquares=T) )

V V.V V V V V V V
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Table 9.1. Stocks Used and Their Tick Symbols in the Analysis of a

Single-Factor Model*

409

Tick Company r(o,) Tick Company (o)

AA Alcoa 1.09(9.49) KMB Kimberly-Clark 0.78(6.50)
AGE A.G. Edwards 1.36(10.2) MEL Mellon Financial 1.36(7.80)
CAT Caterpillar 1.23(8.71) NYT New York Times 0.81(7.37)
F Ford Motor 0.97(9.77) PG Procter & Gamble 1.08(6.75)
FDX FedEx 1.14(9.49) TRB Chicago Tribune 0.95(7.84)
GM General Motors 0.64(9.28) TXN Texas Instrument 2.19(13.8)
HPQ Hewlett-Packard 1.37(0.42) SP5 S&P 500 index 0.42(4.33)

“Sample means (standard errors) of excess returns are also given. The sample period is from January

1990 to December 2003.

The estimates of 5;, aiz, and R? for the ith asset return are given below:

> t(rbind (beta.hat,sgrt (D.hat),r.square))

AA
AGE
CAT

F
FDX

GM
HPQ
KMB
MEL
NYT

PG
TRB
TXN

beta.hat

1.
.514
.941
.219
.805
.046
.628
.550
.123
771
.469
.718
.796

P OOOHFOKFHHPH OHKH OF

292

sigma (i) r.square
7.694 0.347
7.808 0.415
7.725 0.219
8.241 0.292
8.854 0.135
8.130 0.238
9.469 0.358
6.070 0.134
6.120 0.388
6.590 0.205
6.459 0.090
7.215 0.157
11.474 0.316

Figure 9.1 shows the bar plots of Bi and R? of the 13 stocks. The financial
stocks, AGE and MEL, and the high-tech stocks, HPQ and TXN, seem to have
higher B and R?. On the other hand, KMB and PG have lower 8 and R?. The R?
ranges from 0.09 to 0.41, indicating that the market return explains less than 50%

of the variabilities of the individual stocks used.

The covariance and correlation matrices of r; under the market model can be
estimated using the following:

vV V. V V

AA AGE CAT

F

PG TRB TXN

cov.r=var (x[,14])* (t (beta.hat)%$*%beta.hat) +diag(D.hat)
sd.r=sgrt (diag(cov.r))
corr.r=cov.r/outer(sd.r,sd.r)

print (corr.r,digits=1,width=2)
FDX GM HPQ KMB MEL NYT
AA 1.0 0.4 0.3 0.3 0.2 0.3 0.4 0.2 0.4 0.3 0.2 0.2 0.3
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(a) Beta

1.5

1.4

0.5

0.0

AA AGE CAT F FDX GM HPQ KMB MEL NYT PG TRB TXN

(b) R-square

0.4

0.3

0.2

0.1

AA AGE CAT F FDX GM HPQ KMB MEL NYT PG TRB TXN

0.0

Figure 9.1. Bar plots of the (a) beta and (b) R-square for fitting a single-factor market model to the
monthly excess returns of 13 stocks. The S&P 500 index excess return is used as the market index.

The sample period is from January 1990 to December 2003.

AGE 0.4 1.0 0.3 0.3 0.2 0.3 0.4 0.2 0.4 0.3 0.2 0.3 0.4

CAT 0.3 0.3 1.0 0.3 0.2 0.2 0.3 0.2 0.3 0.2 0.10.2 0.3

F 0.3 0.3 0.31.00.20.30.30.20.30.20.20.20.3

FDX 0.2 0.2 0.2 0.2 1.0 0.2 0.2 0.1 0.2 0.2 0.1 0.1 0.2

GM 0.3 0.3 0.2 0.3 0.2 1.0 0.3 0.20.30.20.10.20.3

HPQ 0.4 0.4 0.3 0.3 0.2 0.3 1.0 0.2 0.4 0.3 0.2 0.2 0.3

KMB 0.2 0.2 0.2 0.2 0.1 0.2 0.2 1.0 0.2 0.2 0.1 0.1 0.2

MEL 0.4 0.4 0.3 0.3 0.2 0.3 0.4 0.2 1.0 0.3 0.2 0.2 0.3

NYT 0.3 0.3 0.2 0.2 0.2 0.2 0.3 0.2 0.3 1.0 0.1 0.2 0.3

PG 0.2 0.2 0.1 0.2 0.1 0.1 0.2 0.1 0.2 0.1 1.0 0.1 0.2
TRB 0.2 0.3 0.2 0.2 0.1 0.2 0.2 0.1 0.2 0.2 0.1 1.0 0.2

TXN 0.3 0.4 0.3 0.3 0.2 0.3 0.3 0.2 0.3 0.3 0.2 0.2 1.0

We can compare these estimated correlations with the sample correlations of the

excess returns.

=2)

1,width
FDX GM HPQ KMB MEL NYT

> print (cor (rtn) ,digits

PG TRB TXN

F

AA AGE CAT

AA 1.0 0.3 0.6 0.5 0.2 0.4 0.50.3 0.4 0.4 0.10.3 0.5
AGE 0.3 1.0 0.3 0.3 0.3 0.3 0.3 0.3 0.4 0.4 0.20.20.3

CAT 0.6 0.3 1.0 0.4 0.2 0.3 0.2 0.3 0.4 0.3 0.1 0.4 0.3

F 0.50.3 0.4 1.00.3 0.6 0.3 0.30.40.40.10.30.3

FDX 0.2 0.3 0.2 0.3 1.0 0.2 0.3 0.3 0.2 0.2 0.1 0.3 0.2

GM 0.4 0.3 0.3 0.6 0.2 1.0 0.3 0.3 0.4 0.2 0.1 0.3 0.3
HPQ 0.5 0.3 0.2 0.3 0.3 0.3 1.0 0.1 0.3 0.3 0.1 0.2 0.6

KMB 0.3 0.3 0.3 0.2 0.3 0.3 0.1 1.0 0.3 0.2 0.3 0.3 0.1
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MEL 0.4 0.4 0.4 0.4 0.2 0.4 0.3 0.4 1.0 0.3 0.4 0.3 0.3
NYT 0.4 0.4 0.3 0.4 0.3 0.2 0.3 0.2 0.3 1.0 0.2 0.5 0.2

PG 0.1 0.2 0.1 0.1 0.1 0.1 0.1 0.3 0.4 0.2 1.00.3 0.1
TRB 0.3 0.2 0.4 0.3 0.3 0.3 0.2 0.3 0.3 0.5 0.3 1.00.2
TXN 0.5 0.3 0.3 0.3 0.2 0.3 0.6 0.1 0.3 0.2 0.1 0.2 1.0

In finance, one can use the concept of the global minimum variance portfolio
(GMVP) to compare the covariance matrix implied by a fitted factor model with
the sample covariance matrix of the returns. For a given covariance matrix X, the
global minimum variance portfolio is the portfolio @ that solves

mai)n U,%,w =®'X®w suchthat ©'l=1

and is given by

> 1
w=——"",
1'>7"1
where 1 is the k-dimensional vector of ones.

For the market model considered, the GMVP for the fitted model and the data
are as follows:

> w.gmin.model=solve (cov.r)%$*%rep(l,nrow(cov.r))
> w.gmin.model=w.gmin.model/sum(w.gmin.model)
> t(w.gmin.model)

AA AGE CAT F FDX GM
[1,] 0.0117 -0.0306 0.0792 0.0225 0.0802 0.0533
HPQ KMB MEL NYT PG TRB TXN
[1,] -0.0354 0.2503 0.0703 0.1539 0.2434 0.1400 -0.0388

> w.gmin.data=solve (var (rtn))%$*%rep(l,nrow(cov.r))
> w.gmin.data=w.gmin.data/sum(w.gmin.data)
> t(w.gmin.data)

AR AGE CAT F FDX GM
[1,] -0.0073 -0.0085 0.0866 -0.0232 0.0943 0.0916
HPQ KMB MEL NYT PG TRB TXN

[1,] 0.0345 0.2296 0.0495 0.1790 0.2651 0.0168 -0.0080

Comparing the two GMVPs, the weights assigned to TRB stock differ markedly.
The two portfolios, however, have larger weights for KMB, NYT, and PG stocks.

Finally, we examine the residual covariance and correlation matrices to verify the
assumption that the special factors are not correlated among the 13 stocks. The first
four columns of the residual correlation matrix are given below and there exist some
large values in the residual cross-correlations, for example, Cor(CAT,AA) = 0.45
and Cor(GM,F) = 0.48.

> resi.cov=t (E.hat)%*%E.hat/ (168-2)
> resi.sd=sqgrt (diag(resi.cov))
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> resi.cor=resi.cov/outer (resi.sd,resi.sd)
> print (resi.cor,digits=1,width=2)

AA AGE CAT F

AA 1.00 -0.13 0.45 0.22
AGE -0.13 1.00 -0.03 -0.01
CAT 0.45 -0.03 1.00 0.23
F 0.22 -0.01 0.23 1.00
FDX 0.00 0.14 0.05 0.07
GM 0.14 -0.09 0.15 0.48
HPQ 0.24 -0.13 -0.07 -0.00
KMB 0.16 0.06 0.18 0.05
MEL -0.02 0.06 0.09 ©0.10
NYyT 0.13 0.10 0.07 0.19
PG -0.15 -0.02 -0.01 -0.07
TRB 0.12 -0.02 0.25 0.16
TXN 0.19 -0.17 0.09 -0.02

9.2.2 Multifactor Models

Chen, Roll, and Ross (1986) consider a multifactor model for stock returns. The fac-
tors used consist of unexpected changes or surprises of macroeconomic variables.
Here unexpected changes denote the residuals of the macroeconomic variables after
removing their dynamic dependence. A simple way to obtain unexpected changes
is to fit a VAR model of Chapter 8 to the macroeconomic variables. For illustration,
we consider the following two monthly macroeconomic variables:

1. Consumer price index (CPI) for all urban consumers: all items and with index
1982-1984 = 100.

2. Civilian employment numbers 16 years and over (CE16): measured in thou-
sands.

Both CPI and CE16 series are seasonally adjusted, and the data span is from January
1975 to December 2003. We use a longer period to obtain the surprise series of the
variables. For both series, we construct the growth rate series by taking the first
difference of the logged data. The growth rates are in percentages.

To obtain the surprise series, we use the BIC criterion to identify a VAR(3)
model. Thus, the two macroeconomic factors used in the factor model are the
residuals of a VAR(3) model from 1990 to 2003. For the excess returns, we use
the same 13 stocks as before. Details of the analysis are given below:

da=matrix(scan(file='m-cpicel6-dp7503.txt’),2)
cpi=dall,]

cen=da[2,]

x1l=cbind (cpi, cen)

yl=data.frame (x1)

ord.choice=VAR (yl,max.ar=13)

ord.choiceS$info

V V. V V V V V
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ar(1l) ar(2) ar(3) ar(4) ar(5) ar(6)
BIC 36.992 38.093 28.234 46.241 60.677 75.810

ar(7) ar(8) ar(9) ar(10) ar(ll) ar(12) ar(13)
BIC 86.23 99.294 111.27 125.46 138.01 146.71 166.92
var3.fit=VAR (x1l~ar(3))
res=var3.fitSresiduals[166:333,1:2]
da=matrix(scan(file="m-fac9003.txt’),14)
xmtx = cbind(rep(1,168),res)
da=t (da)
rtn=dal[,1:13]
xit.hat=solve (xmtx, rtn)
beta.hat=t (xit.hat[2:3,])
E.hat=rtn - xmtx%*%xit.hat
D.hat=diag(crossprod(E.hat)/(168-3))
r.square=1-(168-3) *D.hat/diag(var (rtn, SumSquares=T) )

V V.V V V V V V V V V

Figure 9.2 shows the bar plots of the beta estimates and R? for the 13 stocks. It
is interesting to see that all excess returns are negatively related to the unexpected
changes of CPI growth rate. This seems reasonable. However, the R? of all excess

Beta for CPI surprise Beta for CE16 surprise R-square

AA

AGE

CAT

F

FDX

GM

HPQ

KMB

MEL

NYT

PG

TRB

TXN

T T T 1 1T 11 T 1 1 I 1 1 1
-14 -12-10-8 6 4 -2 0 -4 2 0 2 0.0 0.02 0.04 0.06

Figure 9.2. Bar plots of the betas and R-square for fitting a two-factor model to the monthly excess
returns of 13 stocks. The sample period is from January 1990 to December 2003.
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returns are low, indicating that the two macroeconomic variables used have very
little explanatory power in understanding the excess returns of the 13 stocks.

The estimated covariance and correlation matrices of the two-factor model can
be obtained using the following:

cov.rtn=beta.hat%*%var (res) $*%t (beta.hat) +diag(D.hat)
sd.rtn=sqgrt (diag(cov.rtn))

cor.rtn = cov.rtn/outer(sd.rtn,sd.rtn)

print (cor.rtn,diits=1,width=2)

vV V. V V

The correlation matrix is very close to the identity matrix, indicating that the two-
factor model used does not fit the excess returns well. Finally, the correlation matrix
of the residuals of the two-factor model is given by the following:

cov.resi=t (E.hat) %$*%E.hat/ (168-3)
sd.resi=sqgrt (diag(cov.resi))
cor.resi=cov.resi/outer(sd.resi,sd.resi)
print (cor.resi,digits=1,width=2)

vV V. V V

As expected, this correlation matrix is close to that of the original excess returns
given before and is omitted.

9.3 FUNDAMENTAL FACTOR MODELS

Fundamental factor models use observable asset specific fundamentals such as
industrial classification, market capitalization, book value, and style classification
(growth or value) to construct common factors that explain the excess returns.
There are two approaches to fundamental factor models available in the literature.
The first approach is proposed by Bar Rosenberg, founder of BARRA Inc., and is
referred to as the BARRA approach; see Grinold and Kahn (2000). In contrast to
the macroeconomic factor models, this approach treats the observed asset specific
fundamentals as the factor betas, ;, and estimates the factors f, at each time
index ¢ via regression methods. The betas are time-invariant, but the realizations
f, evolve over time. The second approach is the Fama—French approach proposed
by Fama and French (1992). In this approach, the factor realization fj; for a given
specific fundamental is obtained by constructing some hedge portfolio based on
the observed fundamental. We briefly discuss the two approaches in the next two
subsections.

9.3.1 BARRA Factor Model

Assume that the excess returns and, hence, the factor realizations are mean-
corrected. At each time index ¢, the factor model in Eq. (9.2) reduces to

ro=Bf +e. 9.6)
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where 7, denotes the (sample) mean-corrected excess returns and, for simplicity in
notation, we continue to use f, as factor realizations. Since B is given, the model
in Eq. (9.6) is a multiple linear regression with k observations and m unknowns.
Because the number of common factors m should be less than the number of
assets k, the regression is estimable. However, the regression is not homogeneous
because the covariance matrix of €, is D = diag{o?, ..., o2} with o = Var(e;),
which depends on the ith asset. Consequently, the factor realization at time index
t can be estimated by the weighted least squares (WLS) method using the standard
errors of the specific factors as the weights. The resulting estimate is

7.=(BD7'8) " (BD'BF). ©.7)

In practice, the covariance matrix D is unknown so that we use a two-step procedure
to perform the estimation.

In step one, the ordinary least squares (OLS) method is used at each time index
t to obtain a preliminary estimate of f, as

fio=BB)"(BF

where the second subscript o is used to denote the OLS estimate. This estimate of
factor realization is consistent, but not efficient. The residual of the OLS regres-
sion is

€t0 = Fr— ﬂf to
Since the residual covariance matrix is time-invariant, we can pool the residuals
together (for t = 1, ..., T) to obtain an estimate of D as

T

D, = diag 1 Z(e[,oe;ﬂ)
t=1

In step two, we plug in the estimate 50 to obtain a refined estimate of the factor
realization

fio= (ﬂ/f);lﬁ)_l (ﬁ’ﬁo_lﬂ?z) : 9.8)

where the second subscript g denotes the generalized least squares (GLS) esti-
mate, which is a sample version of the WLS estimate. The residual of the refined
regression is

€y =F—Bfq

from which we estimate the residual variance matrix as

T

~ . 1
D, = diag 1 Z(ft,gfi,g)

t=1
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Finally, the covariance matrix of the estimated factor realizations is

- [
Si= = G FoFi— T
t=1

where

T

_ 1 -

fg:?th,g'
=1

From Egq. (9.6), the covariance matrix of the excess returns under the BARRA
approach is

Cov(r,) = B2 ;B + D,.

Industry Factor Model

For illustration, we consider monthly excess returns of ten stocks and use indus-
trial classification as the specific asset fundamental. The stocks used are given
in Table 9.2 and can be classified into three industrial sectors—namely, financial
services, computer and high-tech industry, and other. The sample period is again
from January 1990 to December 2003. Under the BARRA framework, there are
three common factors representing the three industrial sectors and the betas are
indicators for the three industrial sectors; that is,

Tie = Birfir + Biofor + Bizfar +€ir, i=1,...,10, 9.9

with the betas being

1 if asset i belongs to the j industrial sector,

Bi = { 0 otherwise, ©.10)
Table 9.2. Stocks Used and Their Tick Symbols in the Analysis of
Industrial Factor Model”
Tick Company 7 (o) Tick Company (o)
AGE A.G. Edwards 1.36(10.2) IBM International Business 1.06(9.47)
C Citigroup 2.08(9.60) Machines
MWD Morgan Stanley 1.87(11.2) AA Alcoa 1.09(9.49)
MER Merrill Lynch 2.08(10.4) CAT Caterpillar 1.23(8.71)
DELL Dell Inc. 4.82(16.4) PG Procter & Gamble 1.08(6.75)
HPQ Hewlett-Packard 1.37(11.8)

“Sample mean and standard deviation of the excess returns are also given. The sample span is from
January 1990 to December 2003.
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where j = 1,2, 3 representing the financial, high-tech, and other sector, respec-
tively. For instance, the beta vector for the IBM stock return is 8; = (0, 1, 0)" and
that for Alcoa stock return is 8; = (0, 0, 1)".

In Eq. (9.9), fi, is the factor realization of the financial services sector, f»; is that
of the computer and high-tech sector, and f3, is for the other sector. Because the B;;
are indicator variables, the OLS estimate of f, is extremely simple. Indeed, f, is
the vector consisting of the averages of sector excess returns at time ¢. Specifically,

r AGE, + C, + MDW, + MER,
4
-~ DELL, + HPQ, + IBM,
fno:: 3
AA,; + CAT, + PG,
L 3 |

The specific factor of the ith asset is simply the deviation of its excess return from
its industrial sample average. One can then obtain an estimate of the residual vari-
ance matrix D to perform the generalized least squares estimation. We use S-Plus to
perform the analysis. First, load the returns into S-Plus, remove the sample means,
create the industrial dummies, and compute the sample correlation matrix of the
returns.

da=matrix(scan(file='m-barra-9003.txt’),10)
rm = matrix (rowMeans (da),1)
rtn.rm = da - t(rm)%*%rep(l,168)
fin = c(rep(1,4),rep(0,6))
tech = c(rep(0,4),rep(1,3),rep(0,3)
oth = c(rep(0,7),rep(1,3))
ind.dum = cbind(fin, tech,oth)
ind.dum
fin tech oth

V V. V V V V V V

o

[1,]
[2,1]
[3,1
[4,]
[5,]
[6,1
[7,]
[8,]
[9,1

[10,] 0 0

> rtn=t (rtn.rm)

> cov.rtn=var (rtn)

> sd.rtn=sqgrt (diag(cov.rtn))

> corr.rtn=cov.rtn/outer(sd.rtn,sd.rtn)

> print (corr.rtn,digits=1,width=2)

O o oo orHrRrRERBR

O ok HE OOOo
P PFEFOOOOOOO



418 PRINCIPAL COMPONENT ANALYSIS AND FACTOR MODELS

AGE C MWD MER DELL HPQ IBM AA CAT PG
AGE 1.0 0.6 0.6 0.6 0.3 0.3 0.3 0.3 0.3 0.2
c 0.6 1.0 0.7 0.7 0.2 0.4 0.4 0.4 0.4 0.3
MWD 0.6 0.7 1.0 0.8 0.3 0.5 0.4 0.4 0.3 0.3
MER 0.6 0.7 0.8 1.0 0.2 0.5 0.3 0.4 0.3 0.3
DELL 0.3 0.2 0.3 0.2 1.0 0.5 0.4 0.3 0.1 0.1
HPQ 0.3 0.4 0.5 0.50.4 1.0 0.5 0.5 0.2 0.1
IBM 0.3 0.4 0.4 0.3 0.4 0.5 1.0 0.4 0.3-0.0
AA 0.3 0.4 0.4 0.4 0.3 0.50.41.00.60.1
CAT 0.3 0.4 0.3 0.3 0.1 0.2 0.3 0.6 1.0 0.1
PG 0.2 0.3 0.30.30.1 0.1-0.00.12 0.1 1.0

The OLS estimates, their residuals, and residual variances are estimated as below:

> F.hat.o = solve(crossprod(ind.dum))%*%t (ind.dum) $*$rtn.rm
> E.hat.o = rtn.rm - ind.dum%*%F.hat.o
> diagD.hat.o=rowVars (E.hat.o)

One can then obtain the generalized least squares estimates.

> Dinv.hat = diag(diagD.hat.o”(-1))

> H1 = t(ind.dum)%*%Dinv.hat%$*%ind.dum

> Hmtx=solve (H1) $*%t (ind.dum) $*%$Dinv.hat

> F.hat.g = Hmtx%*%rtn.rm

> F.hat.gt=t (F.hat.qg)

> E.hat.g = rtn.rm - ind.dum%$*%F.hat.g

> diagD.hat.g = rowVars(E.hat.qg)

> t (Hmtx)

fin tech oth

[1,] 0.1870 0.0000 0.0000
[2,] 0.2548 0.0000 0.0000
[3,1 0.2586 0.0000 0.0000
[4,] 0.2995 0.0000 0.0000
[5,] 0.0000 0.2272 0.0000
[6,1 0.0000 0.4015 0.0000
[7,] 0.0000 0.3713 0.0000
[8,1] 0.0000 0.0000 0.3319
[9,1 0.0000 0.0000 0.4321

[10,] 0.0000 0.0000 0.2360

> cov.ind=ind.dum%*%var (F.hat.gt) %$*%t (ind.dum) +
+ diag(diagD.hat.qg)
sd.ind=sqgrt (diag(cov.ind))
corr.ind=cov.ind/outer (sd.ind, sd.ind)
print (corr.ind,digits=1,width=2)

AGE C MWD MER DELL HPQ IBM AA CAT PG

\ARRY}

\%

AGE 1.0 0.7 0.7 0.7 0.3 0.3 0.3 0.3 0.3 0.3
C 0.71.0 0.8 0.8 0.3 0.4 0.4 0.3 0.3 0.3
MWD 0.7 0.8 1.0 0.8 0.3 0.4 0.4 0.3 0.4 0.3
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MER 0.7 0.8 0.8 1.0 0.3 0.4 0.4 0.3 0.4 0.3
DELL 0.3 0.3 0.3 0.3 1.0 0.5 0.5 0.2 0.2 0.2
HPQ 0.3 0.4 0.4 0.4 0.5 1.0 0.7 0.3 0.3 0.2
IBM 0.3 0.4 0.4 0.4 0.5 0.7 1.0 0.3 0.3 0.2
AA 0.3 0.3 0.3 0.30.2 0.30.31.00.7 0.5
CAT 0.3 0.3 0.4 0.4 0.2 0.3 0.3 0.7 1.0 0.6
PG 0.3 0.3 0.3 0.30.2 0.20.20.50.61.0

The model-based correlations of stocks within an industrial sector are larger
than their sample counterparts. For instance, the sample correlation between CAT
and PG stock returns is only 0.1, but the correlation based on the fitted model is
0.6. Finally, Figure 9.3 shows the time plots of the factor realizations based on the
generalized least squares estimation.

Factor Mimicking Portfolio
Consider the special case of BARRA factor models with a single factor. Here the
WLS estimate of f; in Eq. (9.7) has a nice interpretation. Consider a portfolio

(a) Factor realizations: financial sector

20 —
0 -

Factor

—20

T T T T T T T T
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year

(b) High-tech sector

20 —
0 -
_20

Factor

T T T T T T T T
1990 1992 1994 1996 1998 2000 2002 2004
year

(c) Other sector

20 —
0 -
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1990 1992 1994 1996 1998 2000 2002 2004
year

Figure 9.3. Estimated factor realizations of a BARRA industrial factor model for 10 monthly stock
returns in three industrial sectors.
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® = (wy, ..., w) of the k assets that solves
min (30'Dw) such that B =1.
It turns out that the solution to this portfolio problem is given by
W' =(@'D7'B)” (B D).
Thus, the estimated factor realization is the portfolio return
fi=w'r,.

If the portfolio @ is normalized such that Zf: L w; =1, it is referred to as a factor
mimicking portfolio. For multiple factors, one can apply the idea to each factor
individually.

Remark. In practice, the sample mean of an excess return is often not signif-
icantly different from zero. Thus, one may not need to remove the sample mean
before fitting a BARRA factor model. O

9.3.2 Fama-French Approach

For a given asset fundamental (e.g., ratio of book-to-market value), Fama and
French (1992) determined factor realizations using a two-step procedure. First, they
sorted the assets based on the values of the observed fundamental. Then they formed
a hedge portfolio which is long in the top quintile (1/3) of the sorted assets and
short in the bottom quintile of the sorted assets. The observed return on this hedge
portfolio at time ¢ is the observed factor realization for the given asset fundamental.
The procedure is repeated for each asset fundamental under consideration. Finally,
given the observed factor realizations {f,|t =1, ..., T}, the betas for each asset
are estimated using a time series regression method. These authors identify three
observed fundamentals that explain high percentages of variability in excess returns.
The three fundamentals used by Fama and French are (a) the overall market return
(market excess return), (b) the performance of small stocks relative to large stocks
(SMB, small minus big), and (c) the performance of value stocks relative to growth
stocks (HML, high minus low). The size sorted by market equity and the ratio of
book equity to market equity is used to define value and growth stocks with value
stocks having high book equity to market equity ratio.

Remark. The concepts of factor may differ between factor models. The three
factors used in the Fama—French approach are three financial fundamentals. One
can combine the fundamentals to create a new attribute of the stocks and refer to the
resulting model as a single-factor model. This is particularly so because the model
used is a linear statistical model. Thus, care needs to be exercised when one refers
to the number of factors in a factor model. On the other hand, the number of factors
is more well defined in statistical factor models, which we discuss next. O
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9.4 PRINCIPAL COMPONENT ANALYSIS

An important topic in multivariate time series analysis is the study of the covariance
(or correlation) structure of the series. For example, the covariance structure of a
vector return series plays an important role in portfolio selection. In what follows,
we discuss some statistical methods useful in studying the covariance structure of
a vector time series.

Given a k-dimensional random variable r = (ry, ..., ry)’ with covariance matrix
¥, a principal component analysis (PCA) is concerned with using a few linear
combinations of r; to explain the structure of X,. If r denotes the monthly log
returns of k assets, then PCA can be used to study the source of variations of these
k asset returns. Here the keyword is few so that simplification can be achieved in
multivariate analysis.

9.4.1 Theory of PCA

PCA applies to either the covariance matrix X, or the correlation matrix p, of r.
Since the correlation matrix is the covariance matrix of the standardized random
vector r* = S™!r, where S is the diagonal matrix of standard deviations of the
components of r, we use covariance matrix in our theoretical discussion. Let w; =
(wj1, ..., wi) be a k-dimensional vector, where i =1, ..., k. Then

k
/
Yi = w;r = Zwijrj
i—1

is a linear combination of the random vector r. If r consists of the simple returns
of k stocks, then y; is the return of a portfolio that assigns weight w;; to the
jth stock. Since multiplying a constant to w; does not affect the proportion of
allocation assigned to the jth stock, we standardize the vector w; so that w;w; =
Zl;zl wizj =1.

Using properties of a linear combination of random variables, we have

Var(y;)) = w:X,w;, i=1,...,k, 9.11)
Cov(yi,y;)) =w.X,wj, i,j=1,... k 9.12)

The idea of PCA is to find linear combinations w; such that y; and y; are
uncorrelated for i # j and the variances of y; are as large as possible. More
specifically:

1. The first principal component of r is the linear combination y; = w/r that
maximizes Var(y;) subject to the constraint wjw; = 1.

2. The second principal component of r is the linear combination y, = w)r that
maximizes Var(y,) subject to the constraints w,w, = 1 and Cov(ys, y;) = 0.
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3. The ith principal component of r is the linear combination y; = w;r that
maximizes Var(y;) subject to the constraints w;w; = 1 and Cov(y;, y;) =0
for j=1,...,i—1.

Since the covariance matrix X, is non-negative definite, it has a spectral decom-
position; see Appendix A of Chapter 8. Let (A, e1), ..., (A, ex) be the eigen-
value—eigenvector pairs of X,, where A; > Ay > --- > A, > 0. We have the fol-
lowing statistical result.

RESULT 9.1.  The ith principal component of r is y; = e;r = Zl;zl e;r; for
i=1,..., k. Moreover,

Var(y;)) = e€;X,e; = A;, i=1,...,k,
Cov(yi,yj) =e€;X,e; =0, i#].

If some eigenvalues A; are equal, the choices of the corresponding eigenvectors e;
and hence y; are not unique. In addition, we have

k k k
> Var(r) =t (E,) =Y A=Y Var(y). 9.13)
i=1 i=1 i=1

The result of Eq. (9.13) says that

Var(yi)) Ai
Zf-;l Var(r;) A4+

Consequently, the proportion of total variance in r explained by the ith princi-
pal component is simply the ratio between the ith eigenvalue and the sum of all
eigenvalues of X,. One can also compute the cumulative proportion of total vari-
ance explained by the first i principal components (i.e., (Z’j:l Y (Z§=1 Xj)). In
practice, one selects a small i such that the prior cumulative proportion is large.
Since tr(p,) = k, the proportion of variance explained by the ith principal com-
ponent becomes A;/k when the correlation matrix is used to perform the PCA.

A by-product of the PCA is that a zero eigenvalue of X,, or p,, indicates the
existence of an exact linear relationship between the components of r. For instance,
if the smallest eigenvalue A, = 0, then by Result 9.1 Var(yy) = 0. Therefore, y;, =
Z/j‘-zl eijrj is a constant and there are only k — 1 random quantities in r. In this
case, the dimension of r can be reduced. For this reason, PCA has been used in
the literature as a tool for dimension reduction.

9.4.2 Empirical PCA

In application, the covariance matrix X, and the correlation matrix p, of the
return vector r are unknown, but they can be estimated consistently by the sample
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covariance and correlation matrices under some regularity conditions. Assuming
that the returns are weakly stationary and the data consist of {r/|t = 1,..., T}, we
have the following estimates:

T T

a R 1 _ _ _ 1

X =[6;,1= 7 E r,—r@r, -1, 7= T E r, (9.14)
=1 =1

- ~ ]~ ~—1

5. =5's5", 9.15)

where S = diag{\/611.r, ...,/ Okk.r} is the diagonal matrix of sample standard
errors of r;. Methods to compute eigenvalues and eigenvectors of a symmetric
matrix can then be used to perform the PCA. Most statistical packages now have the
capability to perform principal component analysis. In S-Plus, the basic command
of PCA is princomp, and in FinMetrics the command is mfactor.

Example 9.1. Consider the monthly log returns of International Business
Machines, Hewlett-Packard, Intel Corporation, Merrill Lynch, and Morgan Stanley
Dean Witter from January 1990 to December 1999. The returns are in percentages
and include dividends. The data set has 120 observations. Figure 9.4 shows the
time plots of these five monthly return series. As expected, returns of companies
in the same industrial sector tend to exhibit similar patterns.

Denote the returns by ' = (IBM, HPQ, INTC, MER, MWD). The sample mean
vector of the returns is (1.47, 1.97, 3.05, 2.30, 2.36)" and the sample covariance
and correlation matrices are

[ 73.10
36.48 103.60
27.08 48.86 113.96 )
16.06 37.59 27.96 105.56

| 16.33  40.72  26.86 85.47 109.91

[ 1.00
0.42 1.00
0, =1 030 0.45 1.00
0.18 0.36 0.26 1.00
| 0.13 0.38 0.24 0.79 1.00

™)
I

Table 9.3 gives the results of PCA using both the covariance and correlation
matrices. Also given are eigenvalues, eigenvectors, and proportions of variabilities
explained by the principal components. Consider the correlation matrix and denote
the sample eigenvalues and eigenvectors by ; and ¢;. We have

o~

Ay = 2.456, 1 = (0.342,0.474, 0.387, 0.503, 0.505)’,
A2 =1.145, & = (0.525,0.314,0.405, —0.481, —0.481)’
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Figure 9.4. Time plots of monthly log returns in percentages and including dividends for
(a) International Business Machines, (b) Hewlett-Packard, (c) Intel, (d) Merrill Lynch, and (e) Morgan
Stanley Dean Witter from January 1990 to December 1999.

for the first two principal components. These two components explain about 72%
of the total variability of the data, and they have interesting interpretations. The first
component is a roughly equally weighted linear combination of the stock returns.
This component might represent the general movement of the stock market and
hence is a market component. The second component represents the difference
between the two industrial sectors—namely, technologies versus financial services.
It might be an industrial component. Similar interpretations of principal components
can also be found by using the covariance matrix of r.

An informal but useful procedure to determine the number of principal compo-
nents needed in an application is to examine the scree plot, which is the time plot of
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Table 9.3. Results of Principal Component Analysis® for the Monthly Log Returns,
Including Dividends, of Stocks of IBM, Hewlett-Packard, Intel, Merrill Lynch, and
Morgan Stanley Dean Witter from January 1990 to December 1999

Using Sample Covariance Matrix

Eigenvalue 256.16 116.14 64.91 46.82 22.11
Proportion 0.506 0.229 0.128 0.093 0.044
Cumulative 0.506 0.736 0.864 0.956 1.000
Eigenvector 0.246 0.327 0.586 —0.700 0.018
0.461 0.360 0.428 0.687 —0.050
0.409 0.585 —0.683 —0.153 0.033
0.522 —0.452 —0.082 —0.115 —0.710
0.536 —0.467 —0.036 —0.042 0.701

Using Sample Correlation Matrix

Eigenvalue 2.456 1.145 0.699 0.495 0.205
Proportion 0.491 0.229 0.140 0.099 0.041
Cumulative 0.491 0.720 0.860 0.959 1.000
Eigenvector 0.342 0.525 0.691 —0.362 —0.012
0.474 0.314 —0.043 0.820 0.050
0.387 0.405 —0.717 —0.414 —0.034
0.503 —0.481 0.052 —0.147 0.701
0.505 —0.481 0.071 —0.062 —0.711

“The eigenvectors are in columns.

the eigenvalues A; ordered from the largest to the smallest (i.e., a plot of i versus
i). Figure 9.5a shows the scree plot for the five stock returns of Example 9.1. By
looking for an elbow in the scree plot, indicating that the remaining eigenvalues
are relatively small and all about the same size, one can determine the appropriate
number of components. For both plots in Figure 9.5, two components appear to be
appropriate. Finally, except for the case in which 1; =0 for j > i, selecting the
first i principal components only provides an approximation to the total variance
of the data. If a small i can provide a good approximation, then the simplification
becomes valuable.

Remark. 1 have extended the data of Example 9.1 to December 2003. The
PCA results of the extended data provide essentially the same information as that
shown in the text and, hence, are omitted. The S-Plus commands used to perform
the PCA are given below. The S-Plus gives the square root of the eigenvalue and
denotes it as standard deviation.

> da=matrix(scan(file='m-pca5c-9003.txt’),6)
> rtn = t(dal1:5,1)

> pca.cov = princomp (rtn)

> names (pca.cov)
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Figure 9.5. Scree plots for two 5-dimensional asset returns: (a) series of Example 9.1 and (b) bond
index returns of Example 9.3.

> summary (pca.cov)
> pca.cov$loadings
> screeplot (pca.cov) 0

9.5 STATISTICAL FACTOR ANALYSIS

We now turn to statistical factor analysis. One of the main difficulties in multivari-
ate statistical analysis is the “curse of dimensionality.” In particular, the number
of parameters of a parametric model often increase dramatically when the order
of the model or the dimension of the time series is increased. Simplifying meth-
ods are often sought to overcome the curse of dimensionality. From an empirical
viewpoint, multivariate data often exhibit similar patterns indicating the existence
of common structure hidden in the data. Statistical factor analysis is one of those
simplifying methods available in the literature. The aim of statistical factor analysis
is to identify, from the observed data, a few factors that can account for most of
the variations in the covariance or correlation matrix of the data.

Traditional statistical factor analysis assumes that the data have no serial cor-
relations. This assumption is often violated by financial data taken with frequency
less than or equal to a week. However, the assumption appears to be reasonable
for asset returns with lower frequencies (e.g., monthly returns of stocks or market
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indexes). If the assumption is violated, then one can use the parametric models
discussed in this book to remove the linear dynamic dependence of the data and
apply factor analysis to the residual series.

In what follows, we discuss statistical factor analysis based on the orthogonal
factor model. Consider the return r; = (ry;, ..., i)’ of k assets at time period ¢ and
assume that the return series r, is weakly stationary with mean u and covariance
matrix X,. The statistical factor model postulates that r, is linearly dependent on
a few unobservable random variables f, = (fi;, ..., fm/)' and k additional noises
€, = (€1, ..., €y) . Here m < k, f;, are the common factors, and ¢;, are the errors.
Mathematically, the statistical factor model is also in the form of Eq. (9.1) except
that the intercept « is replaced by the mean return u. Thus, a statistical factor
model is in the form

re—mn=8f +e, 9.16)

where B = [Bijlixm is the matrix of factor loadings, B is the loading of the ith
variable on the jth factor, and €; is the specific error of ri;. A key feature of
the statistical factor model is that the m factors fj; and the factor-loadings B; are
unobservable. As such, Eq. (9.16) is not a multivariate linear regression model,
even though it has a similar appearance. This special feature also distinguishes a
statistical factor model from other factor models discussed earlier.

The factor model in Eq. (9.16) is an orthogonal factor model if it satisfies the
following assumptions:

1. E(f,) =0 and Cov(f,) = I, the m x m identity matrix;

2. E(e;) = 0 and Cov(e,;) = D = diag{o?, ..., 0} (i.e., D is a k x k diagonal
matrix); and

3. f, and €, are independent so that Cov(f,, €;) = E(f€;) = 0y k.

Under the previous assumptions, it is easy to see that

%, = Cov(r) = E[(r; — p)(r, — )"

=E[Bf, +e)BSf, +¢€)]
=Bp +D 9.17)
and
Cov(ry, f)) = El(ri —w) fi1=BEf f)+ E(e. f) =8B. (9.18)

Using Egs. (9.17) and (9.18), we see that for the orthogonal factor model in
Eq. (9.16)
Var(rj;) = ,Bizl 4+ 4 ,33,1 + 0,~2,
Cov(rir, rjr) = BiBj1 + -+ + BinBjm
Cov(ris, f]t) = ,sz
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The quantity /Sizl 4+ 4 ,Bifn, which is the portion of the variance of r; contributed
by the m common factors, is called the communality. The remaining portion cri2
of the variance of r; is called the uniqueness or specific variance. Let cl.2 = /Sizl +
cee ,Bizm be the communality, which is the sum of squares of the loadings of the
ith variable on the m common factors. The variance of component r; becomes
Var(r;;) = cl-2 + aiz.

In practice, not every covariance matrix has an orthogonal factor representation.
In other words, there exists a random variable r, that does not have any orthogonal
factor representation. Furthermore, the orthogonal factor representation of a random
variable is not unique. In fact, for any m x m orthogonal matrix P satisfying
PP ' =P'P=1,let p*=BP and f; = P'f,. Then

ri—n=Bf +e=BPPf +e=B"fi+e.

In addition, E(f}) =0 and Cov(f}) = P'Cov(f,)P = P'P = I. Thus, " and
f7 form another orthogonal factor model for r,. This nonuniqueness of orthogonal
factor representation is a weakness as well as an advantage for factor analysis. It
is a weakness because it makes the meaning of factor loading arbitrary. It is an
advantage because it allows us to perform rotations to find common factors that
have nice interpretations. Because P is an orthogonal matrix, the transformation
fi = P'f, is arotation in the m-dimensional space.

9.5.1 Estimation

The orthogonal factor model in Eq. (9.16) can be estimated by two methods.
The first estimation method uses the principal component analysis of the previ-
ous section. This method does not require the normality assumption of the data nor
the prespecification of the number of common factors. It applies to both the covari-
ance and correlation matrices. But as mentioned in PCA, the solution is often an
approximation. The second estimation method is the maximum likelihood method
that uses normal density and requires a prespecification for the number of common
factors.

Principal Component Method

Again let (5\1,?1), e, (ik,?k) be pairs of the eigenvalues and eigenvectors of the
sample covariance matrix f,, where ):1 > )A»g >0 > )A»k. Let m < k be the number
of common factors. Then the matrix of factor loadings is given by

B=1p1= [\/;?1‘\/;2?2‘ ‘\/;?m] (9.19)

The estimated specific variances are the diagonal elements of the matrix f, - /ﬂvﬂ\/.
That is, D = diag{67, ..., 62}, where 67 =6y, — Py ,35, where 6;;, is the
(i, 7)th element of X,. The communalities are estimated by

2 _ 2 32
¢ =PBii+ -+ Bin-
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The error matrix caused by approximation is
—~ o~
Er - (ﬂﬂ + D)

Ideally, we would like this matrix to be close to zero. It can be shown that the
sum of squared elements of fr — (/BVB\/ + ﬁ) is less than or equal to irzn gttt
)A\,% Therefore, the approximation error is bounded by the sum of squares of the
neglected eigenvalues.

From the solution in Eq. (9.19), the estimated factor loadings based on the
principal component method do not change as the number of common factors m
is increased.

Maximum Likelihood Method
If the common factors f, and the specific factors €, are jointly normal, then r,
is multivariate normal with mean g and covariance matrix X, = 88’ + D. The
maximum likelihood method can then be used to obtain estimates of § and D
under the constraint /D~ = A, which is a diagonal matrix. Here g is estimated
by the sample mean. For more details of this method, readers are referred to Johnson
and Wichern (2002).

In using the maximum likelihood method, the number of common factors must
be given a priori. In practice, one can use a modified likelihood ratio test to check
the adequacy of a fitted m-factor model. The test statistic is

LR(m) = —[T — 1 = L2k +5) = 2m](n|E,| — In|BB’ + D)), (9.20)

which, under the null hypothesis of m factors, is asymptotically distributed as a
chi-squared distribution with %[(k —m)? — k — m] degrees of freedom. We discuss
some methods for selecting m in Section 9.6.1.

9.5.2 Factor Rotation

As mentioned before, for any m x m orthogonal matrix P,
re—n=Bf +e=Ppf +e,
where f* =B P and f; = P'f,. In addition,
BB +D=pBP P'B +D=pB*B* +D.

This result indicates that the communalities and the specific variances remain
unchanged under an orthogonal transformation. It is then reasonable to find an
orthogonal matrix P to transform the factor model so that the common factors
have nice interpretations. Such a transformation is equivalent to rotating the com-
mon factors in the m-dimensional space. In fact, there are infinite possible factor
rotations available. Kaiser (1958) proposes a varimax criterion to select the rotation
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that works well in many applications. Denote the rotated matrix of factor loadings
by B* = [B;] and the ith communality by ¢;. Define B = g /ci to be the rotated
coefficients scaled by the (positive) square root of communalities. The varimax
procedure selects the orthogonal matrix P that maximizes the quantity

m k k
v - (o)

j=11 i=1

This complicated expression has a simple interpretation. Maximizing V corresponds
to spreading out the squares of the loadings on each factor as much as possible.
Consequently, the procedure is to find groups of large and negligible coefficients
in any column of the rotated matrix of factor loadings. In a real application, factor
rotation is used to aid the interpretations of common factors. It may be helpful in
some applications, but not informative in others. There are many criteria available
for factor rotation.

9.5.3 Applications

Given the data {r,} of asset returns, the statistical factor analysis enables us to search
for common factors that explain the variabilities of the returns. Since factor analysis
assumes no serial correlations in the data, one should check the validity of this
assumption before using factor analysis. The multivariate portmanteau statistics can
be used for this purpose. If serial correlations are found, one can build a VARMA
model to remove the dynamic dependence in the data and apply the factor analysis
to the residual series. For many returns series, the correlation matrix of the residuals
of a linear model is often very close to the correlation matrix of the original data.
In this case, the effect of dynamic dependence on factor analysis is negligible.

We consider three examples in this subsection. The first two examples use the
Minitab software to perform the analysis and the third example uses S-Plus. Other
packages can also be used.

Example 9.2. Consider again the monthly log stock returns of IBM, Hewlett-
Packard, Intel, Merrill Lynch, and Morgan Stanley Dean Witter used in Example 9.1.
To check the assumption of no serial correlations, we compute the portmanteau
statistics and obtain Qs(1) = 34.28, O5(4) = 114.30, and Q5(8) = 216.78. Com-
pared with chi-squared distributions with 25, 100, and 200 degrees of freedom, the
p-values of these test statistics are 0.102, 0.156, and 0.198, respectively. Therefore,
the assumption of no serial correlations cannot be rejected even at the 10% level.

Table 9.4 shows the results of factor analysis based on the correlation matrix
using both the principal component and maximum likelihood methods. We assume
that the number of common factors is 2, which is reasonable according to the
principal component analysis of Example 9.1. From the table, the factor analysis
reveals several interesting findings:

e The two factors identified by the principal component method explain more
variability than those identified by the maximum likelihood method.
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Table 9.4. Factor Analysis of the Monthly Log Stock Returns® of IBM,
Hewlett-Packard, Intel, Merrill Lynch, and Morgan Stanley Dean Witter

Estimates of Rotated
Factor Loadings Factor Loadings
Communalities
Variable fi b 1 ey 1 —o?
Principal Component Method
IBM 0.536 0.561 0.011 0.776 0.602
HPQ 0.744 0.335 0.317 0.752 0.665
INTC 0.607 0.433 0.151 0.730 0.556
MER 0.788 —0.515 0.928 0.158 0.887
MWD 0.791 —0.514 0.930 0.161 0.891
Variance 2.456 1.145 1.850 1.751 3.601
Proportion 0.491 0.229 0.370 0.350 0.720
Maximum Likelihood Method

IBM 0.191 0.496 0.087 0.524 0.282
HPQ 0.394 0.689 0.247 0.755 0.630
INTC 0.250 0.511 0.141 0.551 0.323
MER 0.800 0.072 0.769 0.232 0.645
MWD 0.994 —0.015 0.976 0.186 0.988
Variance 1.881 0.987 1.632 1.236 2.868
Proportion 0.376 0.197 0.326 0.247 0.574

“The returns include dividends and are from January 1990 to December 1999. The analysis is based on
the sample cross-correlation matrix and assumes two common factors.

e Based on the rotated factor loadings, the two estimation methods identify
essentially the same two common factors for the data. The financial stocks
(Merrill Lynch and Morgan Stanley Dean Witter) load heavily on the first
factor, whereas the technology stocks (IBM, Hewlett-Packard, and Intel) load
highly on the second factor. These two rotated factors jointly differentiate the
industrial sectors.

o In this particular instance, the varimax rotation does not change much the two
factors identified by the maximum likelihood method. Yet the first unrotated
factor identified by the principal component method was destroyed by the
rotation. This is not surprising in view of the idea behind the varimax criterion.

o The specific variances of IBM and Intel stock returns are relatively large
based on the maximum likelihood method, indicating that these two stocks
have their own features that are worth further investigation.

Example 9.3. In this example, we consider the monthly log returns of U.S.
bond indexes with maturities in 30 years, 20 years, 10 years, 5 years, and 1 year.
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The data are described in Example 9.2 but have been transformed into log returns.
There are 696 observations. As shown in Example 9.2, there is serial dependence
in the data. However, removing serial dependence by fitting a VARMA(2,1) model
has hardly any effects on the concurrent correlation matrix. As a matter of fact, the
correlation matrices before and after fitting a VARMA(2,1) model are

1.0 1.0
0.98 1.0 0.98 1.0
0,=1 092091 1.0 , p=1092092 1.0 ,
0.85 0.86 0.90 1.0 0.85 0.86 0.90 1.0
0.63 0.64 0.67 0.81 1.0 0.66 0.67 0.71 0.84 1.0

where p,, is the correlation matrix of the original log returns. Therefore, we apply
factor analysis directly to the return series.

Table 9.5 shows the results of statistical factor analysis of the data. For both
estimation methods, the first two common factors explain more than 90% of the
total variability of the data. Indeed, the high communalities indicate that the specific

Table 9.5. Factor Analysis of the Monthly Log Returns of U.S. Bond Indexes with
Maturities in 30 Years, 20 Years, 10 Years, 5 Years, and 1 Year”

Estimates of Rotated
Factor Loadings Factor Loadings
Communalities
Variable fi I i 5 1—o}
Principal Component Method
30 years 0.952 0.253 0.927 0.333 0.970
20 years 0.954 0.240 0.922 0.345 0.968
10 years 0.956 0.140 0.866 0.429 0.934
5 years 0.955 —0.142 0.704 0.660 0.931
1 year 0.800 —0.585 0.325 0.936 0.982
Variance 4.281 0.504 3.059 1.726 4.785
Proportion 0.856 0.101 0.612 0.345 0.957
Maximum Likelihood Method
30 years 0.849 —-0.513 0.895 0.430 0.985
20 years 0.857 —0.486 0.876 0.451 0.970
10 years 0.896 —0.303 0.744 0.584 0.895
5 years 1.000 0.000 0.547 0.837 1.000
1 year 0.813 0.123 0.342 0.747 0.675
Variance 3918 0.607 2.538 1.987 4.525
Proportion 0.784 0.121 0.508 0.397 0.905

“The data are from January 1942 to December 1999. The analysis is based on the sample cross-
correlation matrix and assumes two common factors.
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variances are very small for the five bond index returns. Because the results of the
two methods are close, we only discuss that of the principal component method.
The unrotated factor loadings indicate that (a) all five return series load roughly
equally on the first factor, and (b) the loadings on the second factor are positively
correlated with the time to maturity. Therefore, the first common factor represents
the general U.S. bond returns, and the second factor shows the “time-to-maturity”
effect. Furthermore, the loadings of the second factor sum approximately to zero.
Therefore, this common factor can also be interpreted as the contrast between
long-term and short-term bonds. Here a long-term bond means one with matu-
rity 10 years or longer. For the rotated factors, the loadings are also interesting.
The loadings for the first rotated factor are proportional to the time to maturity,
whereas the loadings of the second factor are inversely proportional to the time to
maturity.

Example 9.4. Again, consider the monthly excess returns of the ten stocks
in Table 9.2. The sample span is from January 1990 to December 2003 and the
returns are in percentages. Our goal here is to demonstrate the use of statistical
factor models using the S-Plus command factanal. We started with a two-factor
model, but it is rejected by the likelihood ratio test of Eq. (9.20). The test statistic
is LR(2) = 72.96. Based on the asymptotic X226 distribution, p-value of the test
statistic is close to zero.

> da=matrix(scan(file='m-barra-9003.txt’),10)

> rtn=t (da)

> stat.fac=factanal (rtn, factors=2,method="mle’)
> stat.fac

Sums of squares of loadings:
Factorl Factor2
2.696479 2.19149

Component names:
"loadings" "uniquenesses" "correlation" "criteria"
"factors" "dof" "method" ‘'"center" "scale" "n.obs"
"scores" "call"

We then applied a three-factor model that appears to be reasonable at the 5%
significance level. The p-value of the LR(3) statistic is 0.0892.

> stat.fac=factanal (rtn, factor=3,method="mle’)

> stat.fac

Test of the hypothesis that 3 factors are sufficient
versus the alternative that more are required:

The chi square statistic is 26.48 on 18 degrees of freedom.
The p-value is 0.0892

> summary (stat.fac)
Importance of factors:
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Factorl Factor2 Factor3

SS loadings 2.635 1.825 1.326
Proportion Var 0.264 0.183 0.133
Cumulative Var 0.264 0.446 0.579
Uniquenesses:

AGE c MWD MER DELL HPQ IBM

0.479 0.341 0.201 0.216 0.690 0.346 0.638
AA CAT PG

0.417 0.000 0.885

Loadings:
Factorl Factor2 Factor3

AGE 0.678 0.217 0.121
c 0.739 0.259 0.213
MWD 0.817 0.356

MER 0.819 0.329

DELL 0.102 0.547

HPQ 0.230 0.771

IBM 0.200 0.515 0.238
AR 0.194 0.546 0.497
CAT 0.198 0.138 0.970
PG 0.331

The factor loadings can also be shown graphically using
> plot (loadings (stat.fac))

and the plots are in Figure 9.6. From the plots, factor 1 represents essentially the
financial service sector, and factor 2 mainly consists of the excess returns from the
high-tech stocks and the Alcoa stock. Factor 3 depends heavily on excess returns
of CAT and AA stocks and, hence, represents the remaining industrial sector.

Factor rotation can be obtained using the command rotate, which allows for
many rotation methods, and factor realizations are available from the command
predict.

> stat.fac2 = rotate(stat.fac,rotation='quartimax’)
> loadings (stat.fac2)
Factorl Factor2 Factor3

AGE 0.700 0.171
c 0.772 0.216 0.124
MWD 0.844 0.291
MER 0.844 0.264
DELL 0.144 0.536
HPQ 0.294 0.753
IBM 0.258 0.518 0.164
AR 0.278 0.575 0.418
CAT 0.293 0.219 0.931
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Figure 9.6. Plots of factor loadings when a three-factor statistical factor model is fitted to the ten
monthly excess stock returns in Table 9.2.

PG 0.334
> factor.real=predict (stat.fac, type='weighted.1ls’)

Finally, we obtained the correlation matrix of the ten excess returns based on the
fitted three-factor statistical factor model. As expected, the correlations are closer to
their sample counterparts than those of the industrial factor model in Section 9.3.1.
One can also use GMVP to compare the covariance matrices of the returns and the
statistical factor model.

> corr.fit=fitted(stat.fac)
> print (corr.fit,digits=1,width=2)
AGE C MWD MER DELL HPQ IBM AA CAT PG

AGE 1.0 0.6 0.6 0.6 0.19 0.3 0.3 0.3 0.3 0.2
c 0.6 1.0 0.7 0.7 0.22 0.4 0.3 0.4 0.4 0.3
MWD 0.6 0.7 1.0 0.8 0.28 0.5 0.4 0.4 0.3 0.3
MER 0.6 0.7 0.8 1.0 0.26 0.5 0.4 0.4 0.3 0.3
DELL 0.2 0.2 0.3 0.3 1.00 0.5 0.3 0.3 0.1 0.0
HPQ 0.3 0.4 0.5 0.4 0.45 1.0 0.5 0.5 0.2 0.1
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IBM 0.3 0.3 0.4 0.3 0.31 0.5 1.0 0.4 0.3 0.1
AA 0.3 0.4 0.4 0.4 0.330.50.41.00.6 0.1
CAT 0.3 0.4 0.3 0.3 0.11 0.2 0.3 0.6 1.0 0.1
PG 0.2 0.3 0.3 0.3 0.030.10.10.120.11.0

9.6 ASYMPTOTIC PRINCIPAL COMPONENT ANALYSIS

So far, our discussion of PCA assumes that the number of assets is smaller than the
number of time periods, that is, k < 7. To deal with situations of a small 7" and
large k, Conner and Korajczyk (1986, 1988) developed the concept of asymptotic
principal component analysis (APCA), which is similar to the traditional PCA but
relies on the asymptotic results as the number of assets k increases to infinity. Thus,
the APCA is based on eigenvalue—eigenvector analysis of the 7 x T matrix

Q)

k
1 n o/
r=Tg §_71(R,- ~B(®R; -,

where R; is the time series of ith asset as defined in Eq. (9.3), and R = (1/k) x
Zf-;l R;. In other words, R is the time series of the average returns of all stocks
used. Alternatively, using the notation in Eq. (9.4), we have

1
r= o (R- RR1)(R-R®1)),

Q)

where 1 is the k-dimensional vector of ones. Conner and Korajczyk showed that
as k — oo eigenvalue—eigenvector analysis of SZT is equivalent to the traditional
statistical factor analysis. In other words, the APCA estimates of the factors f, are
the first m eigenvectors of SZT Let F + be the m x T matrix consisting of the first
m eigenvectors of SZT Then f ; 1s the tth column of F, Using an idea similar to
the estimation of BARRA factor models, Connor and Korajczyk (1988) propose
refining the estimation of f, as follows:

1. Use the sample covariance matrix 27 to obtain an initial estimate of f, for
t=1,...,T.

2. For each asset, perform the OLS estimation of the model

ri=o; +Bif, +ex, t=1,...,T,

and compute the residual variance 6.

3. Form the diagonal matrix D= diag{&lz, e, 8,3} and rescale the returns as

R.=RD .
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4. Compute the T x T covariance matrix using R, as

o~ 1 - / R
Q= —(R-ROIR.~R.0L)

where R, is the vector of row averages of R,, and perform eigenvalue—
eigenvector analysis of €2, to obtain a refined estimate of f,.

9.6.1 Selecting the Number of Factors

Two methods are available in the literature to help select the number of factors
in factor analysis. The first method proposed by Connor and Korajczyk (1993)
makes use of the idea that if m is the proper number of common factors, then
there should be no significant decrease in the cross-sectional variance of the asset
specific error €; when the number of factors moves from m to m + 1. The second
method proposed by Bai and Ng (2002) adopts some information criteria to select
the number of factors. This latter method is based on the observation that the
eigenvalue—eigenvector analysis of 27 solves the least squares problem

ZZ(”U — o — ﬁ:ft)z

aﬂft lltl

Assume that there are m factors so that f, is m-dimensional. Let az(m) be the
residual variance of the inner regression of the prior least squares problem for
asset i. This is done by using f, obtained from the APCA analysis. Define the
cross-sectional average of the residual variances as

The criteria proposed by Bai and Ng (2002) are

T kT
Cp1(m) = &%(m) + m6*(M) < IjT ) In (k—i-—T) ’

+

pz(m>—az(m)+moz(M>< 7 )1 n(Pg).

where M is a prespecified positive integer denoting the maximum number of factors
and Py = min(v/k, ~/T). One selects m that minimizes either Cp1(m) or Cpr(m)
for 0 < m < M. In practice, the two criteria may select different numbers of factors.

9.6.2 An Example

To demonstrate asymptotic principal component analysis, we consider monthly sim-
ple returns of 40 stocks from January 2001 to December 2003 for 36 observations.
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Table 9.6. Tick Symbols of Stocks Used in Asymptotic
Principal Component Analysis for Sample Period from
January 2001 to December 2003

Market Tick Symbol

NASDAQ | INTC MSFT SUNW  CSCO AMAT
ORCL  SIRI COCO CORV  SUPG
YHOO JDSU QCOM CIEN DELL
ERTS EBAY ADCT AAPL JNPR

NYSE LU PFE NT BAC BSX
GE TXN XOM FRX Q
F TWX C MOT JPM

TYC HPQ NOK WMT  AMD

Thus, we have k =40 and 7 = 36. The tick symbols of stocks used are given
in Table 9.6. These stocks are among those heavily traded on NASDAQ and the
NYSE on a particular day of September 2004. The main S-Plus command used is
mfactor.

To select the number of factors, we used the two methods discussed earlier.
The Connor—Korajczyk method selects m = 1 whereas the Bai—Ng method uses
m = 6. For the latter method, the two criteria provide different results.

)

> dim(rtn) % rtn is the return data.

[1] 36 40

> nf.ck=mfactor(rtn,k="ck’,max.k=10,sig=0.05)

> nf.ck

Call:

mfactor(x = rtn, k = "ck", max.k = 10, sig = 0.05)

Factor Model:
Factors Variables Periods
1 40 36
Factor Loadings:
Min. 1st Qu. Median Mean 3rd Qu. Max.
F.1 0.069 0.432 0.629 0.688 1.071 1.612

Regression R-squared:
Min. 1lst Qu. Median Mean 3rd Qu. Max .

0.090 0.287 0.487 0.456 0.574 0.831

> nf.bn=mfactor(rtn,k="bn’,max.k=10,sig=0.05)
Warning messages:

Cpl & Cp2 did not yield same result.The smaller one is used.
> nf.bnsk

[1] 6

Using m = 6, we apply APCA to the returns. The scree plot and estimated factor
returns can also be obtained.
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> apca = mfactor (rtn,k=6)
> apca
Call:
mfactor(x = rtn, k = 6)
Factor Model:

Factors Variables Periods

6 40 36

Factor Loadings:

Min 1st Qu. Median Mean 3rd Qu. Max.
F.1 0.048 0.349 0.561 0.643 0.952 2.222
F.2 -1.737 0.084 0.216 0.214 0.323 1.046
F.3 -1.512 0.002 0.076 0.102 0.255 1.093
F.4 -0.965 -0.035 0.078 0.048 0.202 0.585
F.5 -0.722 -0.008 0.056 0.066 0.214 0.729
F.6 -0.840 -0.088 0.003 0.003 0.071 0.635

Regression R-squared:
Min. 1st Qu. Median Mean 3rd Qu. Max.
0.219 0.480 0.695 0.651 0.801 0.999

> screeplot.mfactor (apca)
> fplot (factors (apca))

Figure 9.7 shows the scree plot of the APCA for the 40 stock returns. The six
common factors used explain about 89.4% of the variability. Figure 9.8 gives the
time plots of the returns of the six estimated factors.
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Figure 9.7. Scree plot of asymptotic principal component analysis applied to monthly simple returns
of 40 stocks. The sample period is from January 2001 to December 2003.
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Factor Returns
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Figure 9.8. Time plots of factor returns derived from applying the asymptotic principal component
analysis to monthly simple returns of 40 stocks. The sample period is from January 2001 to December

2003.

EXERCISES

9.1.

9.2.

Consider the monthly log stock returns, in percentages and including divi-
dends, of Merck & Company, Johnson & Johnson, General Electric, General
Motors, Ford Motor Company, and value-weighted index from January 1960
to December 1999; see the file m-mrk2vw. txt, which has six columns in the
order listed before.

(a) Perform a principal component analysis of the data using the sample
covariance matrix.

(b) Perform a principal component analysis of the data using the sample cor-
relation matrix.

(¢) Perform a statistical factor analysis on the data. Identify the number of
common factors. Obtain estimates of factor loadings using both the prin-
cipal component and maximum likelihood methods.

The file m-excess-c10sp-9003.txt contains the monthly simple excess
returns of ten stocks and the S&P 500 index. The three-month Treasury bill
rate on the secondary market is used to compute the excess returns. The sample
period is from January 1990 to December 2003 for 168 observations. The 11
columns in the file contain the returns for ABT, LLY, MRK, PFE, F, GM, BP,
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CVX, RD, XOM, and SP5, respectively. Analyze the ten stock excess returns
using the single-factor market model. Plot the beta estimate and R-square for
each stock, and use the global minimum variance portfolio to compare the
covariance matrices of the fitted model and the data.

9.3. Again, consider the ten stock returns in m-excess-cl0sp-9003.txt. The
stocks are from companies in three industrial sectors. ABT, LLY, MRK, and
PFE are major drug companies, F and GM are automobile companies, and
the rest are big oil companies. Analyze the excess returns using the BARRA
industrial factor model. Plot the three-factor realizations and comment on the
adequacy of the fitted model.

9.4. Again, consider the ten excess stock returns in the file m-excess-cl0sp-
9003.txt. Perform a principal component analysis on the returns and obtain
the scree plot. How many common factors are there? Why? Interpret the
common factors.

9.5. Again, consider the ten excess stock returns in the file m-excess-cl0sp-
9003.txt. Perform a statistical factor analysis. How many common factors
are there if the 5% significance level is used? Plot the estimated factor loadings
of the fitted model. Are the common factors meaningful?

9.6. The file m-fedip.txt contains year, month, effective federal funds rate, and
the industrial production index from July 1954 to December 2003. The indus-
trial production index is seasonally adjusted. Use the federal funds rate and the
industrial production index as the macroeconomic variables. Fit a macroeco-
nomic factor model to the ten excess returns in m-excess-c10sp-9003. txt.
You can use a VAR model to obtain the surprise series of the macroeconomic
variables. Comment on the fitted factor model.
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CHAPTER 10

Multivariate Volatility Models
and Their Applications

In this chapter, we generalize the univariate volatility models of Chapter 3 to the
multivariate case and discuss some methods for simplifying the dynamic relation-
ships between volatility processes of multiple asset returns. Multivariate volatilities
have many important financial applications. They play an important role in port-
folio selection and asset allocation, and they can be used to compute the value at
risk of a financial position consisting of multiple assets.

Consider a multivariate return series {r,;}. We adopt the same approach as the
univariate case by rewriting the series as

rl:I’Lt+at1

where u, = E(r/|F,_1) is the conditional expectation of r, given the past infor-
mation F,_;, and a, = (ay,, ..., ay) is the shock, or innovation, of the series at
time 7. The u, process is assumed to follow the conditional expectation of a multi-
variate time series model of Chapter 8. For most return series, it suffices to employ
a simple vector ARMA structure with exogenous variables for u,—that is,

P q
me=Yx;+) ®irii—) O, (10.1)

i=1 i=1

where x, denotes an m-dimensional vector of exogenous (or explanatory) variables
with x;, = 1, Y is a kK x m matrix, and p and g are non-negative integers. We refer
to Eq. (10.1) as the mean equation of r,.

The conditional covariance matrix of a, given F,_; is a k x k positive-definite
matrix %, defined by ¥; = Cov(a;|F,_1). Multivariate volatility modeling is con-
cerned with the time evolution of X,. We refer to a model for the {X;} process as
a volatility model for the return series r,.

Analysis of Financial Time Series, Second Edition By Ruey S. Tsay
Copyright © 2005 John Wiley & Sons, Inc.
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There are many ways to generalize univariate volatility models to the multi-
variate case, but the curse of dimensionality quickly becomes a major obstacle
in applications because there are k(k + 1)/2 quantities in X, for a k-dimensional
return series. To illustrate, there are 15 conditional variances and covariances in
Y, for a five-dimensional return series. The goal of this chapter is to introduce
some relatively simple multivariate volatility models that are useful, yet remain
manageable in real application. In particular, we discuss some models that allow
for time-varying correlation coefficients between asset returns. Time-varying cor-
relations are useful in finance. For example, they can be used to estimate the
time-varying beta of the market model for a return series.

We begin by using an exponentially weighted approach to estimate the covari-
ance matrix in Section 10.1. This estimated covariance matrix can serve as a bench-
mark for multivariate volatility estimation. Section 10.2 discusses some general-
izations of univariate GARCH models that are available in the literature. We then
introduce two methods to reparameterize X, for volatility modeling in Section 10.3.
The reparameterization based on the Cholesky decomposition is found to be use-
ful. We study some volatility models for bivariate returns in Section 10.4, using
the GARCH model as an example. In this particular case, the volatility model can
be bivariate or three-dimensional. Section 10.5 is concerned with volatility models
for higher dimensional returns and Section 10.6 addresses the issue of dimension
reduction. We demonstrate some applications of multivariate volatility models in
Section 10.7. Finally, Section 10.8 gives a multivariate Student-¢ distribution useful
for volatility modeling.

10.1 EXPONENTIALLY WEIGHTED ESTIMATE

Given the innovations F; | = {ay, ..., a;_1}, the (unconditional) covariance matrix
of the innovation can be estimated by

1 t—1
Z:l‘_—lza a
]:

where it is understood that the mean of a; is zero. This estimate assigns equal
weight 1/(t — 1) to each term in the summation. To allow for a time-varying
covariance matrix and to emphasize that recent innovations are more relevant, one
can use the idea of exponential smoothing and estimate the covariance matrix of
a; by

t—1

1—2 ~
ZM a,_ja_;, (10.2)

3, =
1T—a!

where 0 < A < 1 and the weights (I —A)A/~'/(1 — A’~) sum to one. For a suf-
ficiently large ¢ such that A’~! & 0, the prior equation can be rewritten as

/E\[ == (1 - )\.)atflagil + )"flfl'
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Therefore, the covariance estimate in Eq. (10.2) is referred to as the exponentially
weighted moving-average (EWMA) estimate of the covariance matrix.

R Sllppose that the return data are {ry, ..., rr}. For a given A and initial estimate
¥, X, can be computed recursively. If one assumes that a, = r; — u, follows a
multivariate normal distribution with mean zero and covariance matrix %,, where
I; is a function of parameter ®, then A and ® can be estimated jointly by the
maximum likelihood method, because the log likelihood function of the data is

T T
1 1 _ )
InL(®, 1) o — ;jlnuztn -5 le(r, — 1) -y,

which can be evaluated recursively by substituting f, for X;.

Example 10.1. To illustrate, consider the daily log returns of the stock mar-
ket indexes for Hong Kong and Japan from January 1, 1996 to October 16, 1997
for 469 observations. The indexes are dollar denominated and the returns are in
percentages. We select the sample period to avoid the effect of an Asian finan-
cial crisis, which hit the Hong Kong market on October 17, 1997. The data are
obtained from Datastream. Figure 10.1 shows the time plots of the two index

(a) Hong Kong

log-rtn

0 100 200 300 400
days

(b) Japan

4 -

0 —

log-rtn

_o -

47 T T T T
0 100 200 300 400
days

Figure 10.1. Time plots of daily log returns in percentages of stock market indexes for Hong Kong
and Japan from January 1, 1996 to October 16, 1997: (a) the Hong Kong market and (b) the Japanese
market.
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returns. Let 71, and rp; be the log returns of the Hong Kong and Japanese mar-
kets, respectively. If univariate GARCH models are entertained, we obtain the
models

ry = 0.090—0.0941’1,[_54‘611,, Al = O11€1¢,

10.3
of, = 0.126 +0.103a7,_; + 0.81807,_, 1o

and
ry = —0.046 +ay, ay = oye€x,

o3 = 0.007 + 0.054a3,_, 4+ 0.94203, _,, (10.4)
where all of the parameter estimates are significant at the 5% level except for
the constant terms of the returns and «g of the Japanese market returns. The
Ljung—Box statistics of the standardized residuals and their squared series of the
two univariate models fail to indicate any model inadequacy. Figure 10.2 shows
the estimated volatilities of the two univariate GARCH(1,1) models. The Hong
Kong stock market appears to be more volatile than the Japanese stock market,
but the Japanese market shows increased volatilities in the second half of the sam-
ple. The model-based asymptotic standard errors of the index returns are 1.259
and 1.393, respectively, for the Hong Kong and Japanese markets. The sample

(a) Hong Kong

3.0 —
2.5+
2.0 H
1.5
1.0 H

sigma.t

I I I
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day

(b) Japan
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1.0
0.8

sigma.t

I I I
0 100 200 300 400

day

Figure 10.2. Estimated volatilities (standard error) for daily log returns in percentages of stock market
indexes for Hong Kong and Japan from January 1, 1996 to October 16, 1997: (a) the Hong Kong market
and (b) the Japanese market. Univariate models are used.
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standard errors of the data are 1.296 and 1.067. Thus, the univariate model for the
Japanese market index returns overestimates its unconditional volatility. This might
be caused by the IGARCH feature of Eq. (10.4), which in turn may be caused by
the observed jump in volatility in the second half of the data.

Turn to bivariate modeling. For simplicity, we ignore the minor lag-6 serial
correlation of the Hong Kong returns and apply the EWMA approach to obtain
volatility estimates, using the command mgarch in S-Plus FinMetrics:

> hkja.ewma=mgarch 1, formula.var = ~ ewmal, trace = F)
Mean Equation: rtn ~ 1

Conditional Variance Equation: ~ ewmal

Coefficients:

C(1) 0.06394 % Expected perc. return of Hong Kong market
C(2) -0.05478 % Expected perc. return of Japanese market

ALPHA 0.03711

The estimate of A is 1 —& = 1 — 0.03711 ~ 0.963, which is in the typical range
commonly seen in practice. Figure 10.3 shows the estimated volatility series by the
EWMA approach. Compared with those in Figure 10.2, the EWMA approach pro-
duces smoother volatility series, even though the two plots show similar volatility
patterns.

10.2 SOME MULTIVARIATE GARCH MODELS

Many authors have generalized univariate volatility models to the multivariate
case. In this section, we discuss some of the generalizations. For more details,
readers are referred to a recent survey article by Bauwens, Laurent, and Rom-
bouts (2004).

10.2.1 Diagonal VEC Model

Bollerslev, Engle, and Wooldridge (1988) generalize the exponentially weighted
moving-average approach to propose the model

Ti=Ao+ ) A0 ia )+» B;OZ, (10.5)

i=1 =l

where m and s are non-negative integers, A; and B; are symmetric matrices, and
© denotes Hadamard product; that is, element-by-element multiplication. This is
referred to as the diagonal VEC(m, s) model or DVEC(m, s) model. To appreciate
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Figure 10.3. Estimated volatilities (standard error) for daily log returns in percentages of stock market
indices for Hong Kong and Japan from January 1, 1996 to October 16, 1997: (a) the Hong Kong market
and (b) the Japanese market. The exponentially weighted moving-average approach is used.

the model, consider the bivariate DVEC(1,1) case satisfying
Ol1.t _ | Ao
o2l 02 Azio Axpo
n A o at,
A1 Ax ay,—1a2,-1 a%,,_l

By, O11,1—1
+ ©) )
By1,1 B 021,1—1 02241

where only the lower triangular part of the model is given. Specifically, the model is

2
o1 = Ano+ Anaai,_y + Biioi -1,
o211 = A21,0 + A211G1,1-102,—1 + B21,1021 11,
2
00 = Ano+ Ani1ay,_ | + Bn 1021,
where each element of X; depends only on its own past value and the corresponding

product term in at_la;_l. That is, each element of a DVEC model follows a
GARCH(1,1) type model. The model is, therefore, simple. However, it may not



SOME MULTIVARIATE GARCH MODELS
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Figure 10.4. Time plot of monthly simple returns, including dividends, for Pfizer and Merck stocks

from January 1965 to December 2003: (a) Pfizer stock and (b) Merck stock.

produce a positive-definite covariance matrix. Furthermore, the model does not

allow for dynamic dependence between volatility series.

Example 10.2. For illustration, consider the monthly simple returns, including
dividends, of two major drug companies from January 1965 to December 2003 for
468 observations. Let r; be the return series of Pfizer stock and rp, the return of
Merck stock. The bivariate return series r, = (ry,, 2;)’, shown in Figure 10.4, has
no significant serial correlations. Therefore, the mean equation of r, consists of a
constant term only. We fit a DVEC(1,1) model to the series using the command

mgarch in FinMetrics of S-Plus:

> rtn=cbind(pfe,mrk) % Output edited.
> drug.dvec=mgarch (rtn~1, ~dvec(1,1))

> summary (drug.dvec)

Call:

mgarch (formula.mean = rtn ~ 1, formula.var = ~ dvec(l,
Mean Equation: rtn ~ 1

Conditional Variance Equation: ~ dvec(l, 1)

Conditional Distribution: gaussian

Estimated Coefficients:
Value Std.Error t value Pr(>|t])

1))
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C(1l) 0.0164424 3.422e-03 4.805 1.047e-06

C(2) 0.0150987 3.139e-03 4.810 1.025e-06

A(1, 1) 0.0008181 4.348e-04 1.881 3.027e-02

A(2, 1) 0.0001021 4.979e-05 2.050 2.048e-02

A(2, 2) 0.0001408 7.067e-05 1.992 2.348e-02
ARCH(1; 1, 1) 0.0727734 2.973e-02 2.448 7.363e-03
ARCH(1; 2, 1) 0.0259816 9.537e-03 2.724 3.343e-03
ARCH(1; 2, 2) 0.0518917 1.753e-02 2.961 1.614e-03
GARCH(1; 1, 1) 0.7777585 9.525e-02 8.165 1.554e-15
GARCH(1; 2, 1) 0.9407037 2.191e-02 42.928 0.000e+00
GARCH(1; 2, 2) 0.9203388 2.684e-02 34.296 0.000e+00

Ljung-Box test for standardized residuals:
Statistic P-value Chi®2-d.f.

pfe 10.07 0.6096 12

mrk 14.91 0.2461 12

Ljung-Box test for squared standardized residuals:
Statistic P-value Chi®2-d.f.

pfe 18.30 0.1068 12

mrk 5.04 0.9566 12

> names (drug.dvec)
[1] "residuals" "sigma.t" "df .residual" "coef"
[5] "model™" "cond.dist" "likelihood" "opt.index"
[9] "cov" "std.residuals" "R.t" "s.t"

[13] "prediction" "call" "series™"

From the output, all parameter estimates are significant at the 5% level, and the
fitted volatility model is

011, = 0.00082 + 0.073a7,_; +0.778011 11,
o1, = 0.00010 + 0.026(1”_1612,,_1 + 0.9410’21,,_] s
02,1 = 0.00014 + 0.052a3 ,_; + 0.92002 1.

The output also provides some model checking statistics for individual stock returns.
For instance, the Ljung—Box statistics for the standardized residual series and its
squared series of Pfizer stock returns give Q(12) = 10.07(0.61) and Q(12) =
18.30(0.11), respectively, where the number in parentheses denotes p-value. Thus,
checking the fitted model individually, one cannot reject the DVEC(1,1) model. A
more informative model checking approach is to apply the multivariate Q-statistics
to the bivariate standardized residual series and its squared process. For this particu-
lar DVEC(1,1) model, we have Q>(10) = 42.04(0.38) and Q3 (10) = 67.33(0.004),
respectively, where Q3 denotes the Q-statistics for the bivariate squared residual
series. Based on bivariate statistics, the mean equation is adequate at the 5% signif-
icance level, but the DVEC(1,1) model is rejected for the volatility at the 1% level.
Figure 10.5 shows the fitted volatility and correlation series. These series are stored
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Figure 10.5. Estimated volatilities (standard error) and time-varying correlations of a DVEC(1,1) model
for monthly simple returns of two major drug companies from January 1965 to December 2003: (a) Pfizer
stock volatility, (b) Merck stock volatility, and (c) time-varying correlations.

in ‘‘sigma.t’’ and ‘‘R.t’ ', respectively. The correlations range from 0.42 to
0.84.

10.2.2 BEKK Model

To guarantee the positive-definite constraint, Engle and Kroner (1995) propose the
BEKK model,

m N
%, =AA + ) Ai(a,_ia;_)A,+ ) B;%,_ ;B (10.6)
i=1 j=1

where A is a lower triangular matrix and A; and B; are k x k matrices. Based
on the symmetric parameterization of the model, X, is almost surely positive def-
inite provided that AA’ is positive definite. This model also allows for dynamic
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dependence between the volatility series. On the other hand, the model has several
disadvantages. First, the parameters in A; and B; do not have direct interpretations
concerning lagged values of volatilities or shocks. Second, the number of param-
eters employed is k>(m + s) + k(k + 1)/2, which increases rapidly with m and s.
Limited experience shows that many of the estimated parameters are statistically

insignificant, introducing additional complications in modeling.

Example 10.3. To illustrate, we consider the monthly simple returns of Pfizer
and Merck stocks of Example 10.2 and employ a BEKK(1,1) model. Again, S-Plus
is used to perform the estimation:

> drug.bekk=mgarch (rtn~1, ~bekk (1,1))

> summary (drug.bekk)
Call:

mgarch (formula.mean = rtn ~ 1,

Mean Equation: rtn ~ 1

Conditional Variance Equation:

Conditional Distribution:

Estimated Coefficients:

Value Std.Error

C(1) 0.0164770

C(2) 0.0142816

A(1, 1) 0.0245803

A(2, 1) 0.0116134

A(2, 2) 0.0002018
ARCH(1; 1, 1) 0.2994052
ARCH(1; 2, 1) 0.1952856
ARCH(1; 1, 2) -0.0818745
ARCH(1; 2, 2) 0.0929540
GARCH(1; 1, 1) 0.8987843
GARCH(1; 2, 1) -0.0674587
GARCH(1; 1, 2) 0.0163848
GARCH(1; 2, 2) 0.9889547

0.
.003172
.008837
.005953
.267625
.093304
.075092
.097810
.082626
.074407
.059595
.046402
.040158

O O O OO 0O oo oo o o

003470

N WEHERFPRRFPoONDWIEFEDNDS B

formula.var =

~ bekk(1, 1)
gaussian

t value

.749e+00
.503e+00
.782e+00
.951e+00
.541e-04
.209e+00
.601e+00
.371e-01
.125e+00
.208e+01
.132e+00
.531e-01
.463e+01

Ljung-Box test for standardized residuals:
Statistic P-value Chi®*2-d.f.

pfe 10.13 0.6044
mrk 15.25 0.2278

12
12

O WK ORNB® JIDBDNDDNDDRE

~ bekk (1,

Pr(>|t|)
.369e-06
.255e-06
.815e-03
.584e-02
.997e-01
.125e-04
.802e-03
.015e-01
.306e-01
.000e+00
.291le-01
.621e-01
.000e+00

Ljung-Box test for squared standardized residuals:
Statistic P-value Chi®2-d.f.

pfe 18.314 0.1065
mrk 7.174 0.8459

Model checking statistics based on the individual residual series and provided
by S-Plus fail to suggest any model inadequacy of the fitted BEKK(1,1) model.
Using the bivariate standardized residuals, we have Q,(10) = 41.57(0.40) and

12
12
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Figure 10.6. Estimated volatilities (standard error) and time-varying correlations of a BEKK(1,1) model
for monthly simple returns of two major drug companies from January 1965 to December 2003:
(a) Pfizer stock volatility, (b) Merck stock volatility, and (c) time-varying correlations.

03(10) = 65.71(0.006). Thus, similar to the DVEC(1,1) case, the Ljung—Box
statistics also reject the volatility model at the 1% significance level. Figure 10.6
shows the fitted volatilities and the time-varying correlations of the BEKK(1,1)
model. Compared with Figure 10.5, there are some differences between the two fit-
ted volatility models. For instance, the time-varying correlations of the BEKK(1,1)
model appear to be more volatile.

The volatility equation of the fitted BEKK(1,1) model is

oy o] [0025 0 0.025 0.012
o2 oms | | 0.012 0.0002 || 0 0.0002
[0.299 —0.082][@,_1 al,,_]az,,_l}[ 0.299 0.195]

0.195  0.093 || azyrar—1 a3, —0.082  0.093

0.899 0.016 O11,t—1 012,11 0.899 —0.067
—0.067 0.989 021.1—1 02241 0.016  0.989 |’
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where six estimates are insignificant at the 5% level. In particular, the constant
matrix A contains only a single significant parameter. Furthermore, one needs to
perform matrix multiplication to decipher the fitted model.

10.3 REPARAMETERIZATION

A useful step in multivariate volatility modeling is to reparameterize %, by making
use of its symmetric property. We consider two reparameterizations.

10.3.1 Use of Correlations

The first reparameterization of ¥, is to use the conditional correlation coefficients
and variances of a,. Specifically, we write X, as

X, = loij ]l = D;p, Dy, (10.7)

where p, is the conditional correlation matrix of a,, and D, is a k x k diagonal
matrix consisting of the conditional standard deviations of elements of a, (i.e.,

Dt = diag{, SOty «n» ‘/O'kk,t})~

Because p, is symmetric with unit diagonal elements, the time evolution of X,
is governed by that of the conditional variances o;;; and the elements p;;; of p,,
where j < i and 1 <i < k. Therefore, to model the volatility of a;, it suffices to
consider the conditional variances and correlation coefficients of a;,. Define the
k(k 4+ 1)/2-dimensional vector

Ei = @115+ Okkrs @) (10.8)
where 9, is a k(k — 1)/2-dimensional vector obtained by stacking columns of the

correlation matrix p,, but using only elements below the main diagonal. Specifi-
cally, for a k-dimensional return series,

0 = (P21 ps s Pr1EIPR s -y Pr2 | PR k=1,)
To illustrate, for k = 2, we have 9, = p2;; and
E; = (0110, 0220, P21,0) (10.9)

which is a three-dimensional vector, and for k = 3, we have 0, = (0211, P31.¢» P32.1)
and

B = (0111, 022,45 033,15 P21, P31,15 P32,1) (10.10)

which is a six-dimensional random vector.
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If a, is a bivariate normal random variable, then E, is given in Eq. (10.9) and
the conditional density function of a, given F,_; is

flay, aylE)) =

1 exp (_ O(ai;, ay, Et))
— p2 ’
2 [o11.100.4(1 = p3,) 20— p31,)

where

2 2
ay; + ay, _ZPZI,talzClZz

O11,t 022t A O11,1022 ¢

The log probability density function of a, relevant to the maximum likelihood
estimation is

Qay, axy, Es) =

Llay, axy, E)

1 1 a? a2 2021 101,a
2 1t 2t 21,041t U2t
= —= 1In[o11,022,(1 — p3; )] + 5 + -
2 L—p3, \O1e 021 /O114002;

(10.11)
This reparameterization is useful because it models covariances and correlations
directly. Yet the approach has several weaknesses. First, the likelihood function
becomes complicated when k > 3. Second, the approach requires a constrained
maximization in estimation to ensure the positive definiteness of X,. The constraint
becomes complicated when k is large.

10.3.2 Cholesky Decomposition

The second reparameterization of X, is to use the Cholesky decomposition; see
Appendix A of Chapter 8. This approach has some advantages in estimation as it
requires no parameter constraints for the positive definiteness of X,; see Pourah-
madi (1999). In addition, the reparameterization is an orthogonal transformation so
that the resulting likelihood function is extremely simple. Details of the transfor-
mation are given next.

Because X, is positive definite, there exist a lower triangular matrix L, with
unit diagonal elements and a diagonal matrix G, with positive diagonal elements
such that

%, =L,G,L.. (10.12)

This is the well-known Cholesky decomposition of X,. A feature of the decompo-
sition is that the lower off-diagonal elements of L, and the diagonal elements of G,
have nice interpretations. We demonstrate the decomposition by studying carefully
the bivariate and three-dimensional cases. For the bivariate case, we have

Ol 021 1 0 gy O
zo= | O 2 o . G, =80 ,
! [ 021 02 :| ' |:CI21,1 1 i| ! |: 0 g
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where g;;; > 0 for i = I and 2. Using Eq. (10.12), we have
3z, = |:Ull,t 012, ] _ [ 811,t q21,tgzll,t ]
o1 022 Q21,0811 8220 + G5y 811
Equating elements of the prior matrix equation, we obtain

2
Ol = &llts 0211 = q21:811> 0220 = 8221 + G531 ,811.1- (10.13)

Solving the prior equations, we have

2

021, 921,
811t =011 Q210 = s 824 =00 — . (10.14)
011, 011,
However, consider the simple linear regression
ay = Bai + by, (10.15)

where by, denotes the error term. From the well-known least squares theory, we
have

_ Cov(ay,ay) o021,

B =

Var(ay,) Ol1,

2
91t

Var(by) = Var(ay) — p*Var(ay,) = o2, — p—
11,1

Furthermore, the error term by, is uncorrelated with the regressor a;,. Consequently,
using Eq. (10.14), we obtain

g1t =011, @210 =B, g = Var(by), by lay,

where L denotes no correlation. In summary, the Cholesky decomposition of the
2 x 2 matrix X, amounts to performing an orthogonal transformation from a, to
bt = (b][, bzt), such that

biy =ai, and by = ay — qo1 a1,

where ¢, = B is obtained by the linear regression (10.15) and Cov(b,) is a diag-
onal matrix with diagonal elements g;; ,. The transformed quantities g»;, and g;; ;
can be interpreted as follows:

1. The first diagonal element of G, is simply the variance of ay;.

2. The second diagonal element of G; is the residual variance of the simple
linear regression in Eq. (10.15).
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3. The element ¢»;, of the lower triangular matrix L, is the coefficient g of
the regression in Eq. (10.15).

The prior properties continue to hold for the higher dimensional case. For
example, consider the three-dimensional case in which

1 0 0 g O 0
L, = q21,t 1 0], G = 0 822t 0
a1 gy 1 0 0 g

From the decomposition in Eq. (10.12), we have

O1l,r O21,r O3l
021t 022t O32; =
031t 032 033;

811,¢ q21,t811,¢ q31,t811,¢
2
921,:811,r 431 ,811,6 + 8221 q31.1921,1811,1 + 432,1822.1
2 2
Q31,6811 431,0921,0811, T 432,08221 G5y, 8110 T q3p 822,10 + 8331

Equating elements of the prior matrix equation, we obtain
2
O11,r = 811,t» 021t = 42118111, 022t = {1 1811t + 820 031 =q31,:811,15
2 2
032, = §31,1421,:1811,r T 43218221, 033 = 431 ,811,1 + G35 8221 + 8331

or, equivalently,

021,t 2
811t =011, 21 = > 8220 = 0221 — 4o 1 811,¢s
011,
031t 1 031,1021,¢
q31,r = 432 = 032 — —— | »
011, 822t 11,1

2 2
833,r = 033+ — 431,811t — 4328221+

These quantities look complicated, but they are simply the coefficients and residual
variances of the orthogonal transformation

by, = ay,
by = axy — Bar1byss
b3; = az; — B31b1; — B3aba,

where B;; are the coefficients of least squares regressions

ax; = Borby; + by,
az; = Ba1by, + Bxaby + b3,

In other words, we have g;;; = B;j, i,y = Var(b;;) and b;; Lbj; for i # j.
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Based on the prior discussion, using Cholesky decomposition amounts to doing
an orthogonal transformation from a; to b;, where by, = ay;, and b;;, for 1 <i <k,
is defined recursively by the least squares regression

ait = qi1.:b1r + qiiba + -+ + qii—1).1bi—1y + birs (10.16)

where g;; ; is the (i, j)th element of the lower triangular matrix L, for 1 < j <.
We can write this transformation as

b, =L 'a;,, or a, =Lb,, (10.17)

where, as mentioned before, L, !'is also a lower triangular matrix with unit diagonal
elements. The covariance matrix of b, is the diagonal matrix G; of the Cholesky
decomposition because

Cov(b,) = L7'S.(L7"Y = G,.

The parameter vector relevant to volatility modeling under such a transformation
becomes

Et = (811,17 L] gkk,ts 921,t, 6131,1, q32,t7 sy CIkl,z, LI qk(k—]),t)/9 (1018)

which is also a k(k 4+ 1)/2-dimensional vector.
The previous orthogonal transformation also dramatically simplifies the likeli-
hood function of the data. Using the fact that |L,| = 1, we have

k
|Z/| = |L/G,L;| = |G| = l_[gn'.z- (10.19)
i=1

If the conditional distribution of @, given the past information is multivariate nor-
mal N (0, X,), then the conditional distribution of the transformed series b, is
multivariate normal N (0, G,), and the log likelihood function of the data becomes
extremely simple. Indeed, we have the log probability density of a, as

k

1 b2
La, X)) =L, Ey) = ) Z <ln(gu,z) + ) , (10.20)

8iit

i=1

where for simplicity the constant term is omitted and g;; , is the variance of b;;.
Using the Cholesky decomposition to reparameterize X, has several advantages.
First, from Eq. (10.19), X, is positive-definite if g;; , > O for all i. Consequently,
the positive-definite constraint of X, can easily be achieved by modeling In(g;; ;)
instead of g;;;. Second, elements of the parameter vector Z; in Eq. (10.18) have
nice interpretations. They are the coefficients and residual variances of multiple
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linear regressions that orthogonalize the shocks to the returns. Third, the correlation
coefficient between aj; and ay, is

021,¢ VOt

Pl = —F—————— =211+ X
O11,1022.¢ 022t

which is time-varying if g2;, # 0. In particular, if g2;; =c # 0, then p2; =
c\/o11.1//022./» Which continues to be time-varying provided that the variance
ratio o11¢/022,; is not a constant. This time-varying property applies to other cor-
relation coefficients when the dimension of r, is greater than 2 and is a major
difference between the two approaches for reparameterizing X,.

Using Eq. (10.16) and the orthogonality among the transformed shocks b;;, we
obtain

s

i
2 .
oii = Var(ay| F1) = Y a7, guss i=1,....k,

v=1

J
Oijt ZCOV(aitvajtlFt—l) = E GiviGjvi8uvi> J <1, I =2,...,k,

v=1

where g, =1 for v =1,..., k. These equations show the parameterization of
¥, under the Cholesky decomposition.

104 GARCH MODELS FOR BIVARIATE RETURNS

Since the same techniques can be used to generalize many univariate volatility mod-
els to the multivariate case, we focus our discussion on the multivariate GARCH
model. Other multivariate volatility models can also be used.

For a k-dimensional return series r;, a multivariate GARCH model uses “exact
equations” to describe the evolution of the k(k 4+ 1)/2-dimensional vector E, over
time. By exact equation, we mean that the equation does not contain any stochastic
shock. However, the exact equation may become complicated even in the simplest
case of k = 2 for which Z, is three-dimensional. To keep the model simple, some
restrictions are often imposed on the equations.

10.4.1 Constant-Correlation Models

To keep the number of volatility equations low, Bollerslev (1990) considers the
special case in which the correlation coefficient py; ; = p2; is time-invariant, where
|p21] < 1. Under such an assumption, p; is a constant parameter and the volatility
model consists of two equations for E}, which is defined as E = (o11,, 022,,) .

A GARCH(1,1) model for E} becomes

Ef =ao+toa;_ + B, (10.21)

where a? | = (a}, |, a3, ,), @ is a two-dimensional positive vector, and &; and

B, are 2 x 2 non-negative definite matrices. More specifically, the model can be



460 MULTIVARIATE VOLATILITY MODELS AND THEIR APPLICATIONS

expressed in detail as

oy || o i o alz,t—] Bt Bz || o111
- + by :
0221 a0 a an || a3, B B2 || 02241
(10.22)
2 =k

where «;o > 0 for i =1 and 2. Defining 5, = a; — E;, we can rewrite the prior
model as

at2 = o + (o +ﬂ])a;2_1 +n, = Bim_1,

which is a bivariate ARMA(1,1) model for the at2 process. This result is a direct
generalization of the univariate GARCH(1,1) model of Chapter 3. Consequently,
some properties of model (10.22) are readily available from those of the bivariate
ARMAC(1,1) model of Chapter 8. In particular, we have the following results:

1. If all of the eigenvalues of a; + B, are positive, but less than 1, then the
bivariate ARMA(1,1) model for a,2 is weakly stationary and, hence, E(a,z)
exists. This implies that the shock process a, of the returns has a positive-
definite unconditional covariance matrix. The unconditional variances of the
elements of a, are (07,05) = (I —a; — ;)" '¢,, and the unconditional
covariance between aj, and ay; iS p210107.

2. If a;p = B2 =0, then the volatility of a;; does not depend on the past
volatility of ap,. Similarly, if oy = f21 = 0, then the volatility of a; does
not depend on the past volatility of ay;.

3. If both &y and B, are diagonal, then the model reduces to two univari-
ate GARCH(1,1) models. In this case, the two volatility processes are not
dynamically related.

4. Volatility forecasts of the model can be obtained by using forecasting methods
similar to those of a vector ARMA(1,1) model; see the univariate case in
Chapter 3. The 1-step ahead volatility forecast at the forecast origin / is

Er(1) =g +aa; + B, E}.
For the ¢-step ahead forecast, we have
B0 =ao+ (1 +BDE;L—1), £>1.

These forecasts are for the marginal volatilities of a;,. The £-step ahead
forecast of the covariance between aj, and ay, is pa1[o11.p (E)Uzz,h(ﬁ)]o's,
where 0 is the estimate of p; and oj; 5 (£) are the elements of E7(€).

Example 10.4. Again, consider the daily log returns of Hong Kong and
Japanese markets of Example 10.1. Using bivariate GARCH models, we obtain
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two models that fit the data well. The mean equations of the first bivariate model
are

ri; = —0.118ry ¢ + ay;,

Iy = dayt,

where the standard error of the AR(6) coefficient is 0.044. The volatility equations
of the first model are

0.275 0.112
o || (0.079) N (0.032) ai,_
ons | | 0.051 : 0.091 as,_,
0.014) (0.026)
0.711
(0.068) O11,1—1
+ : 0.869 [ P ] ’ (10.23)
(0.028)

where the numbers in parentheses are standard errors. The estimated correlation
coefficient between ay; and ay; is 0.226 with standard error 0.047.

Let a, = (ay, ay)" be the standardized residuals, where G;; = a;;/./0ii;. The
Ljung—Box statistics of a, give 0»(4) = 22.29(0.10) and Q»(8) = 34.83(0.29),
where the number in parentheses denotes p-value. Here the p-values are based on
chi-squared distributions with 15 and 31 degrees of freedom, respectively, because
an AR(6) coefficient is used in the mean equation. The Ljung—Box statistics for
the Zztz process give 03(4) = 9.54(0.85) and Q3(8) = 18.58(0.96). Consequently,
there are no serial correlations or conditional heteroscedasticities in the bivariate
standardized residuals of model (10.23). The unconditional innovational variances
of the two residuals are 1.55 and 1.28, respectively, for the Hong Kong and Japanese
markets.

The model in Eq. (10.23) shows two uncoupled volatility equations, indicat-
ing that the volatilities of the two markets are not dynamically related, but they
are contemporaneously correlated. We refer to the model as a bivariate diagonal
constant-correlation model. If the minor lag-6 serial correlation of Hong Kong mar-
ket returns is omitted, then the constant-correlation models can easily be estimated
using S-Plus:

> hkja.ccc = mgarch(rtn~1,~ccc(1,1), trace=F)
> summary (hkja.ccc)

The mean equations of the second bivariate GARCH model are

ry = —0.143/‘1,[_6 “+ay;,

Iy = dyg,
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where the standard error of the AR(6) coefficient is 0.042, and the volatility
equations of the second model are

0.378 0.108
o] _ | ©0103) |, | ©0.030) 2,
o] C0a72 ||,
(0.035)
0.865
0.109) | [ o1,
10321 0.869 [0227,_1] (10.24)

(0.135) (0.028)

where the numbers in parentheses are standard errors. The estimated correla-
tion coefficient between aj;, and ay, is 0.236 with standard error 0.045. Defin-
ing the standardized residuals as before, we obtain Q,(4) = 24.22(0.06) and
0>(8) = 35.52(0.26) for the standardized residuals of the prior model and Q3 (4) =
17.45(0.29) and Q3 (8) = 24.55(0.79) for the squared standardized residuals. These
Ljung—Box statistics are not significant at the 5% level, and hence the model in
Eq. (10.24) is also adequate. The unconditional innovational variances of the prior
model are 1.71 and 1.32, respectively, for the Hong Kong and Japanese markets.

In contrast with model (10.23), this second bivariate GARCH(1,1) model shows
a feedback relationship between the two markets. It is then interesting to com-
pare the two volatility models. First, the unconditional innovational variances of
model (10.24) are closer to those of the univariate models in Egs. (10.3) and
(10.4). Second, Figure 10.7 shows the fitted volatility processes of model (10.23),
whereas Figure 10.8 shows those of model (10.24). Because model (10.23) implies
no dynamic volatility dependence between the two markets, Figure 10.7 is similar
to that of Figure 10.2. In contrast, Figure 10.8 shows evidence of mutual impacts
between the two markets. Third, the maximized log likelihood function for model
(10.23) is —535.13 for t =8, ..., 469, whereas that of model (10.24) is —540.32;
see the log probability density function in Eq. (10.11). Therefore, model (10.23)
is preferred if one uses the likelihood principle. Finally, because practical implica-
tions of the two bivariate volatility models differ dramatically, further investigation
is needed to separate them. Such an investigation may use a longer sample period
or include more variables (e.g., using some U.S. market returns).

Example 10.5. As a second illustration, consider the monthly log returns, in
percentages, of IBM stock and the S&P 500 index from January 1926 to December
1999 used in Chapter 8. Let r1, and ry; be the monthly log returns for IBM stock
and the S&P 500 index, respectively. If a constant-correlation GARCH(1,1) model
is entertained, we obtain the mean equations

riy = 1.351 + 0.072"1,[_1 + 0.055)’”_2 — 0.119)’2’;_2 +ay;,
ry = 0.703 + ay,,
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Figure 10.7. Estimated volatilities for daily log returns in percentages of stock market indexes for Hong
Kong and Japan from January 1, 1996 to October 16, 1997: (a) the Hong Kong market and (b) the
Japanese market. The model used is Eq. (10.23).

where standard errors of the parameters in the first equation are 0.225, 0.029, 0.034,
and 0.044, respectively, and standard error of the parameter in the second equation
is 0.155. The volatility equations are

2.98 0.079 X
o] _| ©59 |, | 0013 @,
oms | T 209 0042 0045 || a2
(0.47) (0.009) (0.010)
0.873 —0.031
(0.020) (0.009) | [ o11ims
1 0066 0913 [am_l]’ (10.25)

(0.015) (0.014)

where the numbers in parentheses are standard errors. The constant correlation
coefficient is 0.614 with standard error 0.020. Using the standardized residuals, we
obtain the Ljung—Box statistics 0»(4) = 16.77(0.21) and Q,(8) = 32.40(0.30),
where the p-values shown in parentheses are obtained from chi-squared distri-
butions with 13 and 29 degrees of freedom, respectively. Here the degrees of
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Figure 10.8. Estimated volatilities for daily log returns in percentages of stock market indices for Hong
Kong and Japan from January 1, 1996 to October 16, 1997: (a) the Hong Kong market and (b) the
Japanese market. The model used is Eq. (10.24).

freedom have been adjusted because the mean equations contain three lagged pre-
dictors. For the squared standardized residuals, we have Q3 (4) = 18.00(0.16) and
035(8) =39.09(0.10). Therefore, at the 5% significance level, the standardized
residuals @, have no serial correlations or conditional heteroscedasticities. This
bivariate GARCH(1,1) model shows a feedback relationship between the volatilities
of the two monthly log returns.

10.4.2 Time-Varying Correlation Models

A major drawback of the constant-correlation volatility models is that the cor-
relation coefficient tends to change over time in a real application. Consider the
monthly log returns of IBM stock and the S&P 500 index used in Example 10.5.
It is hard to justify that the S&P 500 index return, which is a weighted aver-
age, can maintain a constant-correlation coefficient with IBM return over the past
70 years. Figure 10.9 shows the sample correlation coefficient between the two
monthly log return series using a moving window of 120 observations (i.e., 10
years). The correlation changes over time and appears to be decreasing in recent
years. The decreasing trend in correlation is not surprising because the ranking of
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Figure 10.9. The sample correlation coefficient between monthly log returns of IBM stock and the
S&P 500 index. The correlation is computed by a moving window of 120 observations. The sample
period is from January 1926 to December 1999.

IBM market capitalization among large U.S. industrial companies has changed in
recent years. A Lagrange multiplier statistic was proposed recently by Tse (2000)
to test constant-correlation coefficients in a multivariate GARCH model.

A simple way to relax the constant-correlation constraint within the GARCH
framework is to specify an exact equation for the conditional correlation coeffi-
cient. This can be done by two methods using the two reparameterizations of X,
discussed in Section 10.3. First, we use the correlation coefficient directly. Because
the correlation coefficient between the returns of IBM stock and S&P 500 index is
positive and must be in the interval [0, 1], we employ the equation

exp(qr)

S LE— (10.26)
1 + exp(g:)

P21t

where

ar—1a,—1
e
O11,t—1022,1—1

where o;; ;1 is the conditional variance of the shock a; ;. We refer to this equation
as a GARCH(1,1) model for the correlation coefficient because it uses the lag-1
cross-correlation and the lag-1 cross-product of the two shocks. If @) = @, =0,
then model (10.26) reduces to the case of constant correlation.

q: = @y + W1021,1—1 + D2
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In summary, a time-varying correlation bivariate GARCH(1,1) model consists of
two sets of equations. The first set of equations consists of a bivariate GARCH(1,1)
model for the conditional variances and the second set of equation is a GARCH(1,1)
model for the correlation in Eq. (10.26). In practice, a negative sign can be added
to Eq. (10.26) if the correlation coefficient is negative. In general, when the sign
of correlation is unknown, we can use the Fisher transformation for correlation

4 =1In <1 + ,021,t) o pars = exp(q:) — 1
= PEE— =
1 — o1y exp(gy) + 1

and employ a GARCH model for ¢, to model the time-varying correlation between
two returns.

Example 10.5 (Continued). Augmenting Eq. (10.26) to the GARCH(1,1)
model in Eq. (10.25) for the monthly log returns of IBM stock and the S&P
500 index and performing a joint estimation, we obtain the following model for
the two series:

ryy = 1.318 + 0.076}”1,,_1 - 0.068}’2,;_2 + (AT
ryy = 0.673 + ay;,
where standard errors of the three parameters in the first equation are 0.215, 0.026,

and 0.034, respectively, and standard error of the parameter in the second equation
is 0.151. The volatility equations are

2.80 0.084
o] _ | 038) | | 0013) a,
omy | T | 171 0037 0054 ||a,
(0.40) (0.009) (0.010)
0.864  —0.020
0.021)  (0.009) | [ o111
1 —0.058 0914 [022,,_1] (10.27)

(0.014) (0.013)

where, as before, standard errors are in parentheses. The conditional correlation
equation is

; = M’ q: = —2.024 + 3'983,0t—1 +0.088 aj—1a2,1—1 ’
1 + exp(g:) O11,1—1022,1—1
(10.28)

where standard errors of the estimates are 0.050, 0.090, and 0.019, respectively.
The parameters of the prior correlation equation are highly significant. Apply-
ing the Ljung—Box statistics to the standardized residuals a,, we have 0»(4) =
20.57(0.11) and Q»(8) = 36.08(0.21). For the squared standardized residuals, we
have Q3(4) = 16.69(0.27) and Q3(8) = 36.71(0.19). Therefore, the standardized
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residuals of the model have no significant serial correlations or conditional het-
eroscedasticities.

It is interesting to compare this time-varying correlation GARCH(1,1) model
with the constant-correlation GARCH(1,1) model in Eq. (10.25). First, the mean
and volatility equations of the two models are close. Second, Figure 10.10 shows
the fitted conditional-correlation coefficient between the monthly log returns of
IBM stock and the S&P 500 index based on model (10.28). The plot shows that
the correlation coefficient fluctuated over time and became smaller in recent years.
This latter characteristic is in agreement with that of Figure 10.9. Third, the aver-
age of the fitted correlation coefficients is 0.612, which is essentially the estimate
0.614 of the constant-correlation model in Eq. (10.25). Fourth, using the sample
variances of r;; as the starting values for the conditional variances and the obser-
vations from ¢t = 4 to r = 888, the maximized log likelihood function is —3691.21
for the constant-correlation GARCH(1,1) model and —3679.64 for the time-varying
correlation GARCH(1,1) model. Thus, the time-varying correlation model shows
some significant improvement over the constant-correlation model. Finally, con-
sider the 1-step ahead volatility forecasts of the two models at the forecast origin
h = 888. For the constant-correlation model in Eq. (10.25), we have a; ggg = 3.075,
az sy = 4.931, 011,838 = 77.91, and 027 ggg = 21.19. Therefore, the 1-step ahead
forecast for the conditional covariance matrix is

< 71.09 2183
Zass(l) = [21.83 17.79 ]

0.8
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‘é’ 0.6 &'
0.5
0.4
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year

Figure 10.10. The fitted conditional correlation coefficient between monthly log returns of IBM stock
and the S&P 500 index using the time-varying correlation GARCH(1,1) model of Example 10.5. The
horizontal line denotes the average 0.612 of the correlation coefficients.
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where the covariance is obtained by using the constant-correlation coefficient 0.614.
For the time-varying correlation model in Egs. (10.27) and (10.28), we have
aj,888 = 3.287, aj 888 = 4.950, 011,888 = 83.35, 022,888 = 28.56, and 0888 = 0.546.
The 1-step ahead forecast for the covariance matrix is

< 75.15 23.48
Zass(1) = [23.48 24.70]

where the forecast of the correlation coefficient is 0.545.

In the second method, we use the Cholesky decomposition of X, to model
time-varying correlations. For the bivariate case, the parameter vector is Z;, =
(g11.¢» 822.1>q21.1)"; see Eq. (10.18). A simple GARCH(,1) type model for a, is

g = o+ anbi,_l + B11&i,i—1,

@1 = Y0+ Y1921,1-1 + V2021, (10.29)

8. =020+ bt +anbs, |+ Bugiii-1 + Bngui-i.
where by, =ay; and by = ay — qo1 a1, Thus, bj, assumes a univariate
GARCH(1,1) model, by, uses a bivariate GARCH(1,1) model, and g5, is auto-
correlated and uses a,—; as an additional explanatory variable. The probability

density function relevant to maximum likelihood estimation is given in Eq. (10.20)
with k& = 2.

Example 10.5 (Continued). Again we use the monthly log returns of IBM
stock and the S&P 500 index to demonstrate the volatility model in Eq. (10.29).
Using the same specification as before, we obtain the fitted mean equations as

riy = 1.364 + 0.0751’1,,_1 —0.058r,;—2 +ayy,

ry = 0.643 4 ay,,
where standard errors of the parameters in the first equation are 0.219, 0.027, and
0.032, respectively, and the standard error of the parameter in the second equation
is 0.154. These two mean equations are close to what we obtained before. The
fitted volatility model is
i1y =3.714+0.113b7 ,_| + 0.804g11,,-1,
q21,t = 0.0029 + 0.9915(]2”_1 — 0.0041(12,,_] . (10.30)
g2, = 1.023 4 0.021b7 ,_; + 0.052b3 ,_; — 0.040g1,—1 +0.937g2,_1,

where by, = ay; and by, = ax — q21,4by1;. Standard errors of the parameters in the
equation of gy, are 1.033, 0.022, and 0.037, respectively; those of the parameters
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in the equation of ¢»;; are 0.001, 0.002, and 0.0004; and those of the parameters in
the equation of g»y; are 0.344, 0.007, 0.013, and 0.015, respectively. All estimates
are statistically significant at the 1% level.

The conditional covariance matrix X, can be obtained from model (10.30)
by using the Cholesky decomposition in Eq. (10.12). For the bivariate case, the
relationship is given specifically in Eq. (10.13). Consequently, we obtain the time-
varying correlation coefficient as

Pt = .
/O [0 2
11,:522,¢ v/ 8221 +421_;gll,t

Using the fitted values of o1, ; and 0, ;, we can compute the standardized residuals
to perform model checking. The Ljung—Box statistics for the standardized resid-
uals of model (10.30) give Q»(4) = 19.77(0.14) and Q,(8) = 34.22(0.27). For
the squared standardized residuals, we have Q}(4) = 15.34(0.36) and Q3(8) =
31.87(0.37). Thus, the fitted model is adequate in describing the conditional mean
and volatility. The model shows a strong dynamic dependence in the correlation;
see the coefficient 0.9915 in Eq. (10.30).

_ 021t _ q21.t4/811,¢ (10.31)

Figure 10.11 shows the fitted time-varying correlation coefficient in Eq. (10.31).
It shows a smoother correlation pattern than that of Figure 10.10 and confirms
the decreasing trend of the correlation coefficient. In particular, the fitted correla-
tion coefficients in recent years are smaller than those of the other models. The
two time-varying correlation models for the monthly log returns of IBM stock
and the S&P 500 index have comparable maximized likelihood functions of about
—3672, indicating the fits are similar. However, the approach based on the Cholesky
decomposition may have some advantages. First, it does not require any parameter
constraint in estimation to ensure the positive definiteness of X,. If one also uses
log transformation for g;; ;, then no constraints are needed for the entire volatility
model. Second, the log likelihood function becomes simple under the transforma-
tion. Third, the time-varying parameters ¢;;, and g;;, have nice interpretations.
However, the transformation makes inference a bit more complicated because the
fitted model may depend on the ordering of elements in a,; recall that a;, is not
transformed. In theory, the ordering of elements in a; should have no impact on
volatility.

Finally, the 1-step ahead forecast of the conditional covariance matrix at the
forecast origin t = 888 for the new time-varying correlation model is

< 7345  7.34
2888(1)2[ 7.34 17.87i|'

The correlation coefficient of the prior forecast is 0.203, which is substantially
smaller than those of the previous two models. However, forecasts of the condi-
tional variances are similar as before.
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Figure 10.11. The fitted conditional correlation coefficient between monthly log returns of IBM stock
and the S&P 500 index using the time-varying correlation GARCH(1,1) model of Example 10.5 with
Cholesky decomposition. The horizontal line denotes the average 0.612 of the estimated coefficients.

10.4.3 Some Recent Developments

Using the parameterization in Eq. (10.7), several authors have proposed parsimo-
nious models for p, to describe the time-varying correlations. We discuss two such
developments.

For k-dimensional returns, Tse and Tsui (2002) assume that the conditional
correlation matrix p, follows the model

pr=0=0—0)p+0ip,_ +609, ,

where 6, and 6, are scalar parameters, p is a k X k positive-definite matrix with unit
diagonal elements, and ¥,_; is the k x k sample correlation matrix using shocks
from t —m,...,t — 1 for a prespecified m. Estimation of the two scalar param-
eters ) and 0, requires special constraints to ensure positive definiteness of the
correlation matrix. This is a parsimonious model, but it might be hard to implement
in real application. The choice of p and m deserves a careful investigation.

Engle (2002) proposes the model

pr=J:0J:
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where Q, = (gij,)ixk is a positive-definite matrix, J; = diag{ql_llt/z, e q,;lt/z},

and Q, satisfies
Q,=(1-6,—6)0 +0ie,_1€,_, +6,0, 4,

where €, is the standardized innovation vector with elements €;; = a;;/,/0ii E
is the unconditional covariance matrix of €;, and #; and 6, are non-negative scalar
parameters satisfying 0 < 6; + 6, < 1. The J, matrix is a normalization matrix to
guarantee that R, is a correlation matrix.

An obvious drawback of the prior two models is that ; and 6, are scalar so
that all the conditional correlations have the same dynamics. This might be hard
to justify in real applications, especially when the dimension k is large.

10.5 HIGHER DIMENSIONAL VOLATILITY MODELS

In this section, we make use of the sequential nature of Cholesky decomposition to
suggest a strategy for building a high-dimensional volatility model. Again write the
vector return series as r; = i, + a,. The mean equations for r, can be specified
by using the methods of Chapter 8. A simple vector AR model is often sufficient.
Here we focus on building a volatility model using the shock process a;.

Based on the discussion of Cholesky decomposition in Section 10.3, the orthog-
onal transformation from a;; to b;; only involves bj; for j <i. In addition, the
time-varying volatility models built in Section 10.4 appear to be nested in the sense
that the model for g;; , depends only on quantities related to bj, for j <i. Con-
sequently, we consider the following sequential procedure to build a multivariate
volatility model:

1. Select a market index or a stock return that is of major interest. Build a
univariate volatility model for the selected return series.

2. Augment a second return series to the system, perform the orthogonal trans-
formation on the shock process of this new return series, and build a bivariate
volatility model for the system. The parameter estimates of the univariate
model in step 1 can be used as the starting values in bivariate estimation.

3. Augment a third return series to the system, perform the orthogonal trans-
formation on this newly added shock process, and build a three-dimensional
volatility model. Again parameter estimates of the bivariate model can be
used as the starting values in the three-dimensional estimation.

4. Continue the augmentation until a joint volatility model is built for all the
return series of interest.

Finally, model checking should be performed in each step to ensure the adequacy
of the fitted model. Experience shows that this sequential procedure can simplify
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substantially the complexity involved in building a high-dimensional volatility
model. In particular, it can markedly reduce the computing time in estimation.

Example 10.6. We demonstrate the proposed sequential procedure by building
a volatility model for the daily log returns of the S&P 500 index and the stocks
of Cisco Systems and Intel Corporation. The data span is from January 2, 1991
to December 31, 1999 with 2275 observations. The log returns are in percentages
and shown in Figure 10.12. Components of the return series are ordered as r, =
(SP5;, CSCO;, INTC;)". The sample means, standard errors, and correlation matrix
of the data are

0.066 01 0.875 1.00 0.52 0.50
= 0257 |, 6, | =12853 |, p=1|052 1.00 047
0.156 o3 2.464 0.50 0.47 1.00

Using the Ljung—Box statistics to detect any serial dependence in the return
series, we obtain Q3(1) = 26.20, Q3(4) = 79.73, and Q3(8) = 123.68. These test

(a) S&P 500 index
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Figure 10.12. Time plots of daily log returns in percentages of (a) the S&P 500 index and stocks of
(b) Cisco Systems and (c) Intel Corporation from January 2, 1991 to December 31, 1999.
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Table 10.1. Sample Cross-Correlation Matrices

of Daily Log Returns of the S&P 500 Index and the
Stocks of Cisco Systems and Intel Corporation from
January 2, 1991 to December 31, 1999

Lag

statistics are highly significant with p-values close to zero as compared with chi-
squared distributions with degrees of freedom 9, 36, and 72, respectively. There is
indeed some serial dependence in the data. Table 10.1 gives the first five lags of
sample cross-correlation matrices shown in the simplified notation of Chapter 8.
An examination of the table shows that (a) the daily log returns of the S&P 500
index does not depend on the past returns of Cisco or Intel, (b) the log return of
Cisco stock has some serial correlations and depends on the past returns of the
S&P 500 index (see lags 2 and 5), and (c) the log return of Intel stock depends on
the past returns of the S&P 500 index (see lags 1 and 5). These observations are
similar to those between the returns of IBM stock and the S&P 500 index analyzed
in Chapter 8. They suggest that returns of individual large-cap companies tend to
be affected by the past behavior of the market. However, the market return is not
significantly affected by the past returns of individual companies.

Turning to volatility modeling and following the suggested procedure, we start
with the log returns of the S&P 500 index and obtain the model

ri; = 0.078 + 0.0421’1,,_] — 0.0627‘1,[_3 — 0.0487‘1,[_4 — 0.0527‘1,[_5 “+ayy,
11, = 0.013 +0.092a7, | +0.89401,, 1, (10.32)

where standard errors of the parameters in the mean equation are 0.016, 0.023,
0.020, 0.022, and 0.020, respectively, and those of the parameters in the volatility
equation are 0.002, 0.006, and 0.007, respectively. Univariate Ljung—Box statistics
of the standardized residuals and their squared series fail to detect any remaining
serial correlation or conditional heteroscedasticity in the data. Indeed, we have
Q(10) = 7.38(0.69) for the standardized residuals and Q(10) = 3.14(0.98) for the
squared series.

Augmenting the daily log returns of Cisco stock to the system, we build a
bivariate model with mean equations given by

ri; = 0.065 — 0.046r; ;3 + ay;,
roy = 0.325 4+ 0.195r ;2 — 0.091r ;> + ay;,

(10.33)
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where all of the estimates are statistically significant at the 1% level. Using the
notation of Cholesky decomposition, we obtain the volatility equations as

g1t = 0.006 4+ 0.051b7 ,_; + 0.943g11,,—1,
qa1. = 0.331 +0.790¢21 1 — 0.041az,,_1, (10.34)
€22, = 0.177 4 0.082b3 ,_; + 0.890g2, /1,

where by, = ayy, by = ay — q21.4b1,, standard errors of the parameters in the
equation of g1, are 0.001, 0.005, and 0.006, those of the parameters in the equation
of g21,; are 0.156, 0.099, and 0.011, and those of the parameters in the equation of
g2, are 0.029, 0.008, and 0.011, respectively. The bivariate Ljung—Box statistics
of the standardized residuals fail to detect any remaining serial dependence or con-
ditional heteroscedasticity. The bivariate model is adequate. Comparing with Eq.
(10.32), we see that the difference between the marginal and univariate models of
ri; 1s small.

The next and final step is to augment the daily log returns of Intel stock to the
system. The mean equations become

ri; = 0.065 — 0.043r; 3 + ay,,
ryy = 0.326 4+ 0.201r; ,—» — 0.08972 ;1 + az, (10.35)
r3 = 0.192 — 0.264r; ;1 + 0.059r3 ;1 + a3,

where standard errors of the parameters in the first equation are 0.016 and 0.017,
those of the parameters in the second equation are 0.052, 0.059, and 0.021, and
those of the parameters in the third equation are 0.050, 0.057, and 0.022, respec-
tively. All estimates are statistically significant at about the 1% level. As expected,
the mean equations for ri, and ry, are essentially the same as those in the bivariate
case.

The three-dimensional time-varying volatility model becomes a bit more com-
plicated, but it remains manageable as

gi1,r = 0.006 4 0.050b7 ,_; + 0.943g11,,—1,
@10 = 0.277 + 0.824¢51,_1 — 0.035ay,_1,
22 = 0.178 4 0.082b3 ,_; + 0.889g2, 11,
g31.0 = 0.039 + 0.973¢31,,_1 +0.010a3,,_1,
g3 = 0.006 + 0.981¢3,_ + 0.004a;,_,
g3, = 1.188 +0.053b3 ,_; + 0.687g33,—1 — 0.019g2,,—1,

(10.36)

where by, = a, by = ay — q21.:b1i, by = a3 — q31,:b1, — q32,:b, and standard
errors of the parameters are given in Table 10.2. Except for the constant term
of the g3, equation, all estimates are significant at the 5% level. Let a; =
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Table 10.2. Standard Errors of Parameter? Estimates of a Three-Dimensional
Volatility Model for the Daily Log Returns in Percentages of the S&P 500 Index
and Stocks of Cisco Systems and Intel Corporation from January 2, 1991

to December 31, 1999

Equation Standard Error Equation Standard Error

811, 0.001 0.005 0.006 q21.t 0.135 0.086 0.010
8221 0.029  0.009  0.011 q31,1 0.017  0.012  0.004
833,1 0.407  0.015  0.100  0.008 q32,1 0.004  0.013  0.001

“The ordering of the parameter is the same as appears in Eq. (10.36).

(ai; /61, azy /62, az; /63;) be the standardized residual series, where 6;, = \/K
is the fitted conditional standard error of the ith return. The Ljung—Box statistics
of a, give Q3(4) = 34.48(0.31) and Q3(8) = 60.42(0.70), where the degrees of
freedom of the chi-squared distributions are 31 and 67, respectively, after adjusting
for the number of parameters used in the mean equations. For the squared standard-
ized residual series &tz, we have Q%(4) =28.71(0.58) and Q3(8) = 52.00(0.91).
Therefore, the fitted model appears to be adequate in modeling the conditional
means and volatilities.

The three-dimensional volatility model in Eq. (10.36) shows some interest-
ing features. First, it is essentially a time-varying correlation GARCH(1,1) model
because only lag-1 variables are used in the equations. Second, the volatility of
the daily log returns of the S&P 500 index does not depend on the past volatil-
ities of Cisco or Intel stock returns. Third, by taking the inverse transformation
of the Cholesky decomposition, the volatilities of daily log returns of Cisco and
Intel stocks depend on the past volatility of the market return; see the relationships
between elements of X,, L;, and G; given in Section 10.3. Fourth, the correlation
quantities g;;; have high persistence with large AR(1) coefficients.

Figure 10.13 shows the fitted volatility processes of the model (i.e., 6;; ) for
the data. The volatility of the index return is much smaller than those of the
two individual stock returns. The plots also show that the volatility of the index
return has increased in recent years, but this is not the case for the return of Cisco
Systems. Figure 10.14 shows the time-varying correlation coefficients between the
three return series. Of particular interest is to compare Figures 10.13 and 10.14.
They show that the correlation coefficient between two return series increases when
the returns are volatile. This is in agreement with the empirical study of relation-
ships between international stock market indexes for which the correlation between
two markets tends to increase during a financial crisis.

The volatility model in Eq. (10.36) consists of two sets of equations. The first
set of equations describes the time evolution of conditional variances (i.e., gii ),
and the second set of equations deals with correlation coefficients (i.e., g;;,; with
i > j). For this particular data set, an AR(1) model might be sufficient for the
correlation equations. Similarly, a simple AR model might also be sufficient for
the conditional variances. Define v, = (vi1,, Va2, V33,)', Where v;;, = In(gi; ),
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Figure 10.13. Time plots of fitted volatilities for daily log returns, in percentages, of (a) the S&P 500
index and stocks of (b) Cisco Systems and (c) Intel Corporation from January 2, 1991 to December 31,
1999.

and ¢, = (g21.4, 9311, g32.1)’. The previous discussion suggests that we can use the
simple lag-1 models

v =c1+Bivi-1, g, =2+ Barg,

as exact functions to model the volatility of asset returns, where ¢; are constant
vectors and f; are 3 x 3 real-valued matrices. If a noise term is also included in
the above equations, then the models become

vo=ci+Bivi—i+ey, q,=cr+Brq, |+ ey,

where e;; are random shocks with mean zero and a positive-definite covariance
matrix, and we have a simple multivariate stochastic volatility model. In a recent
manuscript, Chib, Nardari, and Shephard (1999) use Markov chain Monte Carlo
(MCMC) methods to study high-dimensional stochastic volatility models. The
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Figure 10.14. Time plots of fitted time-varying correlation coefficients between daily log returns of the
S&P 500 index and stocks of Cisco Systems and Intel Corporation from January 2, 1991 to December
31, 1999.

model considered there allows for time-varying correlations, but in a relatively
restrictive manner. Additional references of multivariate volatility model include
Harvey, Ruiz, and Shephard (1995). We discuss MCMC methods in volatility mod-
eling in Chapter 12.

10.6 FACTOR-VOLATILITY MODELS

Another approach to simplifying the dynamic structure of a multivariate volatility
process is to use factor models. In practice, the “common factors” can be determined
a priori by substantive matter or empirical methods. As an illustration, we use the
factor analysis of Chapter 8 to discuss factor—volatility models. Because volatility
models are concerned with the evolution over time of the conditional covariance
matrix of a,, where a; = r, — p,, a simple way to identify the “common factors”
in volatility is to perform a principal component analysis (PCA) on a,; see the



478 MULTIVARIATE VOLATILITY MODELS AND THEIR APPLICATIONS

PCA of Chapter 8. Building a factor—volatility model thus involves a three-step
procedure:

e Select the first few principal components that explain a high percentage of
variability in a;.
o Build a volatility model for the selected principal components.

o Relate the volatility of each a;, series to the volatilities of the selected principal
components.

The objective of such a procedure is to reduce the dimension but maintain an
accurate approximation of the multivariate volatility.

Example 10.7. Consider again the monthly log returns, in percentages, of IBM
stock and the S&P 500 index of Example 10.5. Using the bivariate AR(3) model
of Example 8.4, we obtain an innovational series a,. Performing a PCA on a;
based on its covariance matrix, we obtained eigenvalues 63.373 and 13.489. The
first eigenvalue explains 82.2% of the generalized variance of a,. Therefore, we
may choose the first principal component x, = 0.797a;, + 0.604a,; as the common
factor. Alternatively, as shown by the model in Example 8.4, the serial dependence
in r; is weak and, hence, one can perform the PCA on r, directly. For this particular
instance, the two eigenvalues of the sample covariance matrix of r; are 63.625 and
13.513, which are essentially the same as those based on a,. The first principal
component explains approximately 82.5% of the generalized variance of r;, and
the corresponding common factor is x; = 0.796r, + 0.605r,,. Consequently, for
the two monthly log return series considered, the effect of the conditional mean
equations on PCA is negligible.

Based on the prior discussion and for simplicity, we use x;, = 0.796r1, + 0.605r,
as a common factor for the two monthly return series. Figure 10.15a shows the time
plot of this common factor. If univariate Gaussian GARCH models are entertained,
we obtain the following model for x;:

Xt = 1.317 + 0.096)6,_1 + a;, a; = 0;€;,
(10.37)
0} =3.83440.110a> | 4+ 0.825072 ;.

All parameter estimates of the previous model are highly significant at the 1%
level, and the Ljung—Box statistics of the standardized residuals and their squared
series fail to detect any model inadequacy. Figure 10.15b shows the fitted volatility
of x, (i.e., the sample o,z series in Eq. (10.37)).

Using o> of model (10.37) as a common volatility factor, we obtain the following
model for the original monthly log returns. The mean equations are

ri; = 1.140 4 0.079r; ;1 + 0.067r1 ;—2 — 0.122r2 ;> + ay,,
ryy = 0.537 + ay,,
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Figure 10.15. (a) Time plot of the first principal component of the monthly log returns of IBM stock
and the S&P 500 index. (b) The fitted volatility process based on a GARCH(1,1) model.

where standard errors of the parameters in the first equation are 0.211, 0.030, 0.031,
and 0.043, respectively, and standard error of the parameter in the second equation
is 0.165. The conditional variance equation is

19.08 0.098 - 0333
ong | | (3.70) (0.044) at,_, 0.076) | »
|:622,t ] - —5.62 + . . |:a%,t—1 + 0.596 o;, (1038)
(2.36) (0.050)

where, as before, standard errors are in parentheses, and 6,2 is obtained from model
(10.37). The conditional correlation equation is

= W) 008 4 4120, 40,078 Ll92emt
1 + exp(gr) JOI1,—1022.1—1

(10.39)
where standard errors of the three parameters are 0.025, 0.038, and 0.015, respec-
tively. Defining the standardized residuals as before, we obtain Q,(4) = 15.37(0.29)
and 0, (8) = 34.24(0.23), where the number in parentheses denotes p-value. There-
fore, the standardized residuals have no serial correlations. Yet we have Q3(4) =
20.25(0.09) and Q3(8) = 61.95(0.0004) for the squared standardized residuals.
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The volatility model in Eq. (10.38) does not adequately handle the conditional
heteroscedasticity of the data especially at higher lags. This is not surprising as
the single common factor only explains about 82.5% of the generalized variance of
the data.

Comparing the factor model in Eqgs. (10.38) and (10.39) with the time-varying
correlation model in Eqs. (10.27) and (10.28), we see that (a) the correlation
equations of the two models are essentially the same, (b) as expected the factor
model uses fewer parameters in the volatility equation, and (c) the common-
factor model provides a reasonable approximation to the volatility process of
the data.

Remark. In Example 10.7, we used a two-step estimation procedure. In the
first step, a volatility model is built for the common factor. The estimated volatil-
ity is treated as given in the second step to estimate the multivariate volatility
model. Such an estimation procedure is simple but may not be efficient. A more
efficient estimation procedure is to perform a joint estimation. This can be done
relatively easily provided that the common factors are known. For example, for the
monthly log returns of Example 10.7, a joint estimation of Eqs. (10.37)—(10.39)
can be performed if the common factor x, = 0.769r;; + 0.605r,, is treated as
given. ]

10.7 APPLICATION

We illustrate the application of multivariate volatility models by considering the
value at risk (VaR) of a financial position with multiple assets. Suppose that an
investor holds a long position in the stocks of Cisco Systems and Intel Corporation
each worth $1 million. We use the daily log returns for the two stocks from January
2, 1991 to December 31, 1999 to build volatility models. The VaR is computed
using the 1-step ahead forecasts at the end of data span and 5% critical values.

Let VaR, be the value at risk for holding the position on Cisco Systems stock
and VaR; for holding Intel stock. Results of Chapter 7 show that the overall daily
VaR for the investor is

VaR = \/ VaR? + VaR3 + 2pVaR VaR;.

In this illustration, we consider three approaches to volatility modeling for cal-
culating VaR. For simplicity, we do not report standard errors for the param-
eters involved or model checking statistics. Yet all of the estimates are statis-
tically significant at the 5% level and the models are adequate based on the
Ljung—Box statistics of the standardized residual series and their squared series.
The log returns are in percentages so that the quantiles are divided by 100 in
VaR calculation. Let rj; be the return of Cisco stock and rp, the return of Intel
stock.
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Univariate Models

This approach uses a univariate volatility model for each stock return and uses the
sample correlation coefficient of the stock returns to estimate p. The univariate
volatility models for the two stock returns are

rip = 0380 +0.034r1,,-1 — 0.061r1,—2 — 0.055r1,-3 + au,
of, =0.599+0.117a7,_, + 0.81407,_,
and
ry = 0.187 + ay,
o2 =0.310+0.032a3,_, +0.91807,_,.

The sample correlation coefficient is 0.473. The 1-step ahead forecasts needed in
VaR calculation at the forecast origin t = 2275 are

Pl =0.626, 67 =4.152, 7 =0.187, 67 =06.087, p =0.473.
The 5% quantiles for both daily returns are
g1 = 0.626 — 1.65v/4.152 = —=2.736, ¢, = 0.187 — 1.65v/6.087 = —3.884,

where the negative sign denotes loss. For the individual stocks, VaR; =
$1000000g; /100 = $27,360 and VaR, = $1000000¢,/100 = $38,840. Conse-
quently, the overall VaR for the investor is VaR = $57,117.

Constant-Correlation Bivariate Model
This approach employs a bivariate GARCH(1,1) model for the stock returns. The
correlation coefficient is assumed to be constant over time, but it is estimated jointly
with other parameters. The model is
ri; = 0.385 + 0.038}’1’[,1 —0.060r ;> — 0.047r) ;3 + ayy,
ryy = 0.222 + ay;,
o011, = 0.624 4 0.110a7 ,_; + 0.816071,1,
02, = 0.664 4 0.038a3 ,_; + 0.853022,1,

and p = 0.475. This is a diagonal bivariate GARCH(1,1) model. The 1-step ahead
forecasts for VaR calculation at the forecast origin r = 2275 are

7l =0373, 67 =4287, 7 =0222, 6;=5706, p=0475.

Consequently, we have VaR; = $30,432 and VaR, = $37,195. The overall 5%
VaR for the investor is VaR = $58,180.
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Time-Varying Correlation Model
Finally, we allow the correlation coefficient to evolve over time by using the
Cholesky decomposition. The fitted model is

r1r = 0.355 +0.039r1 1 — 0.057r1,_2 — 0.038r) ,_3 +ay;,
ry = 0.206 + ay;,

g1t = 0.420 4+ 0.091b7 ,_; + 0.858g11,,—1,

q21.r = 0.123 4 0.689¢g2; ,—1 — 0.014a5 1,

201 = 0.080 4 0.013b3 ,_; + 0.971g2,,1,

where by, = ay, and by, = ax — q»1,4ay;. The 1-step ahead forecasts for VaR cal-
culation at the forecast origin t = 2275 are

71 =0.352, 7 =0206, g =4252, go =0421, g =>559%.

Therefore, we have 67 = 4.252, 651 = 1.791, and 67 = 6.348. The correlation
coefficient is p = 0.345. Using these forecasts, we have VaR; = $30,504, VaR, =
$39,512, and the overall value at risk VaR = $57,648.

The estimated VaR values of the three approaches are similar. The univariate
models give the lowest VaR, whereas the constant-correlation model produces the
highest VaR. The range of the difference is about $1100. The time-varying volatility
model seems to produce a compromise between the two extreme models.

10.8 MULTIVARIATE ¢ DISTRIBUTION

Empirical analysis indicates that the multivariate Gaussian innovations used in the
previous sections may fail to capture the kurtosis of asset returns. In this situation,
a multivariate Student-¢ distribution might be useful. There are many versions of
the multivariate Student-7 distribution. We give a simple version here for volatility
modeling.

A k-dimensional random vector x = (xi, ..., x;)’ has a multivariate Student-¢
distribution with v degrees of freedom and parameters u =0 and X = I (the
identity matrix) if its probability density function (pdf) is

I'((v+k)/2)

T 1+ v xx)"R2 10.40
(nv)k/21“(v/2)( +v x'x) ( )

fxlv) =

where I'(y) is the gamma function; see Mardia, Kent, and Bibby (1979, p. 57). The
variance of each component x; in Eq. (10.40) is v/(v — 2) and hence we define
€; = /(v —2)/vx as the standardized multivariate Student-¢ distribution with v
degrees of freedom. By transformation, the pdf of €, is

T'((v+k)/2)
[7(v — 2)]*/?T (v/2)

f(ev) = [14 (—2)""ee] /2 (10.41)
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For volatility modeling, we write a; = Z,l/ 26, and assume that €, follows the
multivariate Student-¢ distribution in Eq. (10.41). By transformation, the pdf of
a; is

I'((v+k)/2)
[7(v — )21 (v/2)| %, |'/2

—(v+k)/2

flaiv, ) = (1+@w-2"a%"a,)

Furthermore, if we use the Cholesky decomposition of X, then the pdf of the
transformed shock b; becomes

fbiv, L, Gy)

r 5 (v+k)/2
_ M@ +6/2) I+ -2y
[r (0 = DT /D T 85 = siia

where a; = L;b; and g;;, is the conditional variance of b;,. Because this pdf does
not involve any matrix inversion, the conditional likelihood function of the data is
easy to evaluate.

APPENDIX: SOME REMARKS ON ESTIMATION

The estimation of multivariate ARMA models in this chapter is done by using
the time series program SCA of Scientific Computing Associates. The estimation
of multivariate volatility models is done by using either the S-Plus package with
FinMetrics or the Regression Analysis for Time Series (RATS) program. Below
are some run streams for estimating multivariate volatility models using the RATS
program. A line starting with * means “comment” only.

Estimation of the Diagonal Constant-Correlation AR(2)-GARCH(1,1) Model
Jor Example 10.5

The program includes some Ljung—Box statistics for each component and some
fitted values for the last few observations. The data file is m-ibmspln.txt, which
has two columns, and there are 888 observations.

all 0 888:1

open data m-ibmspln.txt

data (org=obs) / rl r2

set hl = 0.0

set h2 = 0.0

nonlin a0 al bl a00 all bll rho cl c2 pl

frml alt = rl(t)-cl-pl*r2(t-1)

frml a2t = r2(t)-c2

frml gvarl = aO+al*alt(t-1)**2+bl*hl(t-1)

frml gvar2 a00+all*a2t (t-1)**2+bll*h2 (t-1)

frml gdet = -0.5* (log(hl(t)=gvarl(t))+log(h2(t)=gvar2(t)) $
+log (1.0-rho**2))
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frml gln = gdet(t)-0.5/(1.0-rho**2)* ((alt(t)**2/hl(t)) $
+ (a2t (t)**2/h2(t)) -2*rho*alt (t) *a2t (t) /sgrt (hl(t)*h2(t)))

smpl 3 888

compute cl = 1.22, ¢c2 = 0.57, pl = 0.1, rho = 0.1

compute a0 = 3.27, al = 0.1, bl = 0.6

compute a0OO0 = 1.17, all = 0.13, bll = 0.8

maximize (method=bhhh, recursive,iterations=150) gln

set fvl = gvarl(t)

set resil = alt(t)/sqrt(fvi(t))

set residsqg = resil(t)*resil(t)

* Checking standardized residuals *

cor (gstats,number=12, span=4) resil

* Checking squared standardized residuals *

cor (gstats,number=12, span=4) residsqg

set fv2 = gvar2(t)

set resi2 = a2t(t)/sqgrt(fv2(t))

set residsqg = resi2(t) *resi2 (t)

* Checking standardized residuals *

cor (gstats,number=12, span=4) resi2

* Checking squared standardized residuals *

cor (gstats,number=12, span=4) residsqg

* Last few observations needed for computing forecasts *

set shockl = alt(t)

set shock2 = a2t (t)

print 885 888 shockl shock2 fvl fv2

Estimation of the Time-Varying Coefficient Model in Example 10.5
all 0 888:1
open data m-ibmspln.txt
data (org=obs) / rl r2
set hl = 45.0
set h2 = 31.0
set rho = 0.8
nonlin a0 al bl f1 a00 all bll dill £11 cl c2 pl p3 g0 gl g2
frml alt = rl(t)-cl-pl*rl(t-1)-p3*r2(t-2)
frml a2t = r2(t)-c2
frml gvarl = aO+al*alt (t-1)**2+bl*hl(t-1)+f1*h2(t-1)
frml gvar2 al00+all*a2t (t-1)**2+b1l1*h2 (t-1)+£f11*hl(t-1) $
+dll*alt (t-1)**2
frml rhl = g0 + gl*rho(t-1) $
+ g2*alt(t-1)*a2t(t-1)/sqgrt(hl(t-1)*h2(t-1))
frml rh = exp(rhl(t))/(1+exp(rhl(t)))
frml gdet = -0.5*(log(hl(t)=gvarl(t))+log(h2(t)=gvar2(t)) $
+1log (1.0-(rho(t)=rh(t))**2))
frml gln = gdet(t)-0.5/(1.0-rho(t)**2)*((alt(t)**2/h1(t)) $
+(a2t (t)**2/h2(t))-2*rho (t)*alt (t)*a2t (t)/sgrt (hl(t)*h2(t)))
smpl 4 888
compute ¢l = 1.4, c2 = 0.7, pl = 0.1, p3 = -0.1
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compute a0 = 2.95, al = 0.08, bl = 0.87, £f1 = -.03
compute a00 = 2.05, all = 0.05
compute bll = 0.92, fll=-.06, dll=.04, g0 = -2.0

compute gl = 3.0, g2 = 0.1

nlpar (criterion=value,cvcrit=0.00001)
maximize (method=bhhh, recursive,iterations=150) gln
set fvl = gvarl(t)

set resil = alt(t)/sqgrt(fvi(t))

set residsg = resil(t)*resil(t)

* Checking standardized residuals *

cor (gstats,number=16, span=4) resil

* Checking squared standardized residuals *
cor (gstats,number=16, span=4) residsqg

set fv2 = gvar2(t)

set resi2 = a2t (t)/sqgrt(fv2(t))

set residsg = resi2(t)*resi2(t)

* Checking standardized residuals *

cor (gstats,number=16, span=4) resi2

* Checking squared standardized residuals *
cor (gstats,number=16, span=4) residsqg

* Last few observations needed for computing forecasts *
set rhohat = rho(t)

set shockl = alt(t)

set shock2 = a2t (t)

print 885 888 shockl shock2 fvl fv2 rhohat

Estimation of the Time-Varying Coefficient Model in Example 10.5

Using Cholesky Decomposition

all 0 888:1

open data m-ibmspln.txt

data (org=obs) / rl r2

set hl = 45.0

set h2 = 20.0

set g = 0.8

nonlin a0 al bl a00 all bll dil £11 cl c2 pl p3 tO0 tl t2

frml alt = rl(t)-cl-pl*rl(t-1)-p3*r2(t-2)

frml a2t = r2(t)-c2

frml vl = aO+al*alt (t-1)**2+bl*hl(t-1)

frml gt = t0 + tl*g(t-1) + t2*a2t(t-1)

frml bt = a2t (t) - (g(t)=gt(t))*alt(t)

frml v2 = a00+all*bt(t-1)**2+bl1*h2 (t-1)+£f11*hl(t-1) $
+dll*alt (t-1)**2

frml gdet = -0.5*(log(hl(t) = v1(t))+ log(h2(t)=v2(t)))

frml garchln = gdet-0.5*% (alt(t)**2/hl(t)+bt(t)**2/h2(t))

smpl 5 888

compute ¢l = 1.4, c2 = 0.7, pl = 0.1, p3 = -0.1

compute a0 = .0, al = 0.08, bl = 0.87

compute a00 = 2.0, all = 0.05, bll = 0.8

compute dl11=.04, f11=-.06, tO =0.2, t1 = 0.1, t2 = 0.1

=
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nlpar (criterion=value,cvcrit=0.00001)

maximize (method=bhhh, recursive,iterations=150) garchln
set fvl = v1(t)

set resil = alt(t)/sqgrt(fvi(t))

set residsqg = resil(t)*resil(t)

* Checking standardized residuals *

cor (gstats,number=16, span=4) resil

* Checking squared standardized residuals *
cor (gstats,number=16, span=4) residsqg

set fv2 = v2(t)+qgt(t)**2*vl(t)

set resi2 = a2t (t)/sqrt(fv2(t))

set residsqg = resi2(t)*resi2(t)

* Checking standardized residuals *

cor (gstats,number=16, span=4) resi2

* Checking squared standardized residuals *
cor (gstats,number=16, span=4) residsqg

* Last few observations needed for forecasts *
set rhohat = gt(t)*sqrt(vl(t)/fv2(t))

set shockl = alt(t)

set shock2 = a2t (t)

set g22 = v2(t)

set g21 = gt (t)

set b2t = bt (t)

print 885 888 shockl shock2 fvl fv2 rhohat g22 g21 b2t

Estimation of the Three-Dimensional Time-Varying Correlation Volatility Model
in Example 10.6 Using Cholesky Decomposition
Initial estimates are obtained by a sequential modeling procedure.

all 0 2275:1
open data d-cscointc.txt
data (org=obs) / rl r2 r3
set hl = 1.0
set h2 = 4.0
set h3 = 3.0

set g21 = 0.8
set g31 = 0.3
set g32 = 0.3

nonlin ¢l c2 c3 p3 p2l p22 p31 p33 a0 al a2 t0 tl t2 b0 bl 3
b2 u0 ul u2 w0 wl w2 d0 dl d2 d5

frml alt = rl(t)-cl-p3*rl(t-3)

frml a2t = r2(t)-c2-p21l*rl(t-2)-p22*r2(t-2)

frml a3t = r3(t)-c3-p3l*rl(t-1)-p33*r3(t-1)

frml vl = alO+al*alt(t-1)**2+a2*hl(t-1)

frml glt = t0 + tl*g2l(t-1) + t2*a2t(t-1)

frml bt a2t (t) - (g2l (t)=glt(t))*alt(t)

frml v2 = bO+bl*bt (t-1)**2+b2*h2 (t-1)
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frml g2t u0 + ul*g31l(t-1) + u2*al3t(t-1)
frml g3t w0 + wl*qg32(t-1) + w2*a2t(t-1)
frml blt = a3t(t)-(g31(t)=g2t(t))*alt(t)-(g32(t)=g3t(t))*bt(t)
frml v3 = dOo+dl*blt (t-1)**2+d2*h3 (t-1)+d5*h2(t-1)
frml gdet = -0.5*(log(hl(t) = vi(t))+ log(h2(t)=v2(t)) $
+log (h3 (t)=v3(t)))
frml garchln = gdet-0.5*%(alt(t)**2/hl(t)+bt(t)**2/h2(t) $
+blt (t)**2/h3(t))

smpl 8 2275

compute ¢l = 0.07, ¢c2 = 0.33, ¢c3 = 0.19, pl = 0.1, p3 = -0.04
compute p2l1 =0.2, p22 = -0.1, p31l = -0.26, p33 = 0.06

compute a0 = .01, al = 0.05, a2 = 0.94

compute t0 = 0.28, tl =0.82, t2 = -0.035

compute b0 = .17, bl = 0.08, b2 = 0.89

compute u0= 0.04, ul = 0.97, u2 = 0.01

compute w0 =0.006, wl=0.98, w2=0.004
compute d0 =1.38, dl1 = 0.06, d2 = 0.64, d5 = -0.027
nlpar (criterion=value,cvcrit=0.00001)
maximize (method=bhhh, recursive,iterations=250) garchln
set fvl = v1(t)
set resil = alt(t)/sqgrt(fvi(t))
set residsg = resil(t)*resil(t)
* Checking standardized residuals *
cor (gstats,number=12, span=4) resil
* Checking squared standardized residuals *
cor (gstats,number=12, span=4) residsqg
set fv2 = v2(t)+glt(t)**2*v1(t)
set resi2 = a2t (t)/sqgrt(fv2(t))
set residsg = resi2(t)*resi2(t)
* Checking standardized residuals *
cor (gstats,number=12, span=4) resi2
* Checking squared standardized residuals *
cor (gstats,number=12, span=4) residsqg
set f£v3 = v3(t)+g2t(t)**2*v1(t)+g3t(t) **2*v2(t)
set resi3 = a3t (t)/sqrt(fv3(t))
set residsg = resi3 (t)*resi3 (t)
* Checking standardized residuals *
cor (gstats,number=12, span=4) resi3
* Checking squared standardized residuals *
cor (gstats,number=12, span=4) residsqg
* print standardized residuals and correlation-coefficients
set rho2l = glt(t)*sqrt(vl(t)/fv2(t))
set rho3l = g2t (t)*sqrt(vl(t)/£fv3(t))
set rho32 = (g2t (t)*glt(t)*vl(t) $
+g3t (t) *v2(t)) /sqgrt (fv2 (t) *fv3 (t))
print 10 2275 resil resi2 resi3
print 10 2275 rho2l rho31l rho32
print 10 2275 fvl fv2 £fv3
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EXERCISES

10.1.

10.2.

10.3.

10.4.

10.5.

10.6.

10.7.

10.8.

Consider the monthly log returns of the S&P composite index, IBM stock,
and Hewlett-Packard (HPQ) stock from January 1962 to December 2003 for
504 observations. The log returns are in the file m-spibmhpg6203 . txt. Use
the exponentially weighted moving-average method to obtain a multivariate
volatility series for the three return series. What is the estimated A? Plot the
three volatility series.

Focus on the monthly log returns of IBM and HPQ stocks from January 1962
to December 2003. Fit a DVEC(1,1) model to the bivariate return series. Is
the model adequate? Plot the fitted volatility series and the time-varying
correlations.

Focus on the monthly log returns of the S&P composite index and HPQ stock.
Build a BEKK model for the bivariate series. What is the fitted model? Plot
the fitted volatility series and the time-varying correlations.

Build a constant-correlation volatility model for the three monthly log returns
of the S&P composite index, IBM stock, and HPQ stock. Write down the
fitted model. Is the model adequate? Why?

The file m-spibmge . txt contains the monthly log returns in percentages of
the S&P 500 index, IBM stock, and General Electric stock from January 1926
to December 1999. The returns include dividends. Focus on the monthly log
returns in percentages of GE stock and the S&P 500 index. Build a constant-
correlation GARCH model for the bivariate series. Check the adequacy of the
fitted model, and obtain the 1-step ahead forecast of the covariance matrix
at the forecast origin December 1999.

Focus on the monthly log returns in percentages of GE stock and the S&P
500 index. Build a time-varying correlation GARCH model for the bivariate
series using a logistic function for the correlation coefficient. Check the
adequacy of the fitted model, and obtain the 1-step ahead forecast of the
covariance matrix at the forecast origin December 1999.

Focus on the monthly log returns in percentages of GE stock and the S&P 500
index. Build a time-varying correlation GARCH model for the bivariate series
using the Cholesky decomposition. Check the adequacy of the fitted model,
and obtain the 1-step ahead forecast of the covariance matrix at the forecast
origin December 1999. Compare the model with the other two models built
in the previous exercises.

Consider the three-dimensional return series jointly. Build a multivariate
time-varying volatility model for the data, using the Cholesky decompo-
sition. Discuss the implications of the model and compute the 1-step ahead
volatility forecast at the forecast origin t = 888.
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10.9. An investor is interested in daily value at risk of his position on holding long
$0.5 million of Dell stock and $1 million of Cisco Systems stock. Use 5%
critical values and the daily log returns from February 20, 1990 to December
31, 1999 to do the calculation. The data are in the file d-dellcsco9099. txt.
Apply the three approaches to volatility modeling in Section 10.7 and compare
the results.
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CHAPTER 11

State-Space Models
and Kalman Filter

The state-space model provides a flexible approach to time series analysis, espe-
cially for simplifying maximum likelihood estimation and handling missing values.
In this chapter, we discuss the relationship between the state-space model and the
ARIMA model, the Kalman filter algorithm, various smoothing methods, and some
applications. We begin with a simple model that shows the basic ideas of the state-
space approach to time series analysis before introducing the general state-space
model. For demonstrations, we use the model to analyze realized volatility series of
asset returns, the time-varying coefficient market models, and the quarterly earnings
per share of a company.

There are many books on statistical analysis using the state-space model. Durbin
and Koopman (2001) provide a recent treatment of the approach, Kim and Nelson
(1999) focus on economic applications and regime switching, and Anderson and
Moore (1979) give a nice summary of theory and applications of the approach for
engineering and optimal control. Many time series textbooks include the Kalman
filter and state-space model. For example, Chan (2002), Shumway and Stoffer
(2000), Hamilton (1994), and Harvey (1993) all have chapters on the topic. West
and Harrison (1997) provide a Bayesian treatment with emphasis on forecasting,
and Kitagawa and Gersch (1996) use a smoothing prior approach.

The derivation of Kalman filter and smoothing algorithms necessarily involves
heavy notation. Therefore, Section 11.4 could be dry for readers who are interested
mainly in the concept and applications of state-space models and can be skipped
on the first read.

11.1 LOCAL TREND MODEL
Consider the univariate time series y, satisfying
Vi = +e, e~ N(©O, o?), (11.1)

Analysis of Financial Time Series, Second Edition By Ruey S. Tsay
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i1 = e+ 1~ N(O, o)), (11.2)

where {e¢;} and {n,} are two independent Gaussian white noise series and f =
1,..., T. The initial value u, is either given or follows a known distribution, and
it is independent of {e;} and {7} for t > 0. Here p, is a pure random walk of
Chapter 2 with initial value p; and y, is an observed version of u, with added
noise «;. In the literature, p, is referred to as the trend of the series, which is not
directly observable, and y; is the observed data with observational noise e;. The
dynamic dependence of y, is governed by that of u, because {e;} is not serially
correlated.

The model in Egs. (11.1) and (11.2) can readily be used to analyze realized
volatility of an asset price; see Example 11.1 below. Here p, represents the under-
lying log volatility of the asset price and y, is the logarithm of realized volatility.
The true log volatility is not directly observed but evolves over time according to a
random-walk model. On the other hand, y,; is constructed from high-frequency
transactions data and subjected to the influence of market microstructure. The
standard deviation of e, denotes the scale used to measure the impact of market
microstructure.

The model in Egs. (11.1) and (11.2) is a special linear Gaussian state-space
model. The variable u, is called the state of the system at time ¢ and is not directly
observed. Equation (11.1) provides the link between the data y, and the state f,
and is called the observation equation with measurement error e;. Equation (11.2)
governs the time evolution of the state variable and is the state equation (or state
transition equation) with innovation 7,. The model is also called a local level model
in Durbin and Koopman (2001, Chapter 2), which is a simple case of the structural
time series model of Harvey (1993).

Relationship to ARIMA Model

If there is no measurement error in Eq. (11.1), that is, o, = 0, then y, = u,, which
is an ARIMA(0,1,0) model. If o, > 0, that is, there exist measurement errors, then
y; is an ARIMA(0,1,1) model satisfying

(1—B)y, = (1 —6B)a,, (11.3)

where {a,} is a Gaussian white noise with mean zero and variance aaz. The values
of 6 and o are determined by o, and o,. This result can be derived as follows.
From Eq. (11.2), we have

1

(I =B)ig1 =10, OF  fUyg) = mﬂp

Using this result, Eq. (11.1) can be written as

1
Vi = ﬁnz—l + er.
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Multiplying by (1 — B), we have
(1 —=B)y: =ni—1 +e —e_1.

Let (1 — B)y, = w,. We have w; = n,_; + ¢; — ¢;—. Under the assumptions, it is
easy to see that (a) w, is Gaussian, (b) Var(w;) = 207 +0,, (¢) Cov(w,, w,_1) =
_‘73, and (d) Cov(w;, w;—;) =0 for j > 1. Consequently, w, follows an MA(1)
model and can be written as w; = (1 — 6 B)a,. By equating the variance and lag-1
autocovariance of w; = (1 —6B)a; = n;—1 + ¢; — e;—1, we have

(1+ 6902 =207 + 02,

Ooaz = 062 .
For given 0'62 and anz, one considers the ratio of the prior two equations to form a
quadratic function of 8. This quadratic form has two solutions so one should select
the one that satisfies |0| < 1. The value of aaz can then be easily obtained. Thus,
the state-space model in Eqgs. (11.1) and (11.2) is also an ARIMA(0,1,1) model,
which is the simple exponential smoothing model of Chapter 2.

On the other hand, for an ARIMA(0,1,1) model with positive 6, one can use
the prior two identities to solve for 03 and o2, and obtain a local trend model.
If 6 is negative, then the model can still be put in a state-space form without
the observational error, that is, o, = 0. In fact, as will be seen later, an ARIMA
model can be transformed into state-space models in many ways. Thus, the linear
state-space model is closely related to the ARIMA model.

In practice, what one observes is the y; series. Thus, based on the data alone,
the decision of using ARIMA models or linear state-space models is not critical.
Both model representations have pros and cons. The objective of data analysis,
substantive issues, and experience all play a role in choosing a statistical model.

Example 11.1. To illustrate the ideas of the state-space model and Kalman
filter, we consider the intradaily realized volatility of Alcoa stock from January 2,
2003 to May 7, 2004 for 340 observations. The daily realized volatility used is
the sum of squares of intraday 10-minute log returns measured in percentage. No
overnight returns or the first 10-minute intraday returns are used. See Chapter 3 for
more information about realized volatility. The series used in the demonstration is
the logarithm of the daily realized volatility.

Figure 11.1 shows the time plot of the logarithms of the realized volatility
of Alcoa stock from January 2, 2003 to May 7, 2004. The transactions data are
obtained from the TAQ database of the NYSE. If ARIMA models are entertained,
we obtain an ARIMA(0,1,1) model

(1-=B)y, =(1—0.855B)a;, 6,=0.5184, (11.4)

where y, is the log realized volatility, and the standard error of § is 0.029. The resid-
uals show Q(12) = 12.4 with p-value 0.33, indicating that there is no significant
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Figure 11.1. Time plot of the logarithms of intradaily realized volatility of Alcoa stock from January 2,
2003 to May 7, 2004. The realized volatility is computed from the intraday 10-minute log returns
measured in percentage.

serial correlation in the residuals. Similarly, the squared residuals give Q(12) = 8.2
with p-value 0.77, suggesting no ARCH effects in the series.

Since 0 is positive, we can transform the ARIMA(0,1,1) model into a local
trend model in Egs. (11.1) and (11.2). The maximum likelihood estimates of the
two parameters are 6, = 0.0735 and 6, = 0.4803. The measurement errors have a
larger variance than the state innovations, confirming that intraday high-frequency
returns are subject to measurement errors. Details of estimation will be discussed
in Section 11.1.7. Here we treat the two estimates as given and use the model to
demonstrate application of the Kalman filter.

11.1.1 Statistical Inference

Return to the state-space model in Eqgs. (11.1) and (11.2). The aim of the analysis
is to infer properties of the state w, from the data {y,;|t = 1, ..., T} and the model.
Three types of inference are commonly discussed in the literature. They are filtering,
prediction, and smoothing. Let F; = {y;, ..., y;} be the information available at
time ¢ (inclusive) and assume that the model is known, including all parameters.
The three types of inference can briefly be described as follows:

e Filtering. Filtering means to recover the state variable p, given F;, that is,
to remove the measurement errors from the data.
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e Prediction. Prediction means to forecast u;y, or y,4, for h > 0 given Fj,
where ¢ is the forecast origin.
e Smoothing. Smoothing is to estimate p, given Fr, where T > ¢.

A simple analogy of the three types of inference is reading a handwritten note.
Filtering is figuring out the word you are reading based on knowledge accumulated
from the beginning of the note, predicting is to guess the next word, and smoothing
is deciphering a particular word once you have read through the note.

To describe the inference more precisely, we introduce some notation. Let
;= E(us|Fj) and Xy = Var(ju,|F;) be, respectively, the conditional mean and
variance of u, given F;. Similarly, y,; denotes the conditional mean of y, given
F;. Furthermore, let v; = y; — y;;—1 and V; = Var(v;|F;_1) be the 1-step ahead
forecast error and its variance of y, given F;_;. Note that the forecast error v, is
independent of F;_; so that the conditional variance is the same as the unconditional
variance; that is, Var(v,|F,_;) = Var(v,). From Eq. (11.1),

Yij—1 = E(e|Fi—1) = E(us + e[ Fi—1) = E(ue| Fr—1) = feje—1-

Consequently,
Ut = Yt — Yi|t—=1 = Yr — Ht|t—1 (11.5)

and
Vi = Var(y; — pyi—1|Fi—1) = Var(u, + e, — pyp—11Fr—-1)

= Var(u; — -1 Fi—1) + Var(e,|[F,o1) = S + 0, (11.6)
It is also easy to see that

E(v) = E[E(v|Fi—1)] = E[E(Y; — Yiu—11Fi—D)] = Elyii—1 — yip—11 =0,
Cov(vr, yj) = E(vryj) = E[E(vyjlF;-1)] = Ely; E(u|F;-)] =0, j<t.

Thus, as expected, the 1-step ahead forecast error is uncorrelated (hence, indepen-
dent) with y; for j < . Furthermore, for the linear model in Egs. (11.1) and (11.2),
wiye = E(uiFy) = E(u|Fr-1,v) and X, = Var(u,|F;) = Var(u|Fi—1, v). In
other words, the information set F; can be written as F; = {F;_1, y;} = {Fi—1, v;}.

The following properties of multivariate normal distribution are useful in study-
ing the Kalman filter under normality. They can be shown via the multivariate linear
regression method or factorization of the joint density. See, also, Appendix B of
Chapter 8. For random vectors w and m, denote the mean vectors and covariance
matrix as E(w) = u,,, E(m) = p,,, and Cov(m, w) = X,,,, respectively.

Theorem 11.1. Suppose that x, y, and z are three random vectors such that
their joint distribution is multivariate normal. In addition, assume that the diagonal
block covariance matrix X, is nonsingular for w = x,y, z, and X,; = 0. Then,

1. E(XU’) = Ky + Exyz;yl (y - ’Ly)'
2. Var(x|y) = Ty — T 2, Ty
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3. Exly,2) = Ex|y) + £, 52!z — o).
4. Var(x|y, z) = Var(x|y) — .35 Z.,.

11.1.2 Kalman Filter

The goal of the Kalman filter is to update knowledge of the state variable recur-
sively when a new data point becomes available. That is, knowing the conditional
distribution of w, given F;_; and the new data y;, we would like to obtain the
conditional distribution of u; given F;, where, as before, F; = {y1, ..., y;}. Since
F, ={F,_1, v}, giving y, and F;_; is equivalent to giving v, and F;_;. Conse-
quently, to derive the Kalman filter, it suffices to consider the joint conditional
distribution of (u;, v;)" given F,_; before applying Theorem 11.1.

The conditional distribution of v, given F;_; is normal with mean zero and
variance given in Eq. (11.6), and that of u, given F,_; is also normal with mean
tei—1 and variance X,_;. Furthermore, the joint distribution of (i, v;)" given
F;_ is also normal. Thus, what remains to be solved is the conditional covariance
between u, and v, given F;_;. From the definition,

Cov(ps, i Fi1) = E(uevi| Fr—1) = E[s (v — pioy—1) | F—1]  (by Eq.(11.5))
= Elp; (i + e — pgj—1) Fr—1]
= E[p: (e — =D Fr—11 + EQuee| Fi—y)
= E[( — ttoy—1)*| F—1] = Var(u, | F,—1) = Z-1, (11.7)

where we have used the fact that E[p;;—1 (s — per—1)|Fr—1] = 0. Putting the
results together, we have

My ~ N (] Pl -1 Litji—1
U 1r_, 0 L Eg— Vi .

By Theorem 11.1, the conditional distribution of w, given F; is normal with mean
and variance

-1V
Hejr = Mgje—1 + % = WU—1 + Krvy, (11.8)
t
2
Et\tfl
Et|t = Z[ltfl - v = Etltfl(l - Kt)» (11-9)
t

where K; = X;;_1/V; is commonly referred to as the Kalman gain, which is the
regression coefficient of y, on v,. From Eq. (11.8), Kalman gain is the factor that
governs the contribution of the new shock v, to the state variable u;.

Next, one can make use of the knowledge of u, given F; to predict p,4; via
Eq. (11.2). Specifically, we have

Mer1)e = EQue +melFy) = E(u Fy) = gy (11.10)
Y1y = Var(uep | Fr) = Var(u, | Fy) + Var(n:) = Xy + 0,72~ (I1.11)
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Once the new data y,,; is observed, one can repeat the above procedure to
update knowledge of (4. This is the famous Kalman filter algorithm proposed
by Kalman (1960).

In summary, putting Egs. (11.5)—(11.11) together and conditioning on the initial
assumption that p; is distributed as N (u1)0, X1j0), the Kalman filter for the local
trend model is as follows:

Vr = Yt — Mtt—1,

Vi = Dot + 02,

Ky =21/ Vi, (11.12)
M1 = Meji—1 + Koy,
S =Sy (1=K +or, t=1,....T.

There are many ways to derive the Kalman filter. We use Theorem 11.1, which
describes some properties of multivariate normal distribution, for its simplicity. In
practice, the choice of initial values X9 and 1o requires some attention and we
shall discuss it later in Section 11.1.6. For the local trend model in Eqgs. (11.1) and
(11.2), the two parameters o, and o, can be estimated via the maximum likelihood
method. Again, the Kalman filter is useful in evaluating the likelihood function of
the data in estimation. We shall discuss estimation in Section 11.1.7.

Example 11.1 (Continued). To illustrate application of the Kalman filter, we
use the fitted state-space model for daily realized volatility of Alcoa stock returns
and apply the Kalman filter algorithm to the data with X9 = 0o and )0 = 0.
The choice of these initial values will be discussed in Section 11.1.6. Figure 11.2a
shows the time plot of the filtered state variable p,, and Figure 11.2b is the time
plot of the 1-step ahead forecast error v,. Compared with Figure 11.1, the filtered
states are smoother. The forecast errors appear to be stable and center around zero.
These forecast errors are out-of-sample 1-step ahead prediction errors.

11.1.3 Properties of Forecast Error

The one-step ahead forecast errors {v;} are useful in many applications, hence
it pays to study carefully their properties. Given the initial values X and ft1jo,
which are independent of y,, the Kalman filter enables us to compute v, recursively
as a linear function of {yi, ..., y/}. Specifically, by repeated substitutions,

v = Y1 — M1)0,

V2 =y — M2;1 = Y2 — Mo — K1 (y1 — m1p0),

V3 =y3 — u3p = y3 — pijo — Ka(y2 — mr0) — K1(1 — K2)(y1 — pe1po)s

and so on. This transformation can be written in matrix form as

v=K(y — pnipolr), (11.13)
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Figure 11.2. Time plots of output of the Kalman filter applied to the daily realized log volatility of
Alcoa stock based on the local trend state-space model: (a) the filtered state 1i;, and (b) the one-step
ahead forecast error v;.

where v = (vy,...,v7r), y=(1,...,yr), 17 is the T-dimensional vector of
ones, and K is a lower triangular matrix defined as

—
)
)
)

ki 1 0 -0
K=1| k1 ko 1 0.
kri kra krz --- 1
where ki,i—l = _Ki—l and kij = —(1 — Ki_l)(l — K,'_z) cee (1 — Kj+1)Kj fori =
2,...,T and j=1,...,i —2. It should be noted that, from the definition, the
Kalman gain K; does not depend on 119 or the data {yi, ..., y;}; it depends on

Y110 and o2 and 0,72.

The transformation in Eq. (11.13) has several important implications. First, {v;}
are mutually independent under the normality assumption. To show this, consider
the joint probability density function of the data

T
POy = pOD [ | PGyl Fj D).
j=2
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Equation (11.13) indicates that the transformation from y, to v, has a unit Jacobian
so that p(v) = p(y). Furthermore, since p1o is given, p(vi) = p(y1). Conse-
quently, the joint probability density function of v is

T T T
p®) =py) =po) [[p0ilFi-) = pD [ [ pwp =] p).
j=2 j j=1
This shows that {v;} are mutually independent.

Second, the Kalman filter provides a Cholesky decomposition of the covariance
matrix of y. To see this, let & = Cov(y). Equation (11.13) shows that Cov(v) =
KQK'. On the other hand, {v,} are mutually independent with Var(v,) = V;. There-
fore, KQK' = diag{Vy, ..., Vr}, which is precisely a Cholesky decomposition of

Q. The elements k; of the matrix K thus have some nice interpretations; see
Chapter 10.

State Error Recursion
Turn to the estimation error of the state variable u;. Define

Xt = Mt — Mtjr—1
as the forecast error of the state variable u, given data F;_;. From Section 11.1.1,
Var(x;|F;—1) = %;;—1. From the Kalman filter in Eq. (11.12),
Ve = Yr — Mtjt—1 = We + € — -1 = Xt + €y,
and

X4l = Mep1 — Moty = Me + 00— (epe—1 + Krvp)
=x+n — Koy =x,+n — Ki(x; + ) = Lixy + 1 — Keey,

where Ly =1—-K;, =1-2;,_1/V, = (V; = Zyp-1)/ Vi = ch/Vt. Consequently,
for the state errors, we have

vy = X + €, Xi+1 =L[.xt+r}[—K[€[, t=1,...,T, (1114)

where x1 = @1 — p1)0. Equation (11.14) is in the form of a time-varying state-space
model with x; being the state variable and v, the observation.

11.1.4 State Smoothing

Next we consider the estimation of the state variables {u1, ..., ur} given the data
Fr and the model. That is, given the state-space model in Egs. (11.1) and (11.2),
we wish to obtain the conditional distribution wu,|F7 for all z. To this end, we first
recall some facts available about the model:

e All distributions involved are normal so that we can write the conditional
distribution of w,; given Fr as N(ur, /1), where t < T. We refer to pr
as the smoothed state at time ¢ and X, 7 as the smoothed state variance.
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e Based on the properties of {v;} shown in Section 11.1.3, {vy, ..., vy} are
mutually independent and are linear functions of {yj, ..., yr}.

o If yi, ..., yr are fixed, then F;_; and {v,, ..., vr} are fixed, and vice versa.

e {v;,...,vr} are independent of F;_; with mean zero and variance Var(v;) =
Vi for j > t.

Applying Theorem 11.1(3) to the conditional joint distribution of (u;, vy, ...,
vr) given F;_;, we have

Mt = E(uFr) = E(ui| Fi—1, v, ..., v7)
= E(w|F—1) + Covlus, (v, ..., vr)1Cov[(vy, ..., vr) T (vsy .y 07

Cov(ur,v) 1'TVi 0 - 0 ! vy
Cov(ps, vey1) 0 Vigr -+ 0 Ur+1
= Wjt—1 + : : : : .
Cov(uy, vr1) o 0 ---Vr T
T
= -1+ Y Covip, v)V; ;. (11.15)
j=t

From the definition and independence of {v;}, Cov(i,, vj) = Cov(x;, v;) for j =
t,...,T,and

Cov(xs, v) = Elx;(x; +e;)] = Var(x;) = g1,
Cov(xs, vir1) = Elx; (X1 + e )] = Elx (Lexy + 1 — Kre)] = Zyj1 Ly
Similarly, we have

Cov(x, vi42) = Elx;(xp42 +e40) | = -+ - = Etlt—lLtLH-ls

T—1
Cov(xi, vr) = Elxi(xr +er)] =~ =Sy [ [ L;-
j=t

Consequently, Eq. (11.15) becomes

v Vr+1 Vi 42
et = Heje—1 + 2t|t—1 — + Zt|z—1Lt s + Etlt—lLtLl+1L + -
Vi Vit Vita
= Uer—1 + melqm,
where
v v v ! v
t t+1 142 T
1 =—+L,—+ L;L + -+ Li|— 11.16
qi—1 v, t » tLit41 Vi 1_[ j Vr ( )
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is a weighted linear combination of the innovations {v;, ..., vr}. This weighted
sum satisfies

Ut+1 Ur42 vr
q71=—+L + Ly + -+ L;| —
' Vi "1 Vi Vi jl;[rl ) vr

L)
v, tqt-

Therefore, using the initial value gr = 0, we have the backward recursion

q,l_V—I—L,q,, t=T,T—1,..., 1. (11.17)
t

Putting Egs. (11.15)—(11.17) together, we have a backward recursive algorithm to
compute the smoothed state variables:

qi—1 = ‘/,7le + Lq;, Hi|T = Kife—1 + Zz\t—l%—l, t=T,...,1, (11.18)

where g7 =0, and p;;—1, X;;—1 and L, are available from the Kalman filter in
Eq. (11.12).

Smoothed State Variance
The variance of the smoothed state variable u; 7 can be derived in a similar manner
via Theorem 11.1(4). Specifically, letting vlT = (v4,...,vr), we have

EI|T = Var(u|Fr) = Var(u|F;—1, v, ..., V1)
= Var(u,|F,—1) — Cov[p,, (1) 1Cov[(v] )17 Covip,, (v])]

T
= Bij1 — Y_[Cov(u, vV, (11.19)

j=t

where Cov(u,;, vj) = Cov(x;, v;) are given earlier after Eq. (11.15). Thus,

1 1 1

ar = Ze-1 — Z o v, — 0L —— vy -1 l_[ L3 v
= So1 =I5 Mo, (11.20)
where
M, = 1+L,2 ! + L2 — l—[L2
v, Vil Vi i VT

is a weighted linear combination of the inverses of variances of the 1-step ahead
forecast errors after time + — 1. Let M7 = 0 because no 1-step ahead forecast error
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is available after time index 7. The statistic M;_; can be written as

1
= —— L —— o+ L3 —
Vi Vi1 RN H VT

j=t+1

M;

I
|
+
~
N

1
vJFL,ZM,, t=T,T—1,...,1.
t

Note that from the independence of {v;} and Eq. (11.16), we have

1
Var = — —l—L2 L2 — =M,_,.
(qi-1) = ’w+1 H vT M,y

Combining the results, variances of the smoothed state variables can be computed
efficiently via the backward recursion

M=V, "+ LIM;, Sy =Sy -3 M_i, t=T,....1 (112
where M7 = 0.

Example 11.1 (Continued). Applying the Kalman filter and state-smoothing
algorithms in Egs. (11.18) and (11.21) to the daily realized volatility of Alcoa stock
using the fitted state-space model, we can easily compute the filtered state 1, and
the smoothed state ;7 and their variances. Figure 11.3 shows the filtered state
variable and its 95% pointwise confidence interval, whereas Figure 11.4 provides
the time plot of smoothed state variable and its 95% pointwise confidence interval.
As expected, the smoothed state variables are smoother than the filtered state vari-
ables. The confidence intervals for the smoothed state variables are also narrower
than those of the filtered state variables. Note that the width of the 95% confidence
interval of 1)1 depends on the initial value Xyo.

11.1.5 Missing Values

An advantage of the state- space model is in handling missing values. Suppose
that the observations {y,}t Zpqq are missing, where 7 > 1 and 1 < ¢ < T. There
are several ways to handle missing values in state-space formulation. Here we
discuss a method that keeps the original time scale and model form. For t € {¢ +
..., 0+ h} we can use Eq. (11.2) to express u, as a linear combination of g4
and {n Vi e z 41+ Specifically,

e = Mp—1 + M1 = -+ = W1 + Z Njs
j=t+1
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Figure 11.3. Filtered state variable u,, and its 95% pointwise confidence interval for the daily log
realized volatility of Alcoa stock returns based on the fitted local trend state-space model.
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Figure 11.4. Smoothed state variable 11,7 and its 95% pointwise confidence interval for the daily log
realized volatility of Alcoa stock returns based on the fitted local trend state-space model.
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where it is understood that the summation term is zero if its lower limit is greater
than its upper limit. Therefore, for t € {¢ + 1, ..., ¢+ h},

E(ui|Fi—1) = E(/ | Fe) = [etie,
Var(u| Fi—1) = Var(u| Fo) = Seyie + (= £ = Doy
Consequently, we have
Mol = Me—11—2,  Zpfi—1 = Zq—11—2 -I-U,,z, (11.22)
for t =€ +2,...,¢+ h. These results show that we can continue to apply the
Kalman filter algorithm in Eq. (11.12) by taking v, =0 and K; =0 for t = ¢ +

1,..., €+ h. This is rather natural because when y, is missing, there is no new
innovation or new Kalman gain so that v, =0 and K; = 0.

11.1.6 Effect of Initialization

In this subsection, we consider the effects of initial condition (; ~ N (w10, X1j0)
on the Kalman filter and state smoothing. From the Kalman filter in Eq. (11.12),

v =y — MK, Vi= 21|0+062,

and, by Egs. (11.8)—(11.11),

iz " +—2”0v iz +—0 1 — r1p0)
2|11 = 110 1 = 110 1 — 110/
! 0Ty, O S0 + 02 !
210 2 i 2 2
i 1°< Sio+o2) T Zyete2 ¢ T

Therefore, letting X1y increase to infinity, we have py;; = y; and Xy = %2 + 0,72.
This is equivalent to treating y; as fixed and assuming w; ~ N(y1, 02). In the lit-
erature, this approach to initializing the Kalman filter is called diffuse initialization
because a very large 1o means one is uncertain about the initial condition.

Next, turn to the effect of diffuse initialization on state smoothing. It is obvious
that based on the results of Kalman filtering, state smoothing is not affected by
the diffuse initialization for r = 7', ..., 2. Thus, we focus on w; given Fy. From
Eq. (11.18) and the definition of L; = 1 — K| = V; o2,

Mur = 110 + 21090

it [;U+<1_A>q}
10 110 21|0+062 ! 21|0+082 !

210

W(Ul + 032611)-

= W10 +
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Letting X190 — 00, we have i r = o + vi + qul =y + aequ. Furthermore,
from Eq. (11.21) and using Vi = X0 + 062, we have

2
S = S0 — 52 | =4 (1= =20y
T 1o 100 %10 + 02 1o + 02 :
b T 2
— %o <1 - 7') - (1 - 7') 52 M,
Zio+o; 10 + 0,

2
2110 210
(I Ve (22 Yot
E”()—I-O’e 21\0+Ue

Thus, letting %9 — 00, we obtain Ty7 = 02> — oM.

Based on the prior discussion, we suggest using diffuse initialization when little
is known about the initial value p;. However, it might be hard to justify the use
of a random variable with infinite variance in real applications. If necessary, one
can treat p; as an additional parameter of the state-space model and estimate it
jointly with other parameters. This latter approach is closely related to the exact

maximum likelihood estimation of Chapters 2 and 8.

11.1.7 Estimation

In this subsection, we consider the estimation of o, and o, of the local trend
model in Egs. (11.1) and (11.2). Based on properties of forecast errors discussed
in Section 11.1.3, the Kalman filter provides an efficient way to evaluate the likeli-
hood function of the data for estimation. Specifically, the likelihood function under
normality is

T
P(YL R )’T|Ge, Gn) = P(yl |Ge, Gn) H(leFf—lv Oe, Uﬂ)
t=2
T
= p(iloe. o) [ [l Fi1. 0e. o).
t=2

where y; ~ N(uij0, V1) and v; = (yr — pe—1) ~ N (0, V;). Consequently, assum-
ing w0 and Xqj9 are known, and taking the logarithms, we have

T 2
In[L (o, 0y))] = —g In(27) — %Z (ln(V,) + l;/-’) , (11.23)

t=1

which involves v, and V;. Therefore, the log likelihood function, including cases
with missing values, can be evaluated recursively via the Kalman filter. Many soft-
ware packages perform state-space model estimation via a Kalman filter algorithm
such as Matlab, RATS, and S-Plus. In this chapter, we use the SsfPack program
developed by Koopman, Shephard, and Doornik (1999) and available in S-Plus and
OX. Both SsfPack and OX are free and can be downloaded from their Web sites.
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Table 11.1. State-Space Form and
Notation in S-Plus

State-Space Parameter S-Plus Name
) mDelta

P mPhi

Q mOmega

X mSigma

Table 11.2. Some Commands of SsfPack Package

Command Function

SsfFit Maximum likelihood estimation
ChecksSsf Create ' *Ssf’’ object in S-Plus
KalmanFil Perform Kalman filtering

KalmanSmo Perform state smoothing
SsfMomentEst with task ' *STFIL’’ Compute filtered state and variance
SsfMomentEst with task * *STSMO"’ ’ Compute smoothed state and variance
SsfCondDens with task * *STSMO’ ’ Compute smoothed state without variance

11.1.8 S-Plus Commands Used

We provide here the SsfPack commands used to perform analysis of the daily
realized volatility of Alcoa stock returns. Only brief explanations are given. For
further details of the commands used, see Durbin and Koopman (2001, Section 6.6).
S-Plus uses specific notation to specify a state-space model; see Table 11.1. The
notation must be followed closely. In Table 11.2, we give some commands and
their functions.

In our analysis, we first perform maximum likelihood estimation of the state-
space model in Eqs. (11.1) and (11.2) to obtain estimates of o, and o,,. The initial
values used are X9 = —1 and w10 = 0, where “—1” signifies diffuse initialization,
that is, X|o is very large. We then treat the fitted model as given to perform Kalman
filtering and state smoothing.

SsfPack and S-Plus Commands for State-Space Model

> da = matrix(scan(file='aa-rv-0304.txt’),2) % load data
>y = log(dall,]1) % log(RV)

\¢

> ltm.start=c(3,1) % Initial parameter values

> Pl = -1 % Initialization of Kalman filter

>al =0

> ltm.m=function (parm) { % Specify a function for the
+ sigma.eta=parm[1] % local trend model.

+ sigma.e=parm([2]
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+ ssf.m=1list (mPhi=as.matrix(c(1,1)),

+ mOmega=diag(c(sigma.eta™2,sigma.e”2)),

+ mSigma=as.matrix(c(P1l,al)))

+ CheckSsf (ssf.m)

+ }

% perform estimation

> ltm.mle=SsfFit (ltm.start,y,"ltm.m", lower=c(0,0),
+ upper=c(100,100))

> ltm.mleSparameters

[1] 0.07350827 0.48026284

> sigma.eta=ltm.mle$Sparameter [1]

> sigma.eta

[1] 0.07350827

> sigma.e=ltm.mleSparameters[2]

> sigma.e

[1] 0.4802628

% Specify a state-space model in S-Plus.

> gsf.ltm.list=1ist (mPhi=as.matrix(c(1,1)),
+ mOmega=diag(c(sigma.eta”™2,sigma.e”2)),
+ mSigma=as.matrix(c(Pl,al)))
% check validity of the specified model.
> ssf.ltm=CheckSsf (ssf.ltm.list)
> ssf.ltm
SmPhi :
[,1]
[1,1] 1
[2,1] 1
SmOmega :

[,1] [,2]

[1,] 0.0054035 0.0000000
[2,] 0.0000000 0.2306524
SmSigma:

[,1]
[1,1 -1
[2,] 0
SmDelta:

[,1]
[1,1] 0
[2,]1 0
SmJPhi :
[1] O
SmJOmega :
[11 0
SmJdDelta:
[1] O
SmX :
[1] O
ScT:
[11 0
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ScX:

[1] O

ScyY:

[1] 1

ScSt:

[1] 1

attr(, "class"):
[1] "ssf™"

°
)

Apply Kalman filter

> KalmanFil.ltm=KalmanFil (y,ssf.ltm, task="STFIL")

>

names (KalmanFil.ltm)

507

[1] "mOut" "innov" "std.innov" "mGain" "loglike"
[6] "loglike.conc" "dVar" '"mEst" "mOffP" "task"
[11] "erx" "call"

v + v v + Vv Vv

o\°

\%

>

°

par (mfcol=c(2,1)) %

Obtain plot

plot (1:340,KalmanFil.ltmSmEst[,1],xlab="day’,

ylab='"filtered state’,

type="1")

title (main=' (a) Filtered state wvariable’)
plot (1:340,KalmanFil.ltmSmOut [,1],xlab="day’,

yvlab='v(t)’, type="1")

title (main=' (b) Prediction error’)
Obtain residuals and their variances
KalmanSmo.ltm=KalmanSmo (KalmanFil.ltm,ssf.ltm)

names (KalmanSmo.ltm)

[1] "state.residuals"
[4] "response.variance"
[7] "call"

o
s

Next, filtered states

"response.residuals" "state.variance"

"aux.residuals" "scores"

> FiledEst.ltm=SsfMomentEst (y,ssf.ltm, task="STFIL")

>

names (FiledEst.ltm)

[1] "state.moment"
[4] "response.variance"

°
)

Smoothed states

"state.variance" '"response.moment"

"task"

> SmoedEst.ltm=SsfMomentEst (y,ssf.ltm, task="STSMO")

>

names (SmoedEst .ltm)

[1] "state.moment"
[4] "response.variance"

°
s

V V.V V + VvV VvV + V + V

"state.variance" '"response.moment"

"task"

Obtain plots of filtered and smoothed states with 95%
up=FiledEst.ltm$state.moment +

2*sgrt (FiledEst.ltm$state.variance)
lw=FiledEst.ltm$state.moment -

2*ggrt (FiledEst.ltm$Sstate.variance)

par (mfcol=c(1,1))

C.I.

plot(1:340,FiledEst.ltm$state.moment, type='1’,xlab="day’,
ylab='value’,ylim=c(-0.1,2.5))

lines (1:340,up,lty=2)
lines(1:340,1w, lty=2)

title (main='Filed state variable’)
up=SmoedEst.ltm$state.moment +
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+ 2*gsgrt (SmoedEst.ltm$state.variance)

> lw=SmoedEst.ltmSstate.moment -

+ 2*ggrt (SmoedEst.ltm$Sstate.variance)

> plot (1:340,SmoedEst.ltmSstate.moment, type='1',xlab="day’,
+ vylab='value’,ylim=c(-0.1,2.5))

> lines(1:340,up,lty=2)

> lines(1:340,1w,1lty=2)

> title(main='Smoothed state variable’)

% Model checking

> resi=KalmanFil.ltm$mOut [, 1] *sqgrt (KalmanFil.ltmSmOut[,3])
> archTest (resi)

> autocorTest (resi)

For the daily realized volatility of Alcoa stock returns, the fitted local trend
model is adequate based on residual analysis. Specifically, given the parameter
estimates, we use the Kalman filter to obtain the 1-step ahead forecast error
v; and its variance V;. We then compute the standardized forecast error v, =
v,/+/V; and check the serial correlations and ARCH effects of {7,}. We found that
Q(25) =23.37(0.56) for the standardized forecast errors and the LM test statis-
tic for ARCH effect is 18.48(0.82) for 25 lags, where the number in parentheses
denotes p-value.

11.2 LINEAR STATE-SPACE MODELS

We now consider the general state-space model. Many dynamic time series models
in economics and finance can be represented in state-space form. Examples include
the ARIMA models, dynamic linear models with unobserved components, time-
varying regression models, and stochastic volatility models. A general Gaussian
linear state-space model assumes the form

Siy1 =d; + Tise + Rey,, (11.24)
Yo =¢+Zs + e, (11.25)
where s; = (s, - .., Sm)" is an m-dimensional state vector, y, = (yi;, ..., Vi) is a

k-dimensional observation vector, d; and ¢; are m- and k-dimensional deterministic
vectors, T';, and Z, are m x m and k x m coefficient matrices, R, is an m X n matrix
often consisting of a subset of columns of the m x m identity matrix, and {5,} and
{e,} are n- and k-dimensional Gaussian white noise series such that

n, ~N@©,Q), e ~N(@, H,),

where Q, and H, are positive-definite matrices. We assume that {e;} and {,} are
independent, but this condition can be relaxed if necessary. The initial state s is
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N(pij0; Z1j0), where o and Xy are given, and is independent of e; and 7, for
t>0.

Equation (11.25) is the measurement or observation equation that relates the
vector of observations y, to the state vector s;, the explanatory variable ¢;, and
the measurement error e;. Equation (11.24) is the state or transition equation that
describes a first-order Markov chain to govern the state transition with innovation
;. The matrices T;, R;, Q,, Z;, and H, are known and referred to as system
matrices. These matrices are often sparse, and they can be functions of some
parameters @, which can be estimated by the maximum likelihood method.

The state-space model in Eqgs. (11.24) and (11.25) can be rewritten in a compact
form as

[sf“ } =8, +®,5, +u, (11.26)

i

812[‘5_;]’ Qt:[gjils utz[Ret:]t}v

and {u,} is a sequence of Gaussian white noises with mean zero and covariance
matrix

where

_ | ROR, O
@, = Cov(u,) = |: 0 H, |
The case of diffuse initialization is achieved by using

Yo =2y +AX,

where X, and X, are m x m symmetric positive-definite matrices and A is a large
real number, which can approach infinity. In S-Plus and SsfPack, the notation

IL”O :|(m+1)><m

is used; see the notation in Table 11.1.
In many applications, the system matrices are time-invariant. However, these
matrices can be time-varying, making the state-space model flexible.

11.3 MODEL TRANSFORMATION

To appreciate the flexibility of the state-space model, we rewrite some well-known
econometric and financial models in state-space form.
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11.3.1 CAPM with Time-Varying Coefficients
First, consider the capital asset pricing model (CAPM) with time-varying intercept
and slope. The model is
rtzat+,31rM,t+€z, et"‘N(Oaaez),
a1 =ar+n, 0~ N, 0‘,,2), (11.27)

ﬂt+1 = ﬁt +6t7 € ™~ N(07 03)’

where r; is the excess return of an asset, ry; is the excess return of the market,
and the innovations {e;, 1;, €;} are mutually independent. This CAPM allows for
time-varying « and S that evolve as a random walk over time. We can easily

rewrite the model as
Q1 | 10 oy + N
ﬂt+l 01 Br € |’

o
ry = [1»”M,t]|: ! i| + e;.

t

Thus, the time-varying CAPM is a special case of the state-space model with s, =
(ar, B, Ty = R, = I, the 2 x 2 identity matrix, d, =0, ¢, =0, Z; = (1, rpr),
H, = 062, and 0, = diag{onz, 03}. Furthermore, in the form of Eq. (11.26), we
have §; =0, u; = (n;, €, ¢;)’,

10 o 00
=01 |, =] 0 020
1 rary 0 0 o?

SsfPack/S-Plus Specification of Time-Varying Models

For the CAPM in Eq. (11.27), ®, contains ry ., which is time-varying. Some
special input is required to specify such a model in SsfPack. Basically, it requires
two additional variables: (a) a data matrix X that stores Z, and (b) an index matrix
for @, that identifies Z; from the data matrix. The notation for index matrices of
the state-space model in Eq. (11.26) is given in Table 11.3. Note that the matrix
J » must have the same dimension as ®,. The elements of J¢ are all set to “—1”
except the elements for which the corresponding elements of ®, are time-varying.
The non-negative index value of J¢ indicates the column of the data matrix X,
which contains the time-varying values.
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Table 11.3. Notation and Name Used in SsfPack/S-Plus for
Time-Varying State-Space Model

Index Matrix

Name Used in SsfPack/S-Plus

Js
Jo
Jo

mJDelta
mJPhi
mJOmega

Time-Varying Data Matrix

Name Used in SsfPack/S-Plus

X

mX

To illustrate, consider the monthly simple excess returns of General Motors
stock from January 1990 to December 2003 used in Chapter 9. The monthly simple
excess return of the S&P 500 composite index is used as the market return. The

specification of a time-varying CAPM requires values of the variances o

2

o o2, and

o2. Suppose that (09, Oc, 0.) = (0.02,0.04, 0.1). The state-space specification for
the CAPM under SsfPack/S-Plus is given below:

X.mtx=cbind (1, sp)
Phi.t rbind(diag
Sigma=-Phi.t
sigma.eta=.02
sigma.ep=.04
sigma.e=.1

Here ‘sp’
), rep(0,2)

(2

o
<

JPhi matrix(-1,3,2)
JPhi[3,1]1=1
JPhi[3,2]=2
ssf.tv.capm=1list (mPhi=Phi.t,
mOmega=0mega,

mJPhi=JPhi,

mSigma=Sigma,

mX=X.mtx)

ssf.tv.capm

SmPhi :

Create

v + + + + V V V V V V V V V V V

[,21 [,3]
4e-04 0.0000 0.00
[2,] 0e+00 0.0016 0.00
[3,] 0e+00 0.0000 0.01
SmJPhi:

[,1]

[1,]

[,2]

is the market excess returns.

)

Omega=diag(c(sigma.eta”™2,sigma.ep”™2,sigma.e”2))

a 3-by-2 matrix of -1.



512 STATE-SPACE MODELS AND KALMAN FILTER

[1,] -1 -1
[2,] -1 -1
[3,] 1 2
SmSigma:

[,11 [,2]
[1,] -1 0
[2,] 0 -1
[3,] 0 0
SmX:
numeric matrix: 168 rows, 2 columns.

sp

[1,] 1 -0.075187

[168,] 1 0.05002

11.3.2 ARMA Models
Consider a zero-mean ARMA(p, q) process y; of Chapter 2,

¢(B)y, =0(B)a,, a,~ N(0,07), (11.28)

where ¢(B) =1 — f’zl ¢;B and 6(B) =1 — Z?zl Gij, and p and ¢ are non-
negative integers. There are many ways to transform such an ARMA model into
a state-space form. We discuss three methods available in the literature. Let m =
max(p, g + 1) and rewrite the ARMA model in Eq. (11.28) as

m m—1
V=Y bivieita— Y Oa. (11.29)
i=1 =1

where ¢; = 0fori > p and 0; = 0 for j > ¢. In particular, 6,, = 0 because m > ¢.

Akaike’s Approach

Akaike (1975) defines the state vector s; as the minimum collection of variables
that contains all the information needed to produce forecasts at the forecast origin
t. It turns out that, for the ARMA process in Eq. (11.28) with m = max(p, ¢ + 1),
St = Otles Ye1jes - - s Yeam—11)'s Where yrijp = E(yr4|F;) is the conditional
expectation of y,;; given F; = {y1, ..., y}. Since y;; = y;, the first element of s,
is y;. Thus, the observation equation is

Y = Zsq, (11.30)

where Z = (1,0, ...,0)1x,. We derive the transition equation in several steps.
First, from the definition,

S11 = Yerl = Yoty + Vet — Vo)) = S2 + a1, (11.31)



MODEL TRANSFORMATION 513

where s;, is the ith element of §,. Next, consider the MA representation of ARMA
models given in Chapter 2. That is,

o0
Ye=a+y¥ia-1 +Yna o+ = Z Via—i,
i=0
where /o = 1 and other 1/-weights can be obtained by equating coefficients of B’
in 1+ Z?il V;B' = 0(B)/¢(B). In particular, we have

Y1 = ¢ — 01,
Yo =1y + ¢2 — 02,

Y1 =O1¥m—o2+2V¥m3+ -+ Pm2¥1 + Pt — Oy

m—1
= Z(bi’ﬁm—l—i = On—1. (11.32)
i=l

Using the MA representation, we have, for j > 0,

o0
Yerji = EQiyj1Fi) = E (Z wia,ﬂ-_im)

i=0
=vja + Y141+ V20, 2+ -

and

Vitjlii+l = EQrjl Frp) = ¥j—1ap1 + jar + a1 + - -

= V1041 + Vet jii-

Thus, for j > 0, we have

Vejlt+1 = Yejie + ¥j—1@r41- (11.33)

This result is referred to as the forecast updating formula of ARMA models. It
provides a simple way to update the forecast from origin ¢ to origin ¢ + 1 when
vr+1 becomes available. The new information of y,; is contained in the innovation
a;+1, and the time-7 forecast is revised based on this new information with weight
¥ ;—1 to compute the time-(7 + 1) forecast.

Finally, from Eq. (11.29) and using E(a;4 | Fi41) =0 for j > 1, we have

m
Veml+1 = Z¢th+m4|t+l — On—1a141.
i=1
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Taking Eq. (11.33), the prior equation becomes

m—1

Yt4mlt+1 = Z ¢l (yt+m it + wm i— latJrl) + lﬂm}’m — Um—10r4+1

Ms

¢yt+m l\t+ (Z‘leﬂm 1—i — m l) a1

i=1 i=1

Il
.M§

OiVitm—it + Ym—1a41, (11.34)
1

where the last equality uses Eq. (11.32). Combining Eqgs. (11.31), (11.33) for j =
2,...,m—1, and (11.34) together, we have

Vit 0 1 0 -0 Yt 1
Ye42t+1 0 0 1 0 Y1)t Y1
=] : R o B PO
Yetm—1|t+1 0 0 0 -1 Ye+m—2|t 1ﬁm—Z
Yetm|t+1 ¢m ¢m—l ¢m—2 . ¢1 Ye+m—1|t 1ﬁm—l
(11.35)
Thus, the transition equation of Akaike’s approach is
sci1=Tsi+ R, n ~ N0, 0,), (11.36)

where 1, = a,4+1, and T and R are the coefficient matrices in Eq. (11.35).

Harvey’s Approach

Harvey (1993, Section 4.4) provides a state-space form with an m-dimensional
state vector §,, the first element of which is y,, that is, s;; = y;. The other elements
of s, are obtained recursively. From the ARMA(m, m — 1) model, we have

m m—1
Vvt = P1yr + Z¢iyt+1—i - 29jaz+1—j + a1
i=2 j=1
= ¢151; + 5% + 14
where so; = Y 7 GiViqp1—i — Z'}:]l Ojary1—j, N = a1, and as defined earlier

s1; = y;. Focusing on s, 41, we have

m m—1
201 =Y GiYirai— Y 0jaia
i=2 j=1

m—1

m
=¢oyi+ Y Givieai— Y Ojaraj—bOhai

i—3 j=2

= ¢os1: + 53¢ + (=010,
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1 . .
where 53, = Y it 5 diVito—i — ZT:z 0ar+>—j. Next, considering 53,41, we have

m m—1
83,141 = Z¢iYI+3—i - Z Ojaii3—j
i=3 =2

m m—1
= ¢y + Y Givieai — 2 Ojaaj + (—0)a
i=4 j=3
= @351 + s4 + (—02)11,
where s4 = Y i Pivis3—i — Z'}:; 0;a;43— ;. Repeating the procedure, we have
Smt = Zlm:m ¢iyt+m717i - Z;nz_nll—l ejaH»mflfj = ¢mytfl - emflat- Finally’

Sm,t+1 = ¢'nyt — Um—1as+1
= ¢Inslt + (—9;7171)7%-

Putting the prior equations together, we have a state-space form

siv1=Ts; + Rn;, 0~ N0, 0)), (11.37)
Y = Zsq, (11.38)
where the system matrices are time-invariant defined as Z = (1,0, ..., 0)1xm,
¢ 10---0 |
¢ 01 0 g,
T == E E ) R = . ’
1 00 -1 )
¢m 00 ---0 m—1

and d;, ¢;, and H, are all zero. The model in Egs. (11.37) and (11.38) has no
measurement errors. It has an advantage that the AR and MA coefficients are
directly used in the system matrices.

Aoki’s Approach
Aoki (1987, Chapter 4) discusses several ways to convert an ARMA model into a
state-space form. First, consider the MA model, that is, y; = 6(B)a,. In this case,

we can simply define s; = (a,—g, dr—q42, . . ., a,—1)" and obtain the state-space form
Ar—g+1 010---0 ai—g 0
ai—q+2 001 0 at—g+1 0
L= : Lo e
ay_—1 000 1 a9 0
a; 000 ---0 ar_q 1
Vi = (=04, =041, ..., —01)s; +a;, (11.39)

Note that, in this particular case, a, appears in both state and measurement equations.
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Next, consider the AR model, that is, ¢ (B)z; = a;. Aoki (1987) introduces two

methods. The first method is a straightforward one by defining s; = (z/—p41, .. ., )
to obtain
Zr—p+2 0 1 0 0 Zt—p+1 0
Z—p+3 0 0 1 0 Z—p42 0
: = + | | a1,

Zt+2 O 0 0 1 Zr+1 0
r+1 ¢p ¢p—l ¢p—2 )| it 1

3 = (07 0""’07 1)st‘ (1140)

The second method defines the state vector in the same way as the first method
except that @, is removed from the last element; that is, s, = z;, —a, if p =1 and

S = (Z—pt1, -+ 2—1, 2 — a;)" if p > 1. Simple algebra shows that
lt—p+2 0 1 0 0 t—p+1 0
Zt—p+3 0 0 1 0 Lt—p+2 0
: = : : Lo e
2 0 0 0 1 Zi—1 1
Zpl — ey bp Pp—1 Pp—2 - P i —a o1
z; =(0,0,...,0, )s; + a;. (11.41)

Again, a, appears in both transition and measurement equations.
Turn to the ARMA(p, ¢) model ¢(B)y; = 0(B)a,. For simplicity, we assume
q < p and introduce an auxiliary variable z;, = [1/¢(B)]a,. Then, we have

¢(B)zr =a;, yr =0(B)z.

Since z; is an AR(p) model, we can use the transition equation in Eq. (11.40)
or Eq. (11.41). If Eq. (11.40) is used, we can use y, = 6(B)z; to construct the
measurement equation as

yf = (_8[7—17 _ep—27 ceey _917 l)sty (11.42)

where it is understood that p > ¢ and 6; =0 for j > g. On the other hand,
if Eq. (11.41) is used as the transition equation, we construct the measurement
equation as

Vi = (“Opt, —Op2. ... =61, Ds, + ar. (11.43)

In summary, there are many state-space representations for an ARMA model.
Each representation has its pros and cons. For estimation and forecasting purposes,
one can choose any one of those representations. On the other hand, for a time-
invariant coefficient state-space model in Egs. (11.24) and (11.25), one can use the
Cayley—Hamilton theorem to show that the observation y, follows an ARMA((m, m)
model, where m is the dimension of the state vector.
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SsfPack Command
In SsfPack/S-Plus, a command GetSsfArma can be used to transform an ARMA

model into a state-space form. Harvey’s approach is used. To illustrate, consider
the AR(1) model

v, =0.6y_1 +a;, a ~ N(0,0.4%).
The state-space form of the model is

> gsf.arl = GetSsfArma(ar=0.6,sigma=0.4)
> ssf.arl

SmPhi :

[,1]
[1,] ©0.6
[2,] 1.0
SmOmega :

[,11 [,2]
[1,] 0.16 0
[2,] 0.00 0
SmSigma:

[,1]
[1,] 0.25
[2,] 0.00

Since the AR(1) model is stationary, the program uses X = Var(y,) = (0.4)%/
(1 —0.6%) =0.25 and K10 = 0. These values appear in the matrix mSigma.
As a second example, consider the ARMA(2,1) model

v =12y,1 —0.35y;,—» +a;, — 0.25a,_;, a; ~ N(O, 1.12).
The state-space form of the model is

> arma2l.m = list(ar=c(1.2,-0.35),ma=c(-0.25),sigma=1.1)
> ssf.arma2l= GetSsfArma (model=arma2l.m)
> gsf.arma2l

SmPhi :

[,11 [,2]
[1,] 1.20 1
[2,] -0.35 0
[3,] 1.00 0
SmOmega :

[,1] [,21 [,3]

[1,] 1.2100 -0.302500 0
[2,] -0.3025 0.075625 0
[3,] 0.0000 0.000000 0

SmSigma:
[,1] [,21]
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[1,] 4.060709 -1.4874057
[2,] -1.487406 0.5730618
[3,] 0.000000 0.0000000

As expected, the output shows that

121
T:[—oss 0] z=@10,

and mPhi and mOmega follow the format of Eq. (11.26), and the covariance matrix
of (y;, y,—1)" is used in mSigma. Note that in SsfPack, the MA polynomial of
an ARMA model assumes the form 6(B) =14 6,8 + --- 4 6,B?, not the form
6(B)=1—-6iB—---—6,B7 commonly used in the literature.

11.3.3 Linear Regression Model

Multiple linear regression models can also be represented in state-space form.
Consider the model

yvi=xB4e. e ~NO ),

where x, is a p-dimensional explanatory variable and § is a p-dimensional param-
eter vector. Let s, = B for all 7. Then the model can be written as

[S’+1}=[11,’]s,+[01’] (11.44)
Vi xt €t
Thus, the system matrices are T, =1,, Z; =x,, d; =0, ¢, =0, H; =0, and

Q, = o2. Since the state vector is fixed, a diffuse initialization should be used.
One can extend the regression model so that 3, is random, say,

ﬂH—] zﬁt+Rlnt7 Nt NN(Os 1)1
and R, = (oy, ..., ap)/ with o; > 0. If 0; = 0, then §; is time-invariant.
SsfPack Command
In SsfPack, the command GetSsfReg creates a state-space form for the multiple

linear regression model. The command has an input argument that contains the data
matrix of explanatory variables. To illustrate, consider the simple market model

re=pPo+Pirms+e, t=1,...,168,

where r; is the return of an asset and ry, is the market return, for example, the
S&P 500 composite index return. The state-space form can be obtained as
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> ssf.reg=GetSsfReg(cbind(1l,sp)) % ‘sp’ is market return.
> ssf.reg
SmPhi :

[,11 [,21]
[1,1 1 0
[2,] 0 1
[3,1] 0 0
SmOmega :

[,11 [,2] [,3]
[1,] 0 0 0
[2,1 0 0 0
[3,1 0 0 1
SmSigma:

[,11 [,2]
[1,] -1 0
[2,1 0 -1
[3,] 0 0
SmJPhi :

[,11 [,21
[1,] -1 -1
[2,] -1 -1
[3,1 1 2
SmX :
numeric matrix: 168 rows, 2 columns.

Sp

[1,] 1 -0.075187

[168,] 1 0.05002

11.3.4 Linear Regression Models with ARMA Errors
Consider the regression model with ARMA(p, ¢q) errors,

y=xB+z, ¢B)z=0(Ba, (11.45)

where a, ~ N (0, aaz) and x, is a k-dimensional vector of explanatory variables.
A special case of this model is the nonzero mean ARMA(p, ¢) model in which
x; =1 for all  and B becomes a scalar parameter. Let s, be a state vector for the
z; series, for example, that defined in Eq. (11.37). We can define a state vector s
for y; as

§F = [;ﬂ (11.46)

where 8, = B for all t. Then, a state-space form for y; is

siy =T"sf + R, (11.47)
i =Z;s] (11.48)

ot
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where Z; = (1,0, ...,0, X)) 1x(m+k), m = max(p, g + 1), and

. [T o . [R
T—[OIk’R—O’

where T and R are defined in Eq. (11.37). In a compact form, we have the state-

space model
s;q _ T * R*m
e =L )
SsfPack Command

SsfPack uses the command GetSsfRegArma to construct a state-space form for
linear regression models with ARMA errors. The arguments of the command can
be found using the command args (GetSsfRegArma). They consist of a data
matrix for the explanatory variables and ARMA model specification. To illustrate,
consider the model

ye=PBo+Bixi+z, t=1,...,168,
7 =1271 035z +a, —0.25a,_1, a; ~ N(0,0?).

We use the notation X to denote the 7" x 2 matrix of regressors (1, x;). A state-space
form for the prior model can be obtained as

> ssf.reg.arma2l=GetSsfRegArma (X,ar=c(1.2,-0.35),
+ ma=c(-0.25))
> ssf.reg.arma2l

SmPhi :

[,11 [,2]1 [,3]1 [,4]
[1,1 1.20 1 0 0
[2,] -0.35 0 0 0
[3,] 0.00 0 1 0
[4,1] 0.00 0 0 1
[5,1 1.00 0 0 0
SmOmega :

[,1] [,21 [,31 [,4]1 [,5]
[1,] 1.00 -0.2500 0 0 0
[2,] -0.25 0.0625 0 0 0
[3,] 0.00 0.0000 0 0 0
[4,1] 0.00 0.0000 0 0 0
[5,] 0.00 0.0000 0 0 0
SmSigma:

[,1] [,21 [,31 [,4]

[1,] 3.35595 -1.229260
[2,] -1.22926 0.473604 0 0
[3,1] 0.00000 0.000000 -1 0

[4,] 0.00000 0.000000 0 -1



MODEL TRANSFORMATION 521

[5,] 0.00000 0.000000 0 0
SmJPhi :
[,11 [,21 [,31 [,4]
[1,] -1 -1 -1 -1
[2,] -1 -1 -1 -1
3,1 -1 -1 -1 -1
[4,] -1 -1 -1 -1
[5,] -1 -1 1 2
SmX:
numeric matrix: 168 rows, 2 columns.
xt

[1,] 1 0.4993

[168,] 1 0.7561

11.3.5 Scalar Unobserved Component Model

The basic univariate unobserved component model, or the structural time series
model (STSM), assumes the form

Vi =W+ Vi + @+ e, (11.49)

where u;, y;, and @, represent the unobserved frend, seasonal, and cycle compo-
nents, respectively, and ¢, is the unobserved irregular component. In the literature,
a nonstationary (possibly double-unit-root) model is commonly used for the trend
component:

Mer1 = g+ Br+1:, 00~ N(O, 03),

(11.50)
Bi=Bi-1+¢s, < ~NQ, ng),
where p; ~ N(0,&) and B; ~ N(0, &) with & a large real number, for example,
£ = 108. See, for instance, Kitagawa and Gersch (1996). If oc =0, then y, fol-
lows a random walk with drift g;. If oo =0, =0, then u, represents a linear
deterministic trend.
The seasonal component y; assumes the form

(1+B+---+B Yy, =w, o ~NQO,0>), (11.51)

where s is the number of seasons in a year, that is, the period of the seasonal-
ity. If o, = 0, then the seasonal pattern is deterministic. The cycle component is
postulated as

Dyl | _ cos(ry) sin(Xre) @, &
|: oA ] =9 [ —sin(ic) cos(Ac) } [ w ] T |:g;" ] g (11.52)
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Table 11.4. Arguments of the Command
GetSsfStsm in SsfPack/S-Plus

Argument STSM Parameter
irregular O,

level oy

slope o
seasonalDummy O, §
seasonalTrig Oy S
seasonalHS Oy, S
Cycle0 Oes he, 8
Cycle9 Oes he, 8

where

] (5] o)

@y~ N(0,02), @i~ N(0,02), and Cov(wy, @) =0, § € (0,1] is called a
damping factor, and the frequency of the cycle is A, = 27 /q with ¢ being the
period. If 6 = 1, then the cycle becomes a deterministic sine—cosine wave.

SsfPack/S-Plus Command

The command GetSsfStsm constructs a state-space form for the structural time
series model. It allows for 10 cycle components; see the output of the command
args (GetSsfStsm). Table 11.4 provides a summary of the arguments and their
corresponding symbols of the model. To illustrate, consider the local trend model
in Egs. (11.1) and (11.2) with o, = 0.4 and o, = 0.2. This is a special case of the
scalar unobserved component model. One can obtain a state-space form as

> ssf.stsm=GetSsfStsm(irregular=0.4,level=0.2)
> ssf.stsm

SmPhi :
[,1]
(1,1 1
[2,] 1
SmOmega :
[,11 [,2]

[1,] 0.04 0.00
[2,] 0.00 0.16
SmSigma:

[,1]
[1,1 -1
[2,] 0
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114 KALMAN FILTER AND SMOOTHING

In this section, we study the Kalman filter and various smoothing methods for
the general state-space model in Eqgs. (11.24) and (11.25). The derivation follows
closely the steps taken in Section 11.1. For readers interested in applications, this
section can be skipped at the first read. A good reference for this section is Durbin
and Koopman (2001, Chapter 4).

11.4.1 Kalman Filter

Recall that the aim of the Kalman filter is to obtain recursively the conditional
distribution of s, given the data F; = {y;,..., y,} and the model. Since the
conditional distribution involved is normal, it suffices to study the conditional mean
and covariance matrix. Let s;; and X ;; be the conditional mean and covariance
matrix of s; given Fj, thatis, s;|F; ~ N(s;, X ;). From Eq. (11.24),

Sy = Ed; +Tisi + R | Fy) =di + Tisyys, (11.53)

Zt""llt = Var(Tts, + Rt”t|FI) = T[Z[‘IT; + R[ QIR;‘ (11.54)

Similarly to that of Section 11.1, let y,,_; be the conditional mean of y, given
F;_;. From Eq. (11.25),

Yiji—1 =€ + Z;:Stji—1.
Let
Vi =Yt = Yiji—1 =Vt — (cr + Z;S11—1) = Z,(S; — Sqy—1) + ey, (11.55)

be the l-step ahead forecast error of y, given F,_j. It is easy to see that
(@) E(v¢|F;—1) = 0; (b) v, is independent of F,_;, that is, Cov(v,, y;) =0 for
1 < j < t;and (c) {v,} is a sequence of independent normal random vectors. Also,
let V, = Var(v,|F,—1) = Var(v,) be the covariance matrix of the 1-step ahead fore-
cast error. From Eq. (11.55), we have

V, = Var[Z,(s; — st|t71) +e]= thth‘le; +H,. (11.56)
Since F; = {F,_1, y,} = {F;—1, v}, we can apply Theorem 11.1 to obtain
Stir = E(s/|F;) = E(s¢|F;i—1, v;)

= E(s;|Fi—1) + Cov(s, v,)[Var(v,)] v,
=s—1+ CV, vy, (11.57)

where C; = Cov(s,, v;|F,_1) given by

C = Cov(s;, v/ |Fi—1) = Covlss, Z; (5 — Se—1) + €[ Fr—1]
= Covls;, Z,(s; — st|t71)|Ft71] = Zt|tle;~
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Here we assume that V, is invertible, because H, is. Using Egs. (11.53) and
(11.57), we obtain

St =di + Tisy—1 + T.C, Vv, = d; + Tysi—1 + Ky, (11.58)
where
K,=T,C,V;'=T,2,,Z, V", (11.59)
which is the Kalman gain at time t. Applying Theorem 11.1(2), we have
X = Var(s;|F;—1)
= Var(s;|F;_1) — Cov(s;, v,)[Var(v,)]_lCov(st, v,)
=3, —CV'C
=% — X ZV 22 (11.60)
Plugging Eq. (11.60) into Eq. (11.54) and using Eq. (11.59), we obtain
Xy =T 2L, + R, Q,R), (11.61)
where
L, =T,-K;Z.

Putting the prior equations together, we obtain the celebrated Kalman filter for the
state-space model in Eqgs. (11.24) and (11.25). Given the starting values s1;o and
X 10, the Kalman filter algorithm is
Ve =Y —C — Ztst|t—ls
Vt = thtlt—IZ; + Ht,
K, =T.%,,1ZV ", (11.62)
L, =T,-K,Z,
St = d, + Ttst|t71 +K;v,,
z[+1|[:thth_lL;"'R[QlR;, = l,...,T.

If the filtered quantities s,; and X, are also of interest, then we modify the filter
to include the contemporaneous filtering equations in Egs. (11.57) and (11.60). The
resulting algorithm is

V=Y, — ¢ — ZiS1—1,

Ct = Zt|tle;a
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Vi=2,%,..Z,+H,=Z,C, + H,,
Siir = Siji—1 + C,Vt_lv,,
T =T — CV,C,
Siti =dp + Tisp,
Yoy =T2 T, + R, Q,R,.
Steady State
If the state-space model is time-invariant, that is, all system matrices are time-

invariant, then the matrices X;,_; converge to a constant matrix X,, which is a
solution of the matrix equation

2, =TT —TX,ZV'ZX,.T'+ RQR',

where V = ZX,Z' + H. The solution that is reached after convergence to X, is
referred to as the steady-state solution of the Kalman filter. Once the steady state is
reached, V,, K;, and X,y are all constant. This can lead to considerable saving
in computing time.

11.4.2 State Estimation Error and Forecast Error
Define the state prediction error as
Xt =8t — St|r—1-
From the definition, the covariance matrix of x, is Var(x;|F;_) = Var(s,|F,_|) =
¥;i—1. Following Section 11.1, we investigate properties of x,. First, from
Eq. (11.59),
v, =Z(s; — st|tfl) +e =2Zx +e.

Second, from Egs. (11.62) and (11.24), and the prior equation, we have

Xe+1 = Se41 — Se+1)e
=T.(s; — Stji—1) + Ry, — K04
=Tx,+ R, — K,(Z;x; +¢)
=Lx,+ Ry, — K,e;,

where, as before, L, = T, — K, Z,. Consequently, we obtain a state-space form for
v; as

v, =Z2Zx;+e, x1=DLx+ R — Ke, (11.63)

with x| = sy — sy forr=1,...,T.
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Finally, similar to the local trend model in Section 11.1, we can show that the
1-step ahead forecast errors {v;} are independent of each other and {v,, ..., v} is
independent of F;_.

11.4.3 State Smoothing

State smoothing focuses on the conditional distribution of s, given Fr. Notice that

(a) F;— and {v;, ..., v} are independent and (b) v, are serially independent. We
can apply Theorem 11.1 to the joint distribution of s, and {v,, ..., vy} given F,_;
and obtain

syr = E(s;|Fr) = E(s;|Fi—1,v,...,07)

T
= E(s/|F;—1) + ZCOV(s,, v;)[Var(v,)] v,
Jj=t
T
=sy-1+ »_ Covi(s;, v))V; v, (11.64)
=t

where the covariance matrices are conditional on F;_;. The covariance matrices
Cov(s;, v;) for j =t,..., T can by derived as follows. By Eq. (11.63),

Cov(s;, v;) = E(s;v)
=E[s/(Zjxj+ej)]= E(s,x’j)Z’<, j=t,...,T. (11.65)

Furthermore,

E(Stx;) = E[s;(s; — stlt—l)/] = Var(s;) = Ztlt—la
E(s;x;, ) = E[s;(Lix; + Rin, — K,e,)'] = X1 L],
E(six, ) =Xy L,L;,, (11.66)

E(S,x/T) = Z,‘,_lL; st L/T_l.
Plugging the prior two equations into Eq. (11.64), we have

/ —1
STIT =ST|T-1 + X7)71-1Z7V 1 V7,
/ —1 / / —1
stoyr =St-yr—2 +Xrr1Z7 Vo vr—1 + Xrr Ly Z7V vy,
ry7—1 I —1
sqr = Sti—1 + X1 L,V v+ X L Z Vv
Iy / / —1
+ -+ Zl‘\tflL[L[+1 cee LT*lZTVT vr,
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/

fort =T —2,T —3,...,1, where it is understood that L, - ~L/T_1 = 1I,, when
t = T. These smoothed state vectors can be expressed as

Sir = Sei—1 + Xi-14,_1, (11.67)
where q;_; = Z/TV;]vT, qr_, = Z},lv;l,lvr—l + L}71Z’TV;1vT, and
g1 =ZV v, + L;Z;+1Vz_+11”t+1 +e+ LiLy, - Ly ZpViter,

fort =T —2,T —3,...,1. The quantity ¢g,_; is a weighted sum of the 1-step
ahead forecast errors v; occurring after time ¢ — 1. From the definition in the prior
equation, g, can be computed recursively backward as

g1 =ZV v, +Lgq, t=T,..,1, (11.68)

with ¢ = 0. Putting the equations together, we have a backward recursion for the
smoothed state vectors as

g1 =ZV v, +Lq, sqir=squ-1+Zy1q,_, t=T,...,1, (11.69)

starting with ¢ = 0, where s,,_1, X;,_1, L;, and V, are available from the Kalman
filter. This algorithm is referred to as the fixed interval smoother in the literature;
see de Jong (1989) and the references therein.

Covariance Matrix of Smoothed State Vector

Next, we derive the covariance matrices of the smoothed state vectors. Applying
Theorem 11.1(4) to the conditional joint distribution of s, and {v,, ..., vy} given
F;_{, we have

T
Zir = -1 — Y _ Cov(s;, v;)[Var(v;)] ' [Cov(s,. v,)].

j=t
Using the covariance matrices in Egs. (11.65) and (11.66), we further obtain

Tir = Bt — T Z)V 2By — i L2,V 2 LB
— = %L ..L’T_IZ/TV}lZTLT_1 Ly X
= Zl\tfl - Zl\tflMtflzt\tfla

where

My = 2V 2,4 L2, V]

1+1 t+lzt+1Lt

+ 4 L Ly 2oV ZrLr - L.
Again, L} ---Ly_; = I,, whent = T. From its definition, the M,_; matrix satisfies

M, =ZV'Z,+ LML, t=T,.. .1, (11.70)
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with the starting value M7 = 0. Collecting the results, we obtain a backward
recursion to compute X7 as

M, | = Z;Vt_IZ,, +L;MtLt7 ZI\T = Zt\t—l - Zt\t—lMt—lzt\t—lv (11.71)

for t =T,...,1 with My = 0. Note that, like that of the local trend model in
Section 11.1, M, = Var(q,).
Combining the two backward recursions of smoothed state vectors, we have

41 =ZV; v+ Lig,,

SuT = Seji—1 + Loj—14, 1, (11.72)
M, =ZV'Z +L ML,

Sur = St — S My oy, t=T,....1,

with g =0 and M7y = 0.

Suppose that the state-space model in Egs. (11.24) and (11.25) is known. Appli-
cation of the Kalman filter and state smoothing can proceed in two steps. First, the
Kalman filter in Eq. (11.62) is used for r = 1, ..., T and the quantities v,,V,, K;,
S¢ji—1, and X;;_; are stored. Second, the state smoothing algorithm in Eq. (11.72)
is applied for t =7,7 — 1, ..., 1 to obtain s;;7 and X 7.

11.4.4 Disturbance Smoothing

Let e;r = E(e/|Fr) and 9,7 = E(n,|Fr) be the smoothed disturbances of the
observation and transition equation, respectively. These smoothed disturbances are
useful in many applications, for example, in model checking. In this subsection, we
study recursive algorithms to compute smoothed disturbances and their covariance
matrices. Again, applying Theorem 11.1 to the conditional joint distribution of e,
and {v,, ..., vr} given F;_;, we obtain

T
eiqr = E(e(|Fio1,vp,....vr) = ) E(ev))V; 'y, (11.73)
j=t
where E(e;|F;—1) = 0 is used. Using Eq. (11.63),
E(ev)) = E(e,x/j)Z/j + E(e,e/j).
Since E(e,x;) = 0, we have

H,, if j =1,

/Y —
E(ev;) = { E(ex')Z}, for j=1+1,...,T. (11.74)
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Using Eq. (11.63) repeatedly and the independence between {e,} and {5, }, we obtain

E(e,x;H) = _HtK;’
E(ex;,,) = —H.K,L;,,,

f= (11.75)
E(etx/T) = —H[K;L;H e 'L/T—l’

where it is understood that L; , --- L _; = I,, if t = T — 1. Based on Egs. (11.74)
and (11.75),

ey = H (Vv — K Z Vv = = KiLpy, - Ly 25 V7' or)
=H,(V;'v, —K}q,)
=H,0,, t=T,...,1, (11.76)

where ¢, is defined in Eq. (11.67) and o; = V,‘lv, — Kq,. We refer to o, as the
smoothing measurement error.
The smoothed disturbance 7,7 can be derived analogously and we have

T
nr =Y E@v)V;i'v;. (11.77)
j=t

The state-space form in Eq. (11.67) gives

QRZ. ,, ifj=t+1,

Y —
E(nvj) = { Emx)Z;, if j=1+2,....T,
where

E(”tx;+2) = QtR;L;H’
E(”tx;+3) = QIR;L;+1L;+2’

E(n,x7) = QtR;L;+1 oLy,
fort =1,...,T. Consequently, Eq. (11.77) implies
Nyr = QIR;(Z;—HVt_-i-l]vH‘l + L;+1Z;+2Vz_+12"f+2
IS L;+1 ...L’T_lva;lvT)
=Q,Rq, t=T,...,1, (11.78)

where ¢, is defined earlier in Eq. (11.68).
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Koopman (1993) uses the smoothed disturbance 7,7 to derive a new recursion
for computing s,;7. From the transition equation in Eq. (11.24),

Seryr =di + Tisqr + Renyr
Using Eq. (11.78), we have
St+1T =dt+Ttst|T+RtQ1R;qp t=1,...,T, (11.79)

where the initial value is s1;7 = s1)0 + X1j0g( With g obtained from the recursion
in Eq. (11.68).

Covariance Matrices of Smoothed Disturbances
The covariance matrix of the smoothed disturbance can also be obtained using
Theorem 11.1. Specifically,

Var(e,|Fr) = Var(e/|Fi—1, v, ..., v7)
T
—1 /
= Var(e,|F,—1) — ZCov(e,, vj)Vj [Cov(es, v))].
j=t

Note that Cov(e;, v;) = E(etv/j), which is given in Eq. (11.74). Thus, we have

Var(e;|Fr)=H, — H,(V;' +K,Z, .\ V;\Z,\. K,

+1
+ K;L;+1Z;+2V;+12Zz+2lzz+1Kz
+ A KLy Ly Zp V' ZrLr—y -+ Ly K)H,
=H,—-H(V'+K,MK)H,

= Ht _HtNth’

where N; = Vt_1 + KM, K,, where M, is given in Eq. (11.70). Similarly,

T
Var(y, | Fr) = Var(n,) — » _ Cov(y,, v,)V; ' [Cov(y,. v)] ™",
j=t

where Cov(y,,v;) = E (n,v/j), which is given before when we derived the formula
for n, 7. Consequently,

Var(,|Fr) = Q, — QR/(Z; V[ Zii + Ly Zy 5V L Zepo Lo
ot Ly L Zp Vi ZeLyp oy - LisDR, Q,
Qz - QtR;Mth Qt'
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In summary, the disturbance smoothing algorithm is as follows:

e = H,(Vl_lv, -Kq,),
Nyr = QtR;‘Ip
q,,=ZV;'v,+Lyg,. (11.80)
Var(e,|Fr) = H, — H,(V;' + K,M,K,)H,,
Var(n,|Fr) = Q, — Q,R;M,R, Q,,
M, =ZV'Z,+ LML, t=T,...,1,

where ¢ = 0 and M7 = 0.

11.5 MISSING VALUES

For the general state-space model in Eqgs. (11.24) and (11.25), we consider two
cases of missing values. First, suppose that similar to the local trend model in
Section 11.1 the observations y, att = ¢ + 1,..., £ + h are missing. In this case,
there is no new information available at these time points and we set

v,=0, K,=0, for t=0+1,...,¢0+h.
The Kalman filter in Eq. (11.62) can then proceed as usual. That is,
St = d, + Ttst|t71» Zl+l|l = thtltflT; + R, Q[R;a

fort =¢+1,..., ¢+ h. Similarly, the smoothed state vectors can be computed
as usual via Eq. (11.72) with

qi—1 = T;qt’ M; | = T;MITH

fort=0+1,...,¢0+h.

In the second case, some components of y, are missing. Let y; = Jy, be the
vector of observed data at time ¢, where J is an indicator matrix identifying the
observed data. More specifically, rows of J are a subset of the rows of the k x k
identity matrix. In this case, the observation equation (11.25) of the model can be
transformed as

* * * *
yi=¢ +Zs +e,

where ¢ = J¢;, Z; = JZ,, and e = Je; with covariance matrix Var(e}) = H; =
JH,J' . The Kalman filter and state-smoothing recursion continue to apply except
that the modified observation equation is used at time ¢. Consequently, the ease in
handling missing values is a nice feature of the state-space model.
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11.6 FORECASTING

Suppose that the forecast origin is 7 and we are interested in predicting y,;
for j =1,...,h, where h > 0. Also, we adopt the minimum mean squared error
forecasts. Similar to the ARMA models, the j-step ahead forecast y, () turns out to
be the expected value of y,, ; given F; and the model. Thatis, y,(j) = E(y;;;|F1).
In what follows, we show that these forecasts and the covariance matrices of the
associated forecast errors can be obtained via the Kalman filter in Eq. (11.62) by
treating {y,,, ..., ¥;4,) as missing values, that is, case one of Section 11.5.
Consider the 1-step ahead forecast. From Eq. (11.25),

y() =EQ(y, (|F) = ¢ip1+ Zig1Sis1y,

where s;1); is available via the Kalman filter at the forecast origin z. The associated
forecast error is

e() =y, —y,(1)=Z11(5i41 — Se41)) + €r41.
Therefore, the covariance matrix of the 1-step ahead forecast error is
Varle,()] = Z, 1 Ty Z; ) + Hyyi

This is precisely the covariance matrix V,4; of the Kalman filter in Eq. (11.62).
Thus, we have showed the case for h = 1.

Now, for & > 1, we consider 1-step to h-step ahead forecasts sequentially. From
Eq. (11.25), the j-step ahead forecast is

Vi) =cCryj+ ZiyjSitjps (11.81)
and the associated forecast error is
e (j) =Z1j(St+j — St4jir) + €y

Recall that s, j, and X, ;) are, respectively, the conditional mean and covariance
matrix of s,,; given F;. The prior equation says that

Varle; (j)] = Zf+jzt+j|fZ;+j +H,;. (11.82)
Furthermore, from Eq. (11.24),
Stjrtle = digj + Tog S,
which in turn implies that

Sej+1 = Sejriye = Togj(Sevj — Seqji) + Reyjmyg -
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Consequently,
itjtiye = Tt+jzt+j|tT;+j + Ry Qt+jR;+j' (11.83)

Note that Var[e,(j)] = V;4; and Egs. (11.81)—(11.83) are the recursion of
the Kalman filter in Eq. (11.62) for r + j with j =1,...,h when v, ; =0 and
K;;; =0. Thus, the forecast y,(j) and the covariance matrix of its forecast error
¢,(j) can be obtained via the Kalman filter with missing values.

Finally, the prediction error series {v,} can be used to evaluate the likelihood
function for estimation and the standardized prediction errors Dfl/ zv, can be used
for model checking, where D, = diag{V,(1, 1), ..., V,(k, k)} with V,(i, i) being
the (i, i)th element of V.

11.7 APPLICATION

In this section, we consider some applications of the state-space model in finance
and business. Our objectives are to highlight the applicability of the model and to
demonstrate the practical implementation of the analysis in S-Plus with SsfPack.

Example 11.2. Consider the CAPM for the monthly simple excess returns of
General Motors (GM) stock from January 1990 to December 2003; see Chapter 9.
We use the simple excess returns of the S&P 500 composite index as the market
returns. Our illustration starts with a simple market model

rn=a+pry.+e, e ~N©O, 02 (11.84)
for t =1,...,168. This is a fixed-coefficient model and can easily be estimated

by the ordinary least squares (OLS) method. Denote the GM stock return and the
market return by gm and sp, respectively. The result is given below.

> fit=0LS (gm~sp)
> summary (fit)

Call:
OLS (formula = gm ~ sp)
Coefficients:
Value Std. Error t value Pr(>|t])
(Intercept) 0.0020 0.0063 0.3151 0.7531

sp 1.0457 0.1453 7.1964 0.0000

Regression Diagnostics:
R-Squared 0.238

Adjusted R-Squared 0.233

Durbin-Watson Stat 2.029

Residual Diagnostics:
Stat P-Value
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Jarque-Bera 2.537 0.281
Ljung-Box 24.207 0.337

Residual standard error: 0.0813
Thus, the fitted model is
re =0.024 1.0457ry , +e;,, 6, =0.0813.

Based on the residual diagnostics, the model appears to be adequate for the GM
stock returns with adjusted R? = 23.3%.

As shown in Section 11.3, model (11.84) is a special case of the state-space
model. We then estimate the model using SsfPack. The result is as follows:

reg.m=function (parm, mX=NULL) {

parm=exp (parm) % log(sigma.e) used to ensure positiveness.
ssf.reg=GetSsfReg (mX)
ssf.regsmOmega [3,3] =parm[1]

CheckSsf (ssf.reg)

}

c.start=c(0.1)

reg.fit=SsfFit (c.start,gm, "reg.m", mX=X.mtx)
RELATIVE FUNCTION CONVERGENCE

> sgrt (exp (reg.fit$parameters))

[1] 0.08129934

VV + 4+ + + + vV

Next, perform smoothing
ssf.regsmOmega [3,3] =exp (reg.fitSparameters)
reg.s=SsfMomentEst (gm, ssf.reg, task="STSMO")
reg.s$state.moment [10, ] % use 10th row to avoid impact
state.l state.2 % of the starting value.

[10,] 0.001985928 1.045712
% Next, obtain standard errors of estimates
> sqgrt (reg.s$state.variance[10,])

state.1l state.2
0.006301927 0.1453096

V V. V o° Vv

As expected, the result is in total agreement with that of the OLS method.
Finally, we entertain the time-varying CAPM of Section 11.3.1. The estimation

result, including time plot of the smoothed response variable, is given below. The

command SsfCondDens is used to compute the smoothed estimates of the state

vector and observation without variance estimation.

> tv.capm = function (parm,mX=NULL){ % Setup the model

+ parm=exp (parm) $parameterize in log for positiveness.

+ Phi.t = rbind(diag(2),rep(0,2))

+ Omega=diag (parm)
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+ JPhi=matrix(-1,3,2)
+ JPhi[3,1]=1
+ JPhi[3,2]=2
+ Sigma=-Phi.t
+ ssf.tv=list (mPhi=Phi.t,
+ mOmega=Omega,
+ mJPhi=JPhi,
+ mSigma=Sigma,
+ mX=mX)
+ CheckSsf (ssf.tv)
+}
> tv.start=c(0,0,0) $starting values
> tv.mle=SsfFit (tv.start,gm, "tv.capm", mX=X.mtx) %estimation
> sigma.mle=sqgrt (exp (tv.mle$Sparameters))
> gigma.mle
1.168806e-05 0.0007428207 0.08129916
% Smoothing
> smoEst.tv=SsfCondDens (gm, tv.capm(tv.mleSparameters,
+ mX=X.mtx),task="STSMO")
> names (smoEst.tv)
[1] "state" "response" "task"
> par (mfcol=c(2,2)) $%$plotting
> plot (gm, type='1’,ylab='excess return’)
> title(main=’ (a) Monthly simple excess returns’)
> plot (smoEst.tvSresponse, type='1’,ylab="rtn’)
> title (main=' (b) Expected returns’)
> plot (smoEst.tvSstate[,1],type='1",ylab="value’)
> title(main=’ (c) Alpha(t)’)
> plot (smoEst.tv$statel[,2],type='1",ylab="value’)
> title (main=' (d) Beta(t)"’)

Note that estimates of o, and o, are 1.17 x 107> and 0.74 x 1073, respectively.
These estimates are close to zero, indicating that o, and S, of the time-varying
market model are essentially constant for the GM stock returns. This is in agreement
with the fact that the fixed-coefficient market model fits the data well. Figure 11.5
shows some plots for the time-varying CAPM fit. Part (a) is the monthly simple
excess returns of GM stock from January 1990 to December 2003. Part (b) is
the expected returns of GM stock, that is, r,7, where T = 168 is the sample
size. Parts (c) and (d) are the time plots of the estimates of o, and S;. Given the
tightness in the vertical scale, these two time plots confirm the assertion that a
fixed-coefficient market model is adequate for the monthly GM stock return.

Example 11.3. In this example we reanalyze the series of quarterly earnings
per share of Johnson and Johnson from 1960 to 1980 using the unobserved com-
ponent model; see Chapter 2 for details of the data. The model considered is

V=t +vi+e, e~ N, D), (11.85)
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Figure 11.5. Time plots of some statistics for a time-varying CAPM applied to the monthly simple
excess returns of General Motors stock. The S&P 500 composite index return is used as the market
return: (a) monthly simple excess return, (b) expected returns r; 7, (c) «; estimate, and (d) p; estimate.

where y; is the logarithm of the observed earnings per share, u; is the local trend
component satisfying

Hiv1 = Mg + 11, nINN(Oanz)a
and y; is the seasonal component that satisfies
(1+B+B*+ By =w, o ~N©Oo0p),

that is, y, = — Z;Zl Yi—j + ;. This model has three parameters o., o,, and o,
and is a simple unobserved component model. It can be put in a state-space form as

M1 10 0 0 Mt 10

Vier | _ | 0 =1 =1 —1 Vi + 01 Nt

Vi o 0 1 0 0 Yi—1 00 Wy ’
Vi—1 0o 0 1 O Vi-2 00

where the covariance matrix of (., ;)" is diag{o;’, o}, and y, = [1,1,0, 0ls; + e;;
see Section 11.3. This is a special case of the structural time series in SsfPack and
can easily be specified using the command GetSs£Stsm. Performing the maximum
likelihood estimation, we obtain (6., 65, 6,,) = (0.00143, 0.2696, 0.1712).
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jnj=scan(file="g-jnj.txt’)

y=log(jnj)
Estimation

vV Vv

o\°

jnj.m=function (parm) {

parm=exp (parm)
jnj.sea=GetSsfStsm(irregular=parm[1l],level=parm[2],
seasonalDummy=c (parm[3],4))

CheckSsf (jnj.sea)

}

c.start=c(0,0,0) % Starting values
jnj.est=SsfFit (c.start,y,"jnj.m")

names (jnj.est)

[1] "parameters" "objective" "message" "grad.norm"

Vv VvV VvV Vv + + + + + V

[5] "iterations" "f.evals" "g.evals" "hessian"
[9] "scale" "aux" "call"

> jnjest=sqgrt (exp (jnj.estSparameters))

> jnjest

[1] 0.001429867 0.269622976 0.171221806 % Estimates

% Next, specify the model with estimates

> jnj.ssf=GetSsfStsm(irregular=jnjest[1l], level=jnjest[2],
+ seasonalDummy=c (jnjest [3],4))

> CheckSsf (jnj.ssf)

SmPhi :

[,11 [,21 [,31 [,4]
[1,] 1 0 0 0
[2,] 0 -1 -1 -1
[3,] 0 1 0 0
[4,] 0 0 1 0
[5,] 1 1 0 0
SmOmega :

[,1] [,21 [,31 [,4] [,5]

[1,] 0.07270 0.00000 0 0 0
[2,] 0.00000 0.02932 0 0 0
[3,] 0.00000 0.00000 0 0 0
[4,] 0.00000 0.00000 0 0 0
[5,] 0.00000 0.00000 0 0 2.044e-06
SmSigma:

[,11 [,2]1 [,3] [,4]
[1,] -1 0 0 0
[2,] 0 -1 0 0
[3,] 0 0 -1 0
[4,] 0 0 0 -1
[5,] 0 0 0 0
SmDelta:

[,1]
[1,1 0
[2,] 0

[3,1] 0



538 STATE-SPACE MODELS AND KALMAN FILTER

[4,] 0

[5,1 0

SmJPhi :

[1] O

SmJOmega :

[1] ©

SmJdDelta:

[1]1 0

SmX :

[1] O

ScT:

[1] ©

ScX:

[1]1 O

ScyY:

[1] 1

ScSt:

[1] 4

attr(, "classg"):

[1] "ssf" $below: smoothed components
> jnj.smo=SsfMomentEst (y, jnj.ssf, task="STSMO")
> upl=jnj.smosSstate.moment [,1] +

+ 2*gsgrt(jnj.smo$state.variancel[,1])
> lwl=jnj.smo$state.moment [,1] -

+ 2*ggrt(jnj.smoSstate.variancel[,1])
max (upl) %obtain range for plotting
[1] 3.067664

> min(lwl)

[1] -1.063997

> up=jnj.smo$state.moment [,2] +

+ 2*ggrt(jnj.smoSstate.variancel,2])
> lw=jnj.smo$state.moment [, 2] -

+ 2*ggrt(jnj.smo$state.variancel[,2])
max (up)

[1] 0.5909587

> min (lw)

[1] -0.6157968

par (mfcol=c(2,1)) %$plotting

plot (tdx, jnj.smo$state.moment [,1],type='1’,xlab="'year’,
ylab='value’ ,ylim=c(-1.1,3.1))

lines (tdx,upl, lty=2)

lines (tdx,1lwl, lty=2)

title (main=' (a) Trend component’)
plot (tdx, jnj.smoSstate.moment [, 2] ,type="1’,xlab="year’,
ylab='value’,ylim=c(-.62,0.6))

lines (tdx,up, lty=2)

lines (tdx, lw, 1lty=2)

title (main=' (b) Seasonal component’)
Filtering and smoothing

\

\%

V V.V + VvV V V V + V V

o\°
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jnj.fil=KalmanFil (y, jnj.ssf, task="STFIL")
jnj.smo=KalmanSmo (jnj.fil, jnj.ssf)

plot (tdx,jnj.filsmOut [,1],type="1’,xlab="year’,
ylab="resi’)

title (main=' (a) 1-Step forecast error’)

plot (tdx, jnj.smoSresponse.residuals[2:85],type="1",
xlab='year’,ylab='resi’)

title (main=' (b) Smoothing residual’)

v + v VvV + Vv V V

Figure 11.6 shows the smoothed estimates of the trend and seasonal components,
that is, w7 and y;r with T = 84, of the data. Of particular interest is that the
seasonal pattern seems to evolve over time. Also shown are 95% pointwise confi-
dence regions of the unobserved components. Figure 11.7 shows the residual plots,
where part (a) gives the 1-step ahead forecast errors computed by Kalman filter and
part (b) is the smoothed response residuals of the fitted model. Thus, state-space
modeling provides an alternative approach for analyzing seasonal time series. It
should be noted that the estimated components in Figure 11.6 are not unique. They
depend on the model specified and constraints used. In fact, there are infinitely
many ways to decompose an observed time series into unobserved components.
For instance, one can use a different specification for the seasonal component,
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Figure 11.6. Smoothed components of fitting model (11.85) to the logarithm of quarterly earnings per
share of Johnson and Johnson Company from 1960 to 1980: (a) trend component and (b) seasonal
component. Dotted lines indicate pointwise 95% confidence regions.
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Figure 11.7. Residual series of fitting model (11.85) to the logarithm of quarterly earnings per share of
Johnson and Johnson Company from 1960 to 1980: (a) 1-step ahead forecast error v; and (b) smoothed
residuals of response variable.

for example, seasonalTrig in SsfPack, to obtain another decomposition for the
earnings series of Johnson and Johnson. Thus, care must be exercised in interpreting
the estimated components. However, for forecasting purposes, the choice of decom-
position does not matter provided that the chosen one is a valid decomposition.

EXERCISES

11.1. Consider the ARMA(1,1) model y, —0.8y;_1 = a; + 0.4a,_; with a; ~
N(0,0.49). Convert the model into a state-space form using (a) Akaike’s
method, (b) Harvey’s approach, and (c) Aoki’s approach.

11.2. The file aa-rv-20m. txt contains the realized daily volatility series of Alcoa
stock returns from January 2, 2003 to May 7, 2004; see the example in
Section 11.1. The volatility series is constructed using 20-minute intradaily
log returns.

(a) Fit an ARIMA(0,1,1) model to the log volatility series and write down
the model.

(b) Estimate the local trend model in Egs. (11.1) and (11.2) for the log
volatility series. What are the estimates of o, and 0,? Obtain time plots
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for the filtered and smoothed state variables with pointwise 95% confi-
dence interval.

11.3. Consider the monthly simple excess returns of Pfizer stock and the S&P 500
composite index from January 1990 to December 2003. The excess returns
are in m-pfesp-ex9003.txt with Pfizer stock returns in the first column.
(a) Fit a fixed-coefficient market model to the Pfizer stock return. Write
down the fitted model.

(b) Fit a time-varying CAPM to the Pfizer stock return. What are the esti-
mated standard errors of the innovations to the «, and §; series? Obtain
time plots of the smoothed estimates of ¢, and f;.

11.4. Consider the AR(3) model
X = Qixe—t + daxioa + $3x3 +ar, a~ N0, o),
and suppose that the observed data are
Vi =x;+e, e ~ N(Q, Gez),

where {e;} and {a;} are independent and the initial values of x; with j <0
are independent of ¢, and a, for t > 0.

(a) Convert the model into a state-space form.

(b) If E(e;) = ¢, which is not zero, what is the corresponding state-space
form for the system?

11.5. The file m-ppiaco.txt contains year, month, day, and U.S. Producer Price
Index (PPI) from January 1947 to August 2004. The index is for all com-
modities and not seasonally adjusted. Let z; = In(Z;) — In(Z,_;), where Z,
is the observed monthly PPI. It turns out that an AR(3) model is adequate for
y; if the minor seasonal dependence is ignored. Let y, be the sample-mean
corrected series of z;.

(a) Fit an AR(3) model to y, and write down the fitted model.

(b) Suppose that y, has independent measurement errors so that y, = x; + e,
where x; is an AR(3) process and Var(e;) = 03. Use a state-space form to
estimate parameters, including the innovational variances to the state and
2. Write down the fitted model and obtain a time plot of the smoothed
estimate of x;. Also, show the time plot of filtered response residuals of
the fitted state-space model.
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CHAPTER 12

Markov Chain Monte Carlo
Methods with Applications

Advances in computing facilities and computational methods have dramatically
increased our ability to solve complicated problems. The advances also extend the
applicability of many existing econometric and statistical methods. Examples of
such achievements in statistics include the Markov chain Monte Carlo (MCMC)
method and data augmentation. These techniques enable us to make some statistical
inference that was not feasible just a few years ago. In this chapter, we introduce
the ideas of MCMC methods and data augmentation that are widely applicable
in finance. In particular, we discuss Bayesian inference via Gibbs sampling and
demonstrate various applications of MCMC methods. Rapid developments in the
MCMC methodology make it impossible to cover all the new methods available in
the literature. Interested readers are referred to some recent books on Bayesian and
empirical Bayesian statistics (e.g., Carlin and Louis, 2000; Gelman, Carlin, Stern,
and Rubin, 2003).

For applications, we focus on issues related to financial econometrics. The
demonstrations shown in this chapter represent only a small fraction of all possible
applications of the techniques in finance. As a matter of fact, it is fair to say that
Bayesian inference and the MCMC methods discussed here are applicable to most,
if not all, of the studies in financial econometrics.

We begin the chapter by reviewing the concept of a Markov process. Consider
a stochastic process {X;}, where each X, assumes a value in the space ®. The
process {X,} is a Markov process if it has the property that, given the value of X,,
the values of X, h > t, do not depend on the values X, s < . In other words,
{X,} is a Markov process if its conditional distribution function satisfies

P(XplXs,s =1) = P(XplXy), h>t.
If {X,} is a discrete-time stochastic process, then the prior property becomes

P(Xpl X, Xi—1,..) = P(XplXy), h>t.
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Let A be a subset of ®. The function
P@,h,A)=P(X,€ AlX,=60), h>t

is called the transition probability function of the Markov process. If the transi-
tion probability depends on & — ¢, but not on ¢, then the process has a stationary
transition distribution.

12.1 MARKOV CHAIN SIMULATION

Consider an inference problem with parameter vector 6 and data X, where 6 € ©.
To make inference, we need to know the distribution P(#|X). The idea of Markov
chain simulation is to simulate a Markov process on @, which converges to a
stationary transition distribution that is P (6]X).

The key to Markov chain simulation is to create a Markov process whose station-
ary transition distribution is a specified P(#|X) and run the simulation sufficiently
long so that the distribution of the current values of the process is close enough to
the stationary transition distribution. It turns out that, for a given P(0|X), many
Markov chains with the desired property can be constructed. We refer to methods
that use Markov chain simulation to obtain the distribution P(0#|X) as Markov
chain Monte Carlo (MCMC) methods.

The development of MCMC methods took place in various forms in the sta-
tistical literature. Consider the problem of “missing value” in data analysis. Most
statistical methods discussed in this book were developed under the assumption of
“complete data” (i.e., there is no missing value). For example, in modeling daily
volatility of an asset return, we assume that the return data are available for all
trading days in the sample period. What should we do if there is a missing value?

Dempster, Laird, and Rubin (1977) suggest an iterative method called the EM
algorithm to solve the problem. The method consists of two steps. First, if the
missing value were available, then we could use methods of complete-data analysis
to build a volatility model. Second, given the available data and the fitted model,
we can derive the statistical distribution of the missing value. A simple way to fill
in the missing value is to use the conditional expectation of the derived distribution
of the missing value. In practice, one can start the method with an arbitrary value
for the missing value and iterate the procedure for many times until convergence.
The first step of the prior procedure involves performing the maximum likelihood
estimation of a specified model and is called the M-step. The second step is to
compute the conditional expectation of the missing value and is called the E-step.

Tanner and Wong (1987) generalize the EM algorithm in two ways. First, they
introduce the idea of iterative simulation. For instance, instead of using the con-
ditional expectation, one can simply replace the missing value by a random draw
from its derived conditional distribution. Second, they extend the applicability of
EM algorithm by using the concept of data augmentation. By data augmentation,
we mean adding auxiliary variables to the problem under study. It turns out that
many of the simulation methods can often be simplified or speeded up by data
augmentation; see the application sections of this chapter.
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12.2 GIBBS SAMPLING

Gibbs sampling (or Gibbs sampler) of Geman and Geman (1984) and Gelfand and
Smith (1990) is perhaps the most popular MCMC method. We introduce the idea
of Gibbs sampling by using a simple problem with three parameters. Here the word
parameter is used in a very general sense. A missing data point can be regarded
as a parameter under the MCMC framework. Similarly, an unobservable variable
such as the “true” price of an asset can be regarded as N parameters when there
are N transaction prices available. This concept of parameter is related to data
augmentation and becomes apparent when we discuss applications of the MCMC
methods.

Denote the three parameters by 61, 65, and 63. Let X be the collection of available
data and M the entertained model. The goal here is to estimate the parameters so
that the fitted model can be used to make inference. Suppose that the likelihood
function of the model is hard to obtain, but the three conditional distributions of
a single parameter given the others are available. In other words, we assume that
the following three conditional distributions are known:

f1(61102, 63, X, M),  f2(62105,61, X, M), f3(63|01, 62, X, M), (12.1)

where f;(6;10;+;, X, M) denotes the conditional distribution of the parameter 6;
given the data, the model, and the other two parameters. In application, we do not
need to know the exact forms of the conditional distributions. What is needed is the
ability to draw a random number from each of the three conditional distributions.

Let 6,9 and 63 be two arbitrary starting values of 6, and 63. The Gibbs sampler
proceeds as follows:

1. Draw a random sample from fi(6|62.0, 83,0, X, M). Denote the random draw

by 91,1 .

2. Draw a random sample from f,(62]63,0. 61,1, X, M). Denote the random draw
by 92,1 .

3. Draw a random sample from f3(65|6;1, 6>.1, X, M). Denote the random draw
by 93,1.

This completes a Gibbs iteration and the parameters become 6 1, 671, and 63 ;.

Next, using the new parameters as starting values and repeating the prior itera-
tion of random draws, we complete another Gibbs iteration to obtain the updated
parameters 6 2, 65 2, and 63 2. We can repeat the previous iterations for m times to
obtain a sequence of random draws:

01,1.621,03,1), .., O1t,m, O2.m5 03.m).

Under some regularity conditions, it can be shown that, for a sufficiently large
m, (01, 62.m, 03,m) 1s approximately equivalent to a random draw from the joint
distribution f(0y, 6,2, 63| X, M) of the three parameters. The regularity conditions
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are weak; they essentially require that for an arbitrary starting value (61,0, 62,0, 63.0),
the prior Gibbs iterations have a chance to visit the full parameter space. The actual
convergence theorem involves using the Markov chain theory; see Tierney (1994).

In practice, we use a sufficiently large n and discard the first m random draws
of the Gibbs iterations to form a Gibbs sample, say,

(Ql,m+l 5 92.m+1 5 93.m+1)a ey (Gl,n» 92.'15 93,n)- (122)

Since the previous realizations form a random sample from the joint distribution
f(61,0,,65]X, M), they can be used to make inference. For example, a point
estimate of 6; and its variance are

1 - . 1 " ~5
— _Z 0., G =mAZ 6. — 0% (12.3)
j=m+1 Jj=m+1

4=

The Gibbs sample in Eq. (12.2) can be used in many ways. For example, if
we are interested in testing the null hypothesis H, : 6 = 6, versus the alternative
hypothesis H, : 6 # 6,, then we can simply obtain the point estimate of 6 =
01 — 6, and its variance as

1 n R 1 n R
Z (01— 6,)), °°= P—— Z 1. — 62— 0)~.
Jj=m+1 Jj=m+1

0=

n—m

The null hypothesis can then be tested by using the conventional ¢-ratio statistic
t=0/0.

Remark. The first m random draws of a Gibbs sampling, which are discarded,
are commonly referred to as the burn-in sample. The burn-ins are used to ensure
that the Gibbs sample in Eq. (12.2) is indeed close enough to a random sample
from the joint distribution f (6, 62, 63|X, M). O

Remark. The method discussed before consists of running a single long chain
and keeping all random draws after the burn-ins to obtain a Gibbs sample. Alter-
natively, one can run many relatively short chains using different starting values
and a relatively small n. The random draw of the last Gibbs iteration in each chain
is then used to form a Gibbs sample. (]

From the prior introduction, Gibbs sampling has the advantage of decomposing
a high-dimensional estimation problem into several lower dimensional ones via
full conditional distributions of the parameters. At the extreme, a high-dimensional
problem with N parameters can be solved iteratively by using N univariate con-
ditional distributions. This property makes the Gibbs sampling simple and widely
applicable. However, it is often not efficient to reduce all the Gibbs draws into a
univariate problem. When parameters are highly correlated, it pays to draw them
jointly. Consider the three-parameter illustrative example. If ; and 6, are highly
correlated, then one should employ the conditional distributions f (6, 6,|63, X, M)
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and f3(03|01, 62, X, M) whenever possible. A Gibbs iteration then consists of (a)
drawing jointly (01, 6;) given 63 and (b) drawing 63 given (01, 6>). For more infor-
mation on the impact of parameter correlations on the convergence rate of a Gibbs
sampler, see Liu, Wong, and Kong (1994).

In practice, convergence of a Gibbs sample is an important issue. The theory only
states that the convergence occurs when the number of iterations m is sufficiently
large. It provides no specific guidance for choosing m. Many methods have been
devised in the literature for checking the convergence of a Gibbs sample. But there
is no consensus on which method performs best. In fact, none of the available
methods can guarantee 100% that the Gibbs sample under study has converged for
all applications. Performance of a checking method often depends on the problem
at hand. Care must be exercised in a real application to ensure that there is no
obvious violation of the convergence requirement; see Carlin and Louis (2000)
and Gelman et al. (2003) for convergence checking methods. In application, it is
important to repeat the Gibbs sampling several times with different starting values
to ensure that the algorithm has converged.

12.3 BAYESIAN INFERENCE

Conditional distributions play a key role in Gibbs sampling. In the statistical
literature, these conditional distributions are referred to as conditional posterior
distributions because they are distributions of parameters given the data, other
parameter values, and the entertained model. In this section, we review some well-
known posterior distributions that are useful in using MCMC methods.

12.3.1 Posterior Distributions

There are two approaches to statistical inference. The first approach is the classical
approach based on the maximum likelihood principle. Here a model is estimated by
maximizing the likelihood function of the data, and the fitted model is used to make
inference. The other approach is Bayesian inference that combines prior belief with
data to obtain posterior distributions on which statistical inference is based. Histor-
ically, there were heated debates between the two schools of statistical inference.
Yet both approaches have proved to be useful and are now widely accepted. The
methods discussed so far in this book belong to the classical approach. However,
Bayesian solutions exist for all of the problems considered. This is particularly so in
recent years with the advances in MCMC methods, which greatly improve the fea-
sibility of Bayesian analysis. Readers can revisit the previous chapters and derive
MCMC solutions for the problems considered. In most cases, the Bayesian solutions
are similar to what we had before. In some cases, the Bayesian solutions might be
advantageous. For example, consider the calculation of value at risk in Chapter 7.
A Bayesian solution can easily take into consideration the parameter uncertainty
in VaR calculation. However, the approach requires intensive computation.

Let @ be the vector of unknown parameters of an entertained model and X be the
data. Bayesian analysis seeks to combine knowledge about the parameters with the
data to make inference. Knowledge of the parameters is expressed by specifying a
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prior distribution for the parameters, which is denoted by P (). For a given model,

denote the likelihood function of the data by f(X10). Then by the definition of

conditional probability,

F0.X) _ f(XI0)P(6)
F(X) fx

where the marginal distribution f(X) can be obtained by

f01X) =

(12.4)

£ =/f(x,o>d0 =/f(XI0)P(0)d0-

The distribution f(€|X) in Eq. (12.4) is called the posterior distribution of 6. In
general, we can use Bayes’ rule to obtain

fO1X) o f(X|0)P(0), (12.5)

where P (@) is the prior distribution and f(X|@) is the likelihood function. From
Eq. (12.5), making statistical inference based on the likelihood function f(X|0)
amounts to using a Bayesian approach with a constant prior distribution.

12.3.2 Conjugate Prior Distributions

Obtaining the posterior distribution in Eq. (12.4) is not simple in general, but there
are cases in which the prior and posterior distributions belong to the same family
of distributions. Such a prior distribution is called a conjugate prior distribution.
For MCMC methods, use of conjugate priors means that a closed-form solution
for the conditional posterior distributions is available. Random draws of the Gibbs
sampler can then be obtained by using the commonly available computer routines
of probability distributions. In what follows, we review some well-known conjugate
priors. For more information, readers are referred to textbooks on Bayesian statistics
(e.g., DeGroot 1990, Chapter 9).

REesuLT 1. Suppose that xy, ..., x, form a random sample from a normal dis-
tribution with mean w, which is unknown, and variance o2, which is known and
positive. Suppose that the prior distribution of u is a normal distribution with mean
Mo and variance 0'02. Then the posterior distribution of pu given the data and prior
is normal with mean p, and variance 0*2 given by

o’y +no’x 2 0’0’
Po=—7——— and o =———
0°+no, o+ no;

where X = )/, x;/n is the sample mean.

In Bayesian analysis, it is often convenient to use the precision parameter n =
1/0? (i.e., the inverse of the variance o?). Denote the precision parameter of the
prior distribution by n, = 1/02 and that of the posterior distribution by 1, = 1/02.
Then Result 1 can be rewritten as

n —
N« =1, +nn and IJ’*ZEXIJ’U—"__;,}XX.

* M
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For the normal random sample considered, data information about p is contained
in the sample mean X, which is the sufficient statistic of . The precision of X is
n/o? = nn. Consequently, Result 1 says that (a) precision of the posterior distri-
bution is the sum of the precisions of the prior and the data, and (b) the posterior
mean is a weighted average of the prior mean and sample mean with weight pro-
portional to the precision. The two formulas also show that the contribution of the
prior distribution is diminishing as the sample size n increases.

A multivariate version of Result 1 is particularly useful in MCMC methods
when linear regression models are involved; see Box and Tiao (1973).

REsuLT la. Suppose that xp, ..., x, form a random sample from a multivari-
ate normal distribution with mean vector g and a known covariance matrix X.
Suppose also that the prior distribution of g is multivariate normal with mean
vector g, and covariance matrix X,. Then the posterior distribution of u is also
multivariate normal with mean vector p, and covariance matrix X,, where

2 =2 402! and p, = Z.(Z, ', + 027N,

where X = (Z?:I xi) /n is the sample mean, which is distributed as a multivariate
normal with mean g and covariance matrix X /n. Note that nX ! is the precision
matrix of X and Z;] is the precision matrix of the prior distribution.

A random variable 1 has a gamma distribution with positive parameters « and
B if its probability density function is

B a1 ,pn
) = — ) 07
f(nla, B) ra! ¢ n >
where I'(w) is a gamma function. For this distribution, E() = «/f and
Var(n) = o/p.

REsuLT 2. Suppose that xi, ..., x, form a random sample from a normal dis-
tribution with a given mean w and an unknown precision 7. If the prior distribution
of 1 is a gamma distribution with positive parameters « and S, then the pos-
terior distribution of n is a gamma distribution with parameters « + (n/2) and

B+ (i — )72,

A random variable 6 has a beta distribution with positive parameters « and f8
if its probability density function is
r
FOla.py = SOTP) pasiy _pyp-1 g g <.
'(e)I'(B)
The mean and variance of 6 are E(0) = o/(o¢ + B) and Var(0) = off/[(a +
B (e + B+ D],

ResuLT 3. Suppose that xi, ..., x, form a random sample from a Bernoulli
distribution with parameter 6. If the prior distribution of 6 is a beta distribution
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with given positive parameters « and S, then the posterior of 6 is a beta distribution
with parameters o + > - x; and B +n — Y _| X;.

REsuLT 4.  Suppose that xj, ..., x, form a random sample from a Poisson
distribution with parameter A. Suppose also that the prior distribution of X is a
gamma distribution with given positive parameters « and f. Then the posterior
distribution of A is a gamma distribution with parameters o + Y -_, x; and 8 + n.

REsuLT 5. Suppose that xy, ..., x, form a random sample from an exponential
distribution with parameter . If the prior distribution of A is a gamma distribution
with given positive parameters « and S, then the posterior distribution of X is a
gamma distribution with parameters o +n and S+ Y\, x;.

A random variable X has a negative binomial distribution with parameters m
and A, where m > 0 and 0 < A < 1, if X has a probability mass function

(’"Jr:_l)xma—x)" ifn=0.1,.. .,
pnlm,r) =

0 otherwise.

A simple example of negative binomial distribution in finance is how many MBA
graduates a firm must interview before finding exactly m “right candidates” for
its m openings, assuming that the applicants are independent and each applicant
has a probability A of being a perfect fit. Denote the total number of interviews
by Y. Then X =Y —m is distributed as a negative binomial with parameters
m and A.

REsULT 6. Suppose that xi, ..., x, form a random sample from a negative
binomial distribution with parameters m and A, where m is positive and fixed. If
the prior distribution of A is a beta distribution with positive parameters « and g,
then the posterior distribution of X is a beta distribution with parameters « + mn
and B+ > 1| x;.

Next, we consider the case of a normal distribution with an unknown mean
and an unknown precision 7. The two-dimensional prior distribution is partitioned
as P(u,n) = P(ulm P ).

REesuLT 7. Suppose that xy, ..., x, form a random sample from a normal dis-
tribution with an unknown mean x and an unknown precision 7. Suppose also that
the conditional distribution of p given n = 1, is a normal distribution with mean
o and precision t,1, and the marginal distribution of 1 is a gamma distribution
with positive parameters « and . Then the conditional posterior distribution of p
given n = 7, is a normal distribution with mean w, and precision 7,

ToMo + NX
M*:L and 1, = (1, +1)1n,,
T, +n
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where X = (Zle x,-) /n is the sample mean, and the marginal posterior distribution
of 1 is a gamma distribution with parameters a + (n/2) and B, where

I ¢ _o, Ton(X = 1)’
=B+ ;m R T
When the conditional variance of a random variable is of interest, an inverted
chi-squared distribution (or inverse chi-squared) is often used. A random variable Y
has an inverted chi-squared distribution with v degrees of freedom if 1/Y follows a
chi-squared distribution with the same degrees of freedom. The probability density
function of Y is

272 e, —1/ey
=y —l/@y 0.
Sylv) l1(1}/2)y e .oy >
For this distribution, we have E(Y) = 1/(v —2) if v > 2 and Var(Y) = 2/[(v —
2)2(v—4)]if v > 4.

REesuLT 8. Suppose that ay,...,a, form a random sample from a normal
distribution with mean zero and variance o2. Suppose also that the prior dis-
tribution of o is an inverted chi-squared distribution with v degrees of free-
dom (i.e., (vA)/o? ~ Xf’ where A > 0). Then the posterior distribution of o2 is
also an inverted chi-squared distribution with v 4 n degrees of freedom—that is,

(VA + 32201 67) /0% ~ i

12.4 ALTERNATIVE ALGORITHMS

In many applications, there are no closed-form solutions for the conditional poste-
rior distributions. But many clever alternative algorithms have been devised in the
statistical literature to overcome this difficulty. In this section, we discuss some of
these algorithms.

12.4.1 Metropolis Algorithm

This algorithm is applicable when the conditional posterior distribution is known
except for a normalization constant; see Metropolis and Ulam (1949) and
Metropolis et al. (1953). Suppose that we want to draw a random sample from
the distribution f(@#]X), which contains a complicated normalization constant so
that a direct draw is either too time-consuming or infeasible. But there exists an
approximate distribution for which random draws are easily available. The Metropo-
lis algorithm generates a sequence of random draws from the approximate
distribution whose distributions converge to f(#|X). The algorithm proceeds as
follows:

1. Draw a random starting value 6 such that f(8y|X) > 0.
2. Fort=1,2,...,
(a) Draw a candidate sample 6, from a known distribution at iteration ¢ given
the previous draw 6,_;. Denote the known distribution by J,(6,(0;_1),
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which is called a jumping distribution in Gelman et al. (2003). It is also
referred to as a proposal distribution. The jumping distribution must be
symmetric—that is, J;(0;10 ;) = J;(0,10;) for all §;, 8 ;, and r.
(b) Calculate the ratio
04X
fO11X)

(¢) Set
0.  with probability min(r, 1),
01 = .
6;_, otherwise.

Under some regularity conditions, the sequence {;} converges in distribution to
f(0]X); see Gelman et al. (2003).

Implementation of the algorithm requires the ability to calculate the ratio r for
all 0, and 6,_;, to draw 0, from the jumping distribution, and to draw a random
realization from a uniform distribution to determine the acceptance or rejection of
0 ... The normalization constant of f(0|X) is not needed because only a ratio is used.

The acceptance and rejection rule of the algorithm can be stated as follows:
(i) if the jump from #,_; to @, increases the conditional posterior density, then
accept 0, as @,; (ii) if the jump decreases the posterior density, then set 6, = 6.,
with probability equal to the density ratio r, and set 6, = #,_; otherwise. Such a
procedure seems reasonable.

Examples of symmetric jumping distributions include the normal and Student-
t distributions for the mean parameter. For a given covariance matrix, we have
f(0:10;)= f(6;16;), where f(8]0,) denotes a multivariate normal density function
with mean vector 6,,.

12.4.2 Metropolis—Hasting Algorithm

Hasting (1970) generalizes the Metropolis algorithm in two ways. First, the jumping

distribution does not have to be symmetric. Second, the jumping rule is modified to
S (0+1X)/J(0+16,-1) S 0:1X)J:(0,-110.)

T T OIX) /101100 FO 1K) (0.10,-1)

This modified algorithm is referred to as the Metropolis—Hasting algorithm. Tierney
(1994) discusses methods to improve computational efficiency of the algorithm.

12.4.3 Griddy Gibbs

In financial applications, an entertained model may contain some nonlinear param-
eters (e.g., the moving-average parameters in an ARMA model or the GARCH
parameters in a volatility model). Since conditional posterior distributions of
nonlinear parameters do not have a closed-form expression, implementing a
Gibbs sampler in this situation may become complicated even with the Metropo-
lis—Hasting algorithm. Tanner (1996) describes a simple procedure to obtain ran-
dom draws in a Gibbs sampling when the conditional posterior distribution is
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univariate. The method is called the Griddy Gibbs sampler and is widely applicable.
However, the method could be inefficient in a real application.

Let 6; be a scalar parameter with conditional posterior distribution f(6;|X,0_;),
where 6_; is the parameter vector after removing 6;. For instance, if 6 =
(61, 62, 03), then @_ = (05, 03)". The Griddy Gibbs proceeds as follows:

1. Select a grid of points from a properly selected interval of 6;, say, 6;] <
0i» < --+ < 6;,. Evaluate the conditional posterior density function to obtain
w; = f(@,‘j|X,0_,') for ] = l, ce.,m.

2. Use wy, ..., w, to obtain an approximation to the inverse cumulative distri-
bution function (CDF) of f(6;|X,6_;).

3. Draw a uniform (0,1) random variate and transform the observation via the
approximate inverse CDF to obtain a random draw for 6;.

Some remarks on the Griddy Gibbs are in order. First, the normalization con-
stant of the conditional posterior distribution f(6;|X,0_;) is not needed because
the inverse CDF can be obtained from {w; ’}’:1 directly. Second, a simple approx-
imation to the inverse CDF is a discrete distribution for {0;; }7’:1 with probabil-
ity p(6;j) =w;/> ", wy. Third, in a real application, selection of the interval
[6i1, Oin] for the parameter 6; must be checked carefully. A simple checking proce-
dure is to consider the histogram of the Gibbs draws of 6;. If the histogram indicates
substantial probability around 6;; or 6;,,, then the interval must be expanded. How-
ever, if the histogram shows a concentration of probability inside the interval
[6i1, 6im ], then the interval is too wide and can be shortened. If the interval is
too wide, then the Griddy Gibbs becomes inefficient because most of w; would be
zero. Finally, the Griddy Gibbs or Metropolis—Hasting algorithm can be used in a
Gibbs sampling to obtain random draws of some parameters.

12.5 LINEAR REGRESSION WITH TIME SERIES ERRORS

We are ready to consider some specific applications of MCMC methods. Examples
discussed in the next few sections are for illustrative purposes only. The goal here
is to highlight the applicability and usefulness of the methods. Understanding these
examples can help readers gain insights into applications of MCMC methods in
finance.

The first example is to estimate a regression model with serially correlated
errors. This is a topic discussed in Chapter 2, where we use SCA to perform the
estimation. A simple version of the model is

i = Bo+ Bixi + -+ Bixir + 2,
2t = Pzi—1 +ay,

where y, is the dependent variable, x;, are explanatory variables that may contain
lagged values of y;, and z; follows a simple AR(1) model with {a;} being a sequence
of independent and identically distributed normal random variables with mean zero



554 MARKOV CHAIN MONTE CARLO METHODS WITH APPLICATIONS

and variance o2. Denote the parameters of the model by 8 = (8', ¢, 02)’ , where
B = (Bo, B1,...,Br),and let x, = (1, x1,, ..., X,)’ be the vector of all regressors
at time ¢, including a constant of unity. The model becomes

vi=xB+z. u=¢u_1+a, t=1,...,n, (12.6)

where n is the sample size.

A natural way to implement Gibbs sampling in this case is to iterate between
regression estimation and time series estimation. If the time series model is known,
we can estimate the regression model easily by using the least squares method.
However, if the regression model is known, we can obtain the time series z;, by
using z; = y, — x}B and use the series to estimate the AR(1) model. Therefore, we
need the following conditional posterior distributions:

fBIY. X, ¢,0%), f@IY.X,B,0%), fO*V,X, B, ¢),

where Y = (y1,...,y,)" and X denotes the collection of all observations of
explanatory variables.

We use conjugate prior distributions to obtain closed-form expressions for the
conditional posterior distributions. The prior distributions are

A
B~N@B, 2. ¢~ N(g oD, % ~ %2, (12.7)

where again ~ denotes distribution, and 8,, X,, A, v, ¢,, and 002 are known quan-
tities. These quantities are referred to as hyperparameters in Bayesian inference.
Their exact values depend on the problem at hand. Typically, we assume that
B,=0, ¢,=0, and X, is a diagonal matrix with large diagonal elements. The
prior distributions in Eq. (12.7) are assumed to be independent of each other. Thus,
we use independent priors based on the partition of the parameter vector 6.

The conditional posterior distribution f(B|Y, X, ¢, o) can be obtained by using
Result 1a of Section 12.3. Specifically, given ¢, we define

Yo = Vi — PYi—1, Xop=X; — Px,_1.

Using Eq. (12.6), we have
Yot Zﬂlxo,[ + ay, t 22, cel, . (128)

Under the assumption of {a,}, Eq. (12.8) is a multiple linear regression. Therefore,
information of the data about the parameter vector 8 is contained in its least squares
estimate

n -1 n

2 ’

ﬂ: E Xo,tX, ¢ E Xo,tYo,t | »
t=2 t=2

which has a multivariate normal distribution

-1
n

2 2

B~N|B, o (Z%,z%,,)
t=2
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Using Result 1a, the posterior distribution of 8, given the data, ¢, and o2, is
multivariate normal. We write the result as

where the parameters are given by

n /
Xo1X
-1 Zt:Z 0,1% ot —1
Z* :702 +Z()’ ﬂ*zz*

(Zt =2 leotﬂ+z 1ﬁ>

Next, consider the conditional posterior distribution of ¢ given B, o2, and the
data. Because B is given, we can calculate z; = y, — B'x; for all ¢+ and consider
the AR(1) model

G =¢z-1+a, t=2,....n

The information of the likelihood function about ¢ is contained in the least squares

estimate
n -1 n
2
= (ZZ,_]) <Zzt—lzt) )
=2 =2

which is normally distributed with mean ¢ and variance 02(2:1:2 le_l)_l. Based
on Result 1, the posterior distribution of ¢ is also normal with mean ¢, and variance
o2, where

n 2 n 2
_HZ 1<
0.;2 — Zt—z t—1 + O_(;Z’ ¢* — 0*2 (ZT2 t— 1¢ 2¢0> . (1210)

o2 o2

Finally, turn to the posterior distribution of o2 given B, ¢, and the data. Because
B and ¢ are known, we can calculate

=z —¢z-1, =y —Bx;, t=2,....n
By Result 8 of Section 12.3, the posterior distribution of 2 is an inverted chi-
squared distribution—that is,

A+, a) 2
T T (12.11)

where sz denotes a chi-squared distribution with £ degrees of freedom.
Using the three conditional posterior distributions in Egs. (12.9)—(12.11), we
can estimate Eq. (12.6) via Gibbs sampling as follows:

1. Specify the hyperparameter values of the priors in Eq. (12.7).

2. Specify arbitrary starting values for 8, ¢, and o (e.g., the ordinary least
squares estimate of B without time series errors).

3. Use the multivariate normal distribution in Eq. (12.9) to draw a random
realization for f.



556 MARKOV CHAIN MONTE CARLO METHODS WITH APPLICATIONS

4. Use the univariate normal distribution in Eq. (12.10) to draw a random real-
ization for ¢.

5. Use the chi-squared distribution in Eq. (12.11) to draw a random realiza-

tion for 2.

Repeat steps 3—5 for many iterations to obtain a Gibbs sample. The sample means
are then used as point estimates of the parameters of model (12.6).

Example 12.1. As an illustration, we revisit the example of U.S. weekly inter-
est rates of Chapter 2. The data are the 1-year and 3-year Treasury constant maturity
rates from January 5, 1962 to September 10, 1999 and are obtained from the Fed-
eral Reserve Bank of St. Louis. Because of unit-root nonstationarity, the dependent
and independent variables are:

1. ¢3; = r3; — r3+—1, which is the weekly change in 3-year maturity rate,
2. ciy = ri; — r1—1, which is the weekly change in 1-year maturity rate,

where the original interest rates r;; are measured in percentages. In Chapter 2, we
employed a linear regression model with an MA(1) error for the data. Here we
consider an AR(2) model for the error process. Using the traditional approach, we
obtain the model

c3 = 0.0002 4 0.782¢1; +z;, z; = 0.205z;—1 — 0.068z;_> + ay, (12.12)

where G, = 0.067. Standard errors of the coefficient estimates of Eq. (12.12) are
0.0017, 0.008, 0.023, and 0.023, respectively. Except for a marginally significant
residual ACF at lag 6, the prior model seems adequate.

Writing the model as

3 = PBo+ Biciy +2, 7 =P12i-1 + G222 + ay, (12.13)

where {a,} is an independent sequence of N (0, %) random variables, we estimate
the parameters by Gibbs sampling. The prior distributions used are

B~ N(0,4Iy), ¢~ N[0, diag(0.25,0.16)], (vA)/o? = (10 x 0.1)/o> ~ x,

where I, is the 2 x 2 identity matrix. The initial parameter estimates are obtained
by the ordinary least squares method (i.e., by using a two-step procedure of fitting
the linear regression model first, then fitting an AR(2) model to the regression
residuals). Since the sample size 1966 is large, the initial estimates are close to
those given in Eq. (12.12). We iterated the Gibbs sampling for 2100 iterations but
discard results of the first 100 iterations. Table 12.1 gives the posterior means and
standard errors of the parameters. Figure 12.1 shows the histogram of the marginal
posterior distribution of each parameter.
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Figure 12.1. Histograms of Gibbs draws for the model in Eq. (12.13) with 2100 iterations. The results
are based on the last 2000 draws. Prior distributions and starting parameter values are given in the text.
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Table 12.1. Posterior Means and Standard Errors of Model (12.13) Estimated by
a Gibbs Sampling with 2100 Iterations®

Parameter Bo Bi b1 b o
Mean 0.025 0.784 0.305 0.032 0.074
Standard error 0.024 0.009 0.089 0.087 0.003

“The results are based on the last 2000 iterations, and the prior distributions are given in the text.

We repeated the Gibbs sampling with different initial values but obtained sim-
ilar results. The Gibbs sampling appears to have converged. From Table 12.1, the
posterior means are close to the estimates of Eq. (12.12) except for the coefficient
of z;_». However, the posterior standard errors of ¢; and ¢, are relatively large,
indicating uncertainty in these two estimates. The histograms of Figure 12.1 are
informative. In particular, they show that the distributions of al and 52 have not
converged to the asymptotic normality; the distributions are skewed to the right.
However, the asymptotic normality of ﬂo and ,31 seems reasonable.

12.6 MISSING VALUES AND OUTLIERS

In this section, we discuss MCMC methods for handling missing values and detect-
ing additive outliers. Let {y,};_, be an observed time series. A data point y, is an
additive outlier if

Xy otherwise, (12.14)

{xh+w ifr =h,
e =

where @ is the magnitude of the outlier and x, is an outlier-free time series.
Examples of additive outliers include recording errors (e.g., typos and measurement
errors). Outliers can seriously affect time series analysis because they may induce
substantial biases in parameter estimation and lead to model misspecification.

Consider a time series x; and a fixed time index 4. We can learn a lot about
xp by treating it as a missing value. If the model of x, were known, then we
could derive the conditional distribution of x;, given the other values of the series.
By comparing the observed value y, with the derived distribution of x;, we can
determine whether y;, can be classified as an additive outlier. Specifically, if yj
is a value that is likely to occur under the derived distribution, then y; is not
an additive outlier. However, if the chance to observe y, is very small under
the derived distribution, then yj, can be classified as an additive outlier. Therefore,
detection of additive outliers and treatment of missing values in time series analysis
are based on the same idea.

In the literature, missing values in a time series can be handled by using either
the Kalman filter or MCMC methods; see Jones (1980), Chapter 11, and McCul-
loch and Tsay (1994a). Outlier detection has also been carefully investigated; see
Chang, Tiao, and Chen (1988), Tsay (1988), Tsay, Pefia, and Pankratz (2000) and
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the references therein. The outliers are classified into four categories depending
on the nature of their impacts on the time series. Here we focus on additive out-
liers.

12.6.1 Missing Values

For ease in presentation, consider an AR(p) time series

Xt :¢1xl—1 +"‘+¢pxz_p + ay, (1215)

where {a,} is a Gaussian white noise series with mean zero and variance o?.

Suppose that the sampling period is from r = 1 to r = n, but the observation x;, is
missing, where 1 < h < n. Our goal is to estimate the model in the presence of a
missing value.

In this particular instance, the parameters are 6 = (¢, x;, 02, where ¢ =
(D1,...,¢ p)’ . Thus, we treat the missing value x;, as an unknown parameter. If we
assume that the prior distributions are

2 vA 2
¢~ N@oo Zo)s x> Nbor 05)s 5~ Ko

where the hyperparameters are known, then the conditional posterior distributions
f(¢|X,)Ch,O'2) and f(c72|X,xh,¢) are exactly as those given in the previous
section, where X denotes the observed data. The conditional posterior distribution
f(xnlX, ¢, 0?) is univariate normal with mean p, and variance a}%. These two
parameters can be obtained by using a linear regression model. Specifically, given
the model and the data, x;, is only related t0 {xp_p, ..., Xp—1, Xpg1s ooy Xngp)-
Keeping in mind that x; is an unknown parameter, we can write the relationship
as follows:

1. For t = h, the model says
Xp = Grxp—1+ -+ Gpxp—p +ap.

Letting y, = ¢1xp—1 + - -+ + ¢ppxp_p and by = —ay, the prior equation can
be written as

Yo = X + by = ¢oxp, + by,

where ¢g = 1.
2. Fort = h + 1, we have

Xp1 = Q1Xp + Q2Xp—1 + - + PpXpy1-p + apy1.

Letting yp41 = Xp41 — @2Xp—1 — -+ — PpXpy1—p and by = apy1, the prior
equation can be written as

Y1 = P1xp + by
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3. In general, for t =h + j with j = 1,..., p, we have
Xhtj = P1Xptj—1+ -+ Qjxp + PjpiXp—1+ -+ QpXigj_p + A

Let yhyj=Xn+j — Q1Xn4j—1 — = Pj—1Xp41 — Pjp1Xn—1—" = PpXpij—p
and by, ; = ap4 ;. The prior equation reduces to

Yhtj = @jxn + Dp+j.

Consequently, for an AR(p) model, the missing value x;, is related to the model,
and the data in p + 1 equations

Yitj = @jxn +buyj, j=0,...,p, (12.16)

where ¢ = 1. Since a normal distribution is symmetric with respect to its mean, a;,
and —aj, have the same distribution. Consequently, Eq. (12.16) is a special simple
linear regression model with p 4+ 1 data points. The least squares estimate of xj
and its variance are

S0 2
- j:0¢1yh+1 o~ o
Xp = piqsz, Var(x,) = W-
j=0"%j j=0"%j

For instance, when p = 1, we have X;, = [¢1/(1 + ¢12)](xh_1 ~+ Xp4+1), which is
referred to as the filtered value of xj,. Because a Gaussian AR(1) model is time
reversible, equal weights are applied to the two neighboring observations of x;, to
obtain the filtered value.

Finally, using Result 1 of Section 12.3, we obtain that the posterior distribution
of x; is normal with mean u, and variance 0*2, where

GZHO + 002 ( f:o ¢12) X , o202
02402 (Zjlo ¢Jz) o2 +07 30 9;

Missing values may occur in patches, resulting in the situation of multiple con-
secutive missing values. These missing values can be handled in two ways. First,
we can generalize the prior method directly to obtain a solution for multiple fil-
tered values. Consider, for instance, the case that xj; and x;4; are missing. These
missing values are related to {x;—p, ..., X4—1; Xp42, .. ., Xpgp+1}. We can define a
dependent variable yj; in a similar manner as before to set up a multiple linear
regression with parameters x; and x;;. The least squares method is then used to
obtain estimates of xj; and x;1;. Combining with the specified prior distributions,
we have a bivariate normal posterior distribution for (x;,, x;41)". In Gibbs sampling,
this approach draws the consecutive missing values jointly. Second, we can apply
the result of a single missing value in Eq. (12.17) multiple times within a Gibbs
iteration. Again consider the case of missing x; and xj,4;. We can employ the
conditional posterior distributions f(x,|X, X541, @, 02) and fxnl X, xpn, @, o)
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separately. In Gibbs sampling, this means that we draw the missing value one
at a time.

Because x; and x;4; are correlated in a time series, drawing them jointly is
preferred in a Gibbs sampling. This is particularly so if the number of consecutive
missing values is large. Drawing one missing value at a time works well if the
number of missing values is small.

Remark. 1In the previous discussion, we assumed 7 — p > 1 and h + p < n.
If h is close to the end points of the sample period, the number of data points
available in the linear regression model must be adjusted. 0

12.6.2 Outlier Detection

Detection of additive outliers in Eq. (12.14) becomes straightforward under the
MCMC framework. Except for the case of a patch of additive outliers with similar
magnitudes, the simple Gibbs sampler of McCulloch and Tsay (1994a) seems to
work well; see Justel, Pefia, and Tsay (2001). Again we use an AR model to
illustrate the problem. The method applies equally well to other time series models
when the Metropolis—Hasting algorithm or the Griddy Gibbs is used to draw values
of nonlinear parameters.

Assume that the observed time series is y;, which may contain some addi-
tive outliers whose locations and magnitudes are unknown. We write the model
for y, as

y,=5,ﬂ,+xt, t:1,...,n, (1218)

where {§,} is a sequence of independent Bernoulli random variables such that
PG, =1)=¢cand P(§; =0) =1 — ¢, € is a constant between 0 and 1, {5} is a
sequence of independent random variables from a given distribution, and x; is an
outlier-free AR(p) time series,

X =¢o+ ¢1x—1+ -+ Qpxi—p +ay,

where {a,} is a Gaussian white noise with mean zero and variance 2. This model
seems complicated, but it allows additive outliers to occur at every time point. The
chance of being an outlier for each observation is €.

Under the model in Eq. (12.18), we have n data points, but there are 2n + p + 3
parameters—namely, ¢ = (¢o, ..., ¢p), 8 = (61,...,8,), B=(Bi..... B, o2,
and €. The binary parameters §, are governed by € and the S; are determined
by the specified distribution. The parameters § and B are introduced by using
the idea of data augmentation with §, denoting the presence or absence of an
additive outlier at time #, and B, is the magnitude of the outlier at time ¢ when it
is present.

Assume that the prior distributions are

VA
¢~ NG, Zo), 5~ X2, e~Beta(y,y), B~ N(,E&?),
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where the hyperparameters are known. These are conjugate prior distributions. To
implement Gibbs sampling for model estimation with outlier detection, we need to
consider the conditional posterior distributions of

F@IY,8,B,0%, fGulY,8_1 B, 0,07, [f(BulY,8 B_y & 07,
felY,8), f(*Y,$,8,8),

where 1 < h < n, Y denotes the data and @_; denotes that the ith element of @ is
removed.

Conditioned on § and B, the outlier-free time series x;, can be obtained by
Xx; = y; — 8; ;. Information of the data about ¢ is then contained in the least squares

estimate '

n n
“< ’
¢ = E X_1X;_ E Xio1x |,

t=p+1 t=p+I1

where x;,_; = (1, x,—1, ..., x,—p)’, which is normally distributed with mean ¢ and
covariance matrix
—1

n
=0’ E Xio1X,_,

t=p+1

The conditional posterior distribution of ¢ is therefore multivariate normal with
mean ¢, and covariance matrix X,, which are given in Eq. (12.9) with B being
replaced by ¢ and x,; by x,_;. Similarly, the conditional posterior distribution of
o2 is an inverted chi-squared distribution—that is,

n 2
VA + Zt:p+l a4 2

o2 Kvt+(n—p)»

where a, = x, —¢'x,_; and x, = y, — §,5:.

The conditional posterior distribution of §; can be obtained as follows. First, §, is
only related to {y;, ﬂj}];:,’:_p, {Sj}];:,’,'_p with j # h, ¢, and o%. More specifically,
we have

Xj=Yyj—98;Bj, JFh

Second, x;, can assume two possible values: x, =y, — B, if §, = 1 and x, = y;,
otherwise. Define

wjz_xj—(ﬁo—(ﬁlxj_]—"'—(bp.xj_p, ]=h,,h+P7

where xj =x; if j # h and x; = y;. The two possible values of x;, give rise to
two situations:

e Case I: §;, = 0. Here the hth observation is not an outlier and x; = y, = xj,.
Hence, w; =a; for j = h,..., h + p. In other words, we have

w; ~N(©,6%, j=h,....,h+p.
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e Case II: 6, = 1. Now the ith observation is an outlier and x; = y, = x5, + Bj.
The w; defined before is contaminated by B;. In fact, we have

wy, ~ N(Bp,0%) and w; ~ N(=¢; 1By, 0%, j=h+1....h+p.

If we define Yo = —1 and ; =¢; for i =1,..., p, then we have w; ~
N(=Vj_pPp,0?) for j=h,....,h+ p.

Based on the prior discussion, we can summarize the situation as follows:

1. Case I: §;, = 0 with probability 1 — €. In this case, w; ~ N(0, o?) for j=

h,...,h+ p.
2. Case II: §;, =1 with probability €. Here w; ~ N(—wj_hﬁh,az) for j =
h,...,h+ p.

Since there are n data points, j cannot be greater than n. Let m = min(n, h + p).
The posterior distribution of §;, is therefore

P@=11Y.8.4. .9.0%)
€ exp| — Xi (wy v/ 207 |

€ exp [ =X, (0 )/ QoD+ (1 — e exp[ X, w3/ 207 |

(12.19)
This posterior distribution is simply to compare the weighted values of the likeli-
hood function under the two situations with weight being the probability of each
situation.
Finally, the posterior distribution of S, is as follows.

e If §, = 0, then y; is not an outlier and B, ~ N (0, £2).

o If §, =1, then y, is contaminated by an outlier with magnitude fSy,.
The variable w; defined before contains information of g, for j =h,
h+1,...,min(h + p, n). Specifically, we have w; ~ N(—=v;_pp, o%) for
j=h,h+1,...,min(h + p,n). The information can be put in a linear
regression framework as

ij—Wj,hﬂh—l-aj, j:h,h+1,...,min(h+p,n).
Consequently, the information is embedded in the least squares estimate

Br=—=n—75 - m=min(h+p,n),
Zj:h j—h
which is normally distributed with mean g, and variance /(3.7 ¥7 ).
By Result 1, the posterior distribution of f;, is normal with mean g, and
variance oﬁ*, where

gr = — (Z'}lh lﬂj—hwj') & o o’g?

2+ (Svi)e " e (Svl,) e
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Example 12.2. Consider the weekly change series of U.S. 3-year Treasury
constant maturity interest rate from March 18, 1988 to September 10, 1999 for 600
observations. The interest rate is in percentage and is a subseries of the dependent
variable c¢3, of Example 12.1. The time series is shown in Figure 12.2a. If AR
models are entertained for the series, the partial autocorrelation function suggests
an AR(3) model and we obtain

3 = 0.227C3,,_1 + 0.0066‘3,1_2 + 0.114037,_2 + ay, 5= 0.0128,

where standard errors of the coefficients are 0.041, 0.042, and 0.041, respectively.
The Ljung—Box statistics of the residuals show Q(12) = 11.4, which is insignifi-
cant at the 5% level.

Next, we apply the Gibbs sampling to estimate the AR(3) model and to detect
simultaneously possible additive outliers. The prior distributions used are

vA 5x0.00256 ,
¢NN(070'2513)7 & = 5 ™ Xs5» Y1 =55 V2=95, g: :015
o

2 o2
where 0.00256 ~ 52/5 and £% & 952. The expected number of additive outliers is
5%. Using initial values € = 0.05, 02 =0.012, ¢; = 0.2, ¢, = 0.02, and ¢35 = 0.1,
we run the Gibbs sampling for 1050 iterations but discard results of the first 50
iterations. Using posterior means of the coefficients as parameter estimates, we
obtain the fitted model

3 = 0.252C3,,_1 + 0.0036‘3,1_2 + 0.110037,_2 + ay, 5= 0.0118,

where posterior standard deviations of the parameters are 0.046, 0.045, 0.046, and
0.0008, respectively. Thus, the Gibbs sampling produces results similar to that
of the maximum likelihood method. Figure 12.2b shows the time plot of poste-
rior probability of each observation being an additive outlier, and Figure 12.2¢
plots the posterior mean of outlier magnitude. From the probability plot, some
observations have high probabilities of being an outlier. In particular, + = 323
has a probability of 0.83 and the associated posterior mean of outlier magnitude
is —0.304. This point corresponds to May 20, 1994 when the c¢3, changed from
0.24 to —0.34 (i.e., about a 0.6% drop in the weekly interest rate within two
weeks). The point with second highest posterior probability of being an outlier
is t+ = 201, which is January 17, 1992. The outlying posterior probability is 0.58
and the estimated outlier size is 0.176. At this particular time point, c¢3, changed
from —0.02 to 0.33, corresponding to a jump of about 0.35% in the weekly inter-
est rate.

Remark. Outlier detection via Gibbs sampling requires intensive computation,
but the approach performs a joint estimation of model parameters and outliers. Yet
the traditional approach to outlier detection separates estimation from detection. It
is much faster in computation but may produce spurious detections when multiple
outliers are present. For the data in Example 12.2, the SCA program also identifies
t =323 and r = 201 as the two most significant additive outliers. The estimated
outlier sizes are —0.39 and 0.36, respectively. ]
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Figure 12.2. Time plots of weekly change series of U.S. 3-year Treasury constant maturity interest rate
from March 18, 1988 to September 10, 1999: (a) the data, (b) the posterior probability of being an
outlier, and (c) the posterior mean of outlier size. The estimation is based on a Gibbs sampling with
1050 iterations with the first 50 iterations as burn-ins.

12.7 STOCHASTIC VOLATILITY MODELS

An important financial application of MCMC methods is the estimation of stochas-
tic volatility models; see Jacquier, Polson, and Rossi (1994) and the references
therein. We start with a univariate stochastic volatility model. The mean and volatil-
ity equations of an asset return r;, are

re=PBo+ Bixy + -+ Bpxp ta, a =/hie,, (12.20)
Inh =oap+arInh1 + v, (12.21)
where {x;/|i =1,..., p} are explanatory variables available at time 7 — 1, the §;

are parameters, {¢;} is a Gaussian white noise sequence with mean 0 and variance 1,
{v/} is also a Gaussian white noise sequence with mean 0 and variance avz, and

{e;} and {v,} are independent. The log transformation is used to ensure that %, is
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positive for all . The explanatory variables x;; may include lagged values of the
return (e.g., x;; = r;—;). In Eq. (12.21), we assume that |o;| < 1 so that the log
volatility process In %, is stationary. If necessary, a higher order AR(p) model can
be used for In A;.

Denote the coefficient vector of the mean equation by B = (Bo, Bi1, ..., Bp)
and the parameter vector of the volatility equation by @ = («g, a1, 02)". Suppose
that R = (ry, ..., ry) is the collection of observed returns and X is the collection
of explanatory variables. Let H = (hy,...,h,) be the vector of unobservable
volatilities. Here B and w are the “traditional” parameters of the model and H
is an auxiliary variable. Estimation of the model would be complicated via the
maximum likelihood method because the likelihood function is a mixture over the
n-dimensional H distribution as

F(RIX, B, ®) = /f(RIX,ﬂ,H)f(HIw)dH-

However, under the Bayesian framework, the volatility vector H consists of aug-
mented parameters. Conditioning on H, we can focus on the probability distribution
functions f(R|H, B) and f(H|w) and the prior distribution p(8, ®). We assume
that the prior distribution can be partitioned as p(f, ®) = p(B) p(w); that is, prior
distributions for the mean and volatility equations are independent. A Gibbs sam-
pling approach to estimating the stochastic volatility in Eqgs. (12.20) and (12.21)
then involves drawing random samples from the following conditional posterior
distributions:

JBIR.X.H.»), f(HIR.X,B.»), f[(oR X, B H).

In what follows, we give details of practical implementation of the Gibbs sam-
pling used.

12.7.1 Estimation of Univariate Models

Given H, the mean equation in (12.20) is a nonhomogeneous linear regression.
Dividing the equation by /%, we can write the model as

Fou =%, B+e, t=1,...n, (12.22)

where r,; = r,/\/ﬁt and x,; = x,//h,, withx, = (1, x1;, ..., x,,,)/ being the vec-
tor of explanatory variables. Suppose that the prior distribution of B is multivariate
normal with mean 8, and covariance matrix A,. Then the posterior distribution of
B is also multivariate normal with mean B, and covariance matrix A,. These two
quantities can be obtained as before via Result 1a and they are

n n
AT =Y AT B = A, (Z XouTos + AJ%) :
=1

t=1

where it is understood that the summation starts with p + 1 if r,_, is the highest
lagged return used in the explanatory variables.
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The volatility vector H is drawn element by element. The necessary conditional
posterior distribution is f(h,|R, X, H_,, 8, ®), which is produced by the normal
distribution of @, and the lognormal distribution of the volatility,

f|R, X, B, H_, w)
o flarlhe, re, %0, B) f (helhi—y, @) f (hegr [, @)
oc 703 expl—(r, — x, )%/ (2h )1k, expl—(Inh, — w)*/(20%)]
oc b 1S expl—(ry — x/ )%/ (2hy) — (Inhy — wu)*/ (2], (12.23)

where 1, = [og(1 — o)) + ay(Inh,q +1Inh—)]/(1 + @) and 0% = 02 /(1 + a?).
Here we have used the following properties: (a) a;|h, ~ N(O, h;); (b)
Inh/Inh;,—y ~ N(ao+aInh,_y,02); (c) Inhq|Inh, ~ N(og + oy Inh,, 02);
(d)dInh, = hfldh,, where d denotes differentiation; and (e) the equality

(x —a)’A+ (x —b)’C=(x—0c)*(A+C) + (a—b)*AC/(A + C),

where ¢ = (Aa + Cb)/(A + C) provided that A + C # 0. This equality is a scalar
version of Lemma 1 of Box and Tiao (1973, p. 418). In our application, A = 1,
a=oyg+1Inh,_;,C = a%, and b = (Inh;; — ap)/cty. The term (a — b)>?AC/(A +
C) does not contain the random variable 4, and, hence, is integrated out in the
derivation of the conditional posterior distribution. Jacquier, Polson, and Rossi
(1994) use the Metropolis algorithm to draw h,. We use Griddy Gibbs in this
section, and the range of %, is chosen to be a multiple of the unconditional sample
variance of r;.

To draw random samples of w, we partition the parameters as o = (g, a1)’
and o?2. The prior distribution of @ is also partitioned accordingly (i.e., p(w) =
p(a) p(UUZ)). The conditional posterior distributions needed are

o f(a|Y,X,H,B,02) = f(a|H,0o?): Given H, Inh, follows an AR(1) model.
Therefore, the result of AR models discussed in the previous two sections
applies. Specifically, if the prior distribution of & is multivariate normal with
mean «, and covariance matrix C,, then f(«|H, avz) is multivariate normal
with mean a, and covariance matrix C., where

C; = L= 2“f +C,' a=C, <—ZLZ AL C_]ow) ,

2 o
GU

where z; = (1,Inh,_y) .

o f(02|Y,X,H,B,a) = f(c?|H,a): Given H and &, we can calculate v, =
Inh; —ap —ayInh,—; for t =2, ..., n. Therefore, if the prior distribution
of 02 is (mA)/o? ~ x2, then the conditional posterior distribution of o
is an inverted chi-squared distribution with m +n — 1 degrees of freedom;
that is,

mi+ 30 v -

X -
O_Uz m+n—1
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Remark. Formula (12.23) is for | < ¢ < n, where n is the sample size. For the
two end data points /; and h,, some modifications are needed. A simple approach
is to assume that A is fixed so that the drawing of h, starts with r = 2. For t = n,
one uses the result Inh, ~ (0g + oy Inh,_q, crvz). Alternatively, one can employ
a forecast of £,y and a backward prediction of hy and continue to apply the
formula. Since h,, is the variable of interest, we forecast %, by using a 2-step
ahead forecast at the forecast origin n — 1. For the model in Eq. (12.21), the forecast
of h,yq is

ha1(2) = g + @1 (o + i In ).
The backward prediction of & is based on the time reversibility of the model
(nh; —n) = ar(nh—y —n) + v,
where n = /(1 — @) and |o;| < 1. The model of the reversed series is

(Inh; —n) =ar(nh —n) + v/,

2

where {v} is also a Gaussian white noise series with mean zero and variance o).

Consequently, the 2-step backward prediction of % at time t = 2 is
7a(=2) = a}(Inhy — 7). O
Remark. Formula (12.23) can also be obtained by using results of a missing
value in an AR(1) model; see Section 12.6.1. Specifically, assume that In /%, is

missing. For the AR(1) model in Eq. (12.21), this missing value is related to
Inh,—; and Inh,q for 1 <t < n. From the model, we have

Inh; =ag+oyInh,_; +a;.
Define y; = a9 + «1y7—1, X; = 1, and by = —a,. Then we obtain
v = x;Inh, + by. (12.24)
Next, from
Inhiy) =0 +aInh, + a4,
we define y,+1 =Inh,41 — oo, X,4+1 = @1, and b,y = a,41 and obtain
Vewl = Xpe1 Inhygy + byyy. (12.25)

Now Egs. (12.24) and (12.25) form a special simple linear regression with two

observations and an unknown parameter In /,. Note that b, and b, have the same

distribution because —a; is also N (0, ovz). The least squares estimate of In /z; is then
Xeyr + Xep1 Y1 ool —ay) +ar(Inhyy +1Inhy)

lﬁ = =
! x,z—i—xtzJrl 1 —I—a%

bl
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which is precisely the conditional mean of In/, given in Eq. (12.23). In addition,
this estimate is normally distributed with mean In /; and variance crvz /(1 + oef). For-
mula (12.23) is simply the product of a, ~ N (0, ;) and lﬁ, ~ N[Inh,, ovz/(l +
alz)] with the transformation dInh, = h; 'dh,. This regression approach general-
izes easily to other AR(p) models for In /,. We use this approach and assume that
{h,},p:] are fixed for a stochastic volatility AR(p) model. O

Remark. Starting value of A, can be obtained by fitting a volatility model of
Chapter 3 to the return series. ]

Example 12.3. Consider the monthly log returns of the S&P 500 index from
January 1962 to December 1999 for 456 observations. Figure 12.3 shows the time
plot of the return measured in percentage. If GARCH models are entertained for
the series, we obtain a Gaussian GARCH(1,1) model

It =0.658+a[, az Z\/EG[,
h; = 3.349 + 0.086a> | + 0.735h,_4, (12.26)
where ¢-ratios of the coefficients are all greater than 2.52. The Ljung—Box statistics

of the standardized residuals and their squared series fail to indicate any model
inadequacy.

10 —

In-rtn

—-10 -

—-20 -

I I I I
1970 1980 1990 2000

year

Figure 12.3. Time plot of monthly log returns of the S&P 500 index from 1962 to 1999.
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Next, consider the stochastic volatility model

rr=pn+a, a= \/h_tetv
Inh; =00 +a;Inh,_ + v, (12.27)

where the v, are iid N (0, ovz). To implement the Gibbs sampling, we use the prior
distributions

. 5x%x0.2 2
un~N(@O,9), a~ Nla,,diag(0.09,0.04)], — X5,
o

v

where o, = (0.4, 0.8)". For initial parameter values, we use the fitted values of the
GARCH(1,1) model in Eq. (12.26) for {h,} and set avz = 0.5 and & = 0.66, which
is the sample mean. In addition, %, is drawn by using the Griddy Gibbs with 500
grid points and the range of 4, is (0, 1.5s2), where s? is the sample variance of the
log return r;.

We ran the Gibbs sampling for 5100 iterations but discarded results of the first
100 iterations. Figure 12.4 shows the density functions of the prior and posterior
distributions of the four coefficient parameters. The prior distributions used are
relatively noninformative. The posterior distributions are concentrated especially
for 1 and o2. Figure 12.5 shows the time plots of fitted volatilities. The upper
panel shows the posterior mean of 4, over the 5000 iterations for each time point

2.0 8
= 1.5 > 6
2 1.0 2 4
3 3
0.5 2
00— 0 r——= e
-1.0 05 00 05 10 15 20 0 2 4 6
alpha0 sigvsq
2.0
2 2z 197
g g
S S 1.0
© ©
0.5
=T | 00— T | T .
15 20 10 -5 0 5 10

alpha1

Figure 12.4. Density functions of prior and posterior distributions of parameters in a stochastic volatility
model for the monthly log returns of the S&P 500 index. The dashed line denotes prior density and the
solid line the posterior density, which is based on results of Gibbs sampling with 5000 iterations. See
the text for more details.
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Figure 12.5. Time plots of fitted volatilities for monthly log returns of the S&P 500 index from 1962
to 1999. The upper panel shows the posterior means of a Gibbs sampler with 5000 iterations. The lower
panel shows the results of a GARCH(1,1) model.

whereas the lower panel shows the fitted values of the GARCH(1,1) model in Eq.
(12.26). The two plots exhibit a similar pattern.
The posterior mean and standard error of the four coefficients are as follows:

Parameter I o0 o o2

v
Mean 0.836 0.831 0.685 0.265
Standard error 0.177 0.183 0.069 0.056

The posterior mean of «; is 0.685, which is smaller than that obtained by Jacquier,
Polson, and Rossi (1994) who used daily returns of the S&P 500 index. But it
confirms the strong serial dependence in the volatility series. Finally, we have used
different initial values and 3100 iterations for another Gibbs sampler; the posterior
means of the parameters change slightly, but the series of posterior means of #;
are stable.

12.7.2 Multivariate Stochastic Volatility Models

In this subsection, we study multivariate stochastic volatility models using the
Cholesky decomposition of Chapter 10. We focus on the bivariate case, but the
methods discussed also apply to the higher dimensional case. Based on the Cholesky
decomposition, the innovation a, of a return series r, is transformed into b,
such that

by =ay, by =axy — q,:bi,
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where by, and g1, can be interpreted as the residual and least squares estimate of
the linear regression

axy = q21,:a1; + bo;.

The conditional covariance matrix of a; is parameterized by {gi1, g22./} and
{g21.1} as

Ol1, 012, I 0]|fegu: O 1 g21,
. - , o 12.28
|:021,r 0221 :| |:C]21,z 1 :| [ 0 gn: [0 1 ( )
where g;;; = Var(b;;|F;—1) and by, L by,. Thus, the quantities of interest are g; ,
822> and ¢o1 4.

A simple bivariate stochastic volatility model for the return r; = (ry;, ry;)’ is as
follows:

re=PBo+Bix +a, (12.29)
Ingii; =ajo+oIng;—1 +vi, 1=1,2, (12.30)
21,0 = Yo +V1921,1—1 + Uz, (12.31)

where {a,} is a sequence of serially uncorrelated Gaussian random vectors with
mean zero and conditional covariance matrix X, given by Eq. (12.28), B, is a
two-dimensional constant vector, x; denotes the explanatory variables, and {vy,},
{vy}, and {u,} are three independent Gaussian white noise series such that Var(v;;)
= crizu and Var(u,) = cruz. Again log transformation is used in Eq. (12.30) to ensure
the positiveness of g;; ;.

Let G; = (gii1,---,&in)s G=[G1,G2], and Q@ = (q21,1,...,921,n)". The
“traditional” parameters of the model in Egs. (12.29)—(12.31) are B = (B, B1),
w; = (o, ail,al.zv) fori =1, 2, and y = (yo, y],auz). The augmented parameters
are @, G, and G,. To estimate such a bivariate stochastic volatility model via
Gibbs sampling, we use results of the univariate model in the previous subsection
and two additional conditional posterior distributions. Specifically, we can draw
random samples of:

1. By and B, row by row using the result (12.22);

2. gi11+ using Eq. (12.23) with a; being replaced by ay;;

3. w; using exactly the same methods as those of the univariate case with a,
replaced by ay;.

To draw random samples of w, and g2, we need to compute by;. But this is easy
because by, = az — q21,,a1; given the augmented parameter vector Q. Furthermore,
by is normally distributed with mean 0 and conditional variance g ;.

It remains to consider the conditional posterior distributions

f(@0Q,0D), f©@2Q @), f(qu.A G, Q. ),

where w = (y, y1)’ is the coefficient vector of Eq. (12.31) and A denotes the col-
lection of a,, which is known if R, X, B, and B, are given. Given Q and auz, model
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(12.31) is a simple Gaussian AR(1) model. Therefore, if the prior distribution of @
is bivariate normal with mean w, and covariance matrix D,, then the conditional
posterior distribution of @ is also bivariate normal with mean @, and covariance
matrix D, where

n
Do L1

n /

-1 __ thz 2%y
D* - 2 2
UM UM

+D;11 '(D'*ZD*< +Du_1w0>’
where z, = (1, g21,—1)'. Similarly, if the prior distribution of o2 is (mi)/o2 ~ x2
then the conditional posterior distribution of o2 is

mi+ Yy u}

~ 2
O_uz Xm+n—1s

where Ur =q21,r — Yo — Y1921,t—1- Finally,

f(g21.1A,G, Q_,, 0}, @)
o f(balgn.) f(qiqi—1, @, 02 f(qris1lqas, @, 02)
o 8327 expl—(az — qa1.4a11)*/(2822.)1expl—(qa1.s — 111)* 201, (12.32)

where 11, = [yo(1 = 11) + 1(@21.-1 + 2141/ + ¥) and 02 = o7 /(1 + y7).
In general, i, and o can be obtained by using the results of a missing value in
an AR(p) process. It turns out that Eq. (12.32) has a closed-form distribution for
q21.¢- Specifically, the first term of Eq. (12.32), which is the conditional distribution
of g21.+ given g, and a;, is normal with mean ay;/a;; and variance g2,/ (ai)?.
The second term of the equation is also normal with mean y, and variance o>.
Consequently, by Result 1 of Section 12.3, the conditional posterior distribution of
q21, is normal with mean 1, and variance 0*2, where

2 2 2 2
1 4 +1‘|‘V1 _ 2(1+71 o« i X%)

= s M =0y e +
0*2 8221 Uuz %2 8221 ayy

where p, is defined in Eq. (12.32).

Example 12.4. In this example, we study bivariate volatility models for the
monthly log returns of IBM stock and the S&P 500 index from January 1962
to December 1999. This is an expanded version of Example 12.3 by adding the
IBM returns. Figure 12.6 shows the time plots of the two return series. Let r, =
(IBM;, SP;)’. If time-varying correlation GARCH models with Cholesky decom-
position of Chapter 10 are entertained, we obtain the model

ro=pBo+a, (12.33)
8i,r =10 +11811,1—1 +a12ai,_1, (12.34)
8221 = 20 + 0!21012,,_1, (12.35)

9211 = Y0, (12.36)
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Figure 12.6. Time plots of monthly log returns of (a) IBM stock and (b) the S&P 500 index from 1962
to 1999.

where the estimates and their standard errors are given in Table 12.2(a). For
comparison purpose, we employ the same mean equation in Eq. (12.33) and a
stochastic volatility model similar to that in Eqs. (12.34)—(12.36). The volatility
equations are

Ingii, =aw+anIngi— +vi, Var(vy)=op, (12.37)
In g, = a + vy, Var(vy,) = 03, (12.38)
G210 = Yo + Uy, Var(u;) = o2 (12.39)

The prior distributions used are

Bio ~ N(0.8,4), & ~ N[(0.4,0.8), diag(0.16,0.04)], s ~ N(5,25),

Yo ~ N(0.4. .04), 10 ><20.1 N Xlzo’ 5 ><20.2 N X52’ 5x0.2 2

Ulv UZv u
These prior distributions are relatively noninformative. We ran the Gibbs sampling
for 1300 iterations but discarded results of the first 300 iterations. The random
samples of g;; , were drawn by Griddy Gibbs with 400 grid points in the intervals
[0, 15312]’ where si2 is the sample variance of the log return r;,. Posterior means and
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Table 12.2. Estimation of Bivariate Volatility Models for Monthly Log Returns
of IBM Stock and the S&P 500 Index from January 1962 to December 1999

(a) Bivariate GARCH(1,1) Model with Time-Varying Correlations

Parameter Bot Bo2 aio ar anp a0 as) 70

Estimate 1.04 0.79 3.16 0.83 0.10 10.59 0.04 0.35
Standard error 0.31 0.20 1.67 0.08 0.03 0.93 0.02 0.02

(b) Stochastic Volatility Model

2 2 2
Parameter Bo1 Boz a0 o oy, o0 05, Y0 0,

Posterior mean 086 0.84 052 086 0.08 1.81 0.39 0.39  0.08
Standard error 0.30 0.18 0.18 0.05 0.03 0.11 0.06 0.03 0.02

“The stochastic volatility models are based on the last 1000 iterations of a Gibbs sampling with 1300
total iterations.

standard errors of the “traditional” parameters of the bivariate stochastic volatility
model are given in Table 12.2(b).

To check for convergence of the Gibbs sampling, we ran the procedure several
times with different starting values and numbers of iterations. The results are stable.
For illustration, Figure 12.7 shows the scatterplots of various quantities for two
different Gibbs samples. The first Gibbs sample is based on 300 + 1000 iterations,
and the second Gibbs sample is based on 500 + 3000 iterations, where M + N
denotes that the total number of Gibbs iterations is M + N, but results of the
first M iterations are discarded. The scatterplots shown are posterior means of
81l 82215 82115 0221, 021, and the correlation po;,. The line y = x is added to
each plot to show the closeness of the posterior means. The stability of the Gibbs
sampling results is clearly seen.

It is informative to compare the GARCH model with time-varying correlations
in Egs. (12.33)—(12.36) with the stochastic volatility model. First, as expected, the
mean equations of the two models are essentially identical. Second, Figure 12.8
shows the time plots of fitted volatilities for IBM stock return. Figure 12.8a is for
the GARCH model, and Figure 12.8b shows the posterior mean of the stochastic
volatility model. The two models show similar volatility characteristics; they exhibit
volatility clusterings and indicate an increasing trend in volatility. However, the
GARCH model produces higher peak volatility values. Third, Figure 12.9 shows
the time plots of fitted volatilities for the S&P 500 index return. The GARCH
model produces an extra volatility peak around 1993. This additional peak does
not appear in the univariate analysis shown in Figure 12.5. It seems that for this par-
ticular instance the bivariate GARCH model produces a spurious volatility peak.
This spurious peak is induced by its dependence on IBM returns and does not
appear in the stochastic volatility model. Indeed, the fitted volatilities of the S&P
500 index return by the bivariate stochastic volatility model are similar to that
of the univariate analysis. Fourth, Figure 12.10 shows the time plots of fitted
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Figure 12.7. Scatterplots of posterior means of various statistics of two different Gibbs samples for
the bivariate stochastic volatility model for monthly log returns of IBM stock and the S&P 500 index.
The x-axis denotes results based on 500 + 3000 iterations and the y-axis denotes results based on
300 + 1000 iterations. The notation is defined in the text.
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Figure 12.8. Time plots of fitted volatilities for monthly log returns of IBM stock from 1962 to 1999:
(a) a GARCH model with time-varying correlations and (b) a bivariate stochastic volatility model

estimated by Gibbs sampling with 300 + 1000 iterations.
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Figure 12.9. Time plots of fitted volatilities for monthly log returns of the S&P 500 index from 1962
to 1999: (a) a GARCH model with time-varying correlations and (b) a bivariate stochastic volatility
model estimated by Gibbs sampling with 300 4+ 1000 iterations.
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Figure 12.10. Time plots of fitted correlation coefficients between monthly log returns of IBM stock
and the S&P 500 index from 1962 to 1999: (a) a GARCH model with time-varying correlations and
(b) a bivariate stochastic volatility model estimated by Gibbs sampling with 300 + 1000 iterations.

conditional correlations. Here the two models differ substantially. The correlations
of the GARCH model are relatively smooth and positive with mean value 0.55
and standard deviation 0.11. However, the correlations produced by the stochastic
volatility model vary markedly from one month to another with mean value 0.57
and standard deviation 0.17. Furthermore, there are isolated occasions on which
the correlation is negative. The difference is understandable because g2, contains
the random shock u, in the stochastic volatility model.

Remark. The Gibbs sampling estimation applies to other bivariate stochas-
tic volatility models. The conditional posterior distributions needed require some
extensions of those discussed in this section, but they are based on the
same ideas. O

12.8 A NEW APPROACH TO SV ESTIMATION

In this section, we discuss an alternative procedure to estimate stochastic volatility
models. This approach makes use of the technique of forward filtering and backward
sampling (FFBS) within the Kalman filter framework to improve the efficiency of
Gibbs sampling. It can dramatically reduce the computing time by drawing the
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volatility process jointly with the help of a mixture of normal distributions. In
fact, the approach can be used to estimate many stochastic diffusion models with
leverage effects and jumps.

For ease in presentation, we reparameterize the univariate stochastic volatility
model in Egs. (12.20) and (12.21) as

re = x,B + opexp (%) €, (12.40)
L1 =z + 1, (12.41)
where x; = (1, xy/, ..., xp), B = (Bo, B1,-...Bp), 00 >0, {z/} is a zero-mean

log volatility series, and {¢,} and {n,} are bivariate normal distributions with mean
zero and covariance matrix
1 o
Z = p 2,7 .
poy o,

The parameter p is the correlation between €, and 1, and represents the leverage
effect of the asset return r,. Typically, p is negative signifying that a negative return
tends to increase the volatility of an asset price.

Compared with the model in Egs. (12.20) and (12.21), we have z, = In(h;) —
ln(ooz) and 002 = exp{E[In(h,;)]}. That is, z; is a mean-adjusted log volatility series.
This new parameterization has some nice characteristics. For example, the volatil-
ity series is ogexp(z,/2), which is always positive. More importantly, n, is the
innovation of z,4; and is independent of z,. This simple time shift enables us to
handle the leverage effect. If one postulates z; = az;—; + 1, for Eq. (12.41), then
n; and €, cannot be correlated, because a nonzero correlation implies that z; and
€, are correlated in Eq. (12.40), which would lead to some identifiability issues.

Remark. Alternatively, one can write the stochastic volatility model as

Iy = x;ﬂ + op exp (Zt%) €1,

Zr = oZ—1 + N,

where (¢;, n;)’ is a bivariate normal distribution as before. Yet another equivalent
parameterization is

re =x,B +exp (%) €,
zf =+ oz + N,
where E(zf) = ap/(1 — «) is not zero. O
Parameters of the stochastic volatility model in Egs. (12.40) and (12.41) are

B.oo,a, p,0p,and z = (24, ..., zn)', where n is the sample size. For simplicity, we
assume z; is known. To estimate these parameters via MCMC methods, we need
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their conditional posterior distributions. In what follows, we discuss the needed
conditional posterior distributions.

1. Given z and o( and a normal prior distribution, § has the same conditional
posterior distribution as that in Section 12.7.1 with /A, replaced by oq exp(z;/2);
see Eq. (12.22).

2. Given z and O',%, « is a simple AR(1) coefficient. Thus, with an approximate
normal prior, the conditional posterior distribution of « is readily available; see
Section 12.7.1.

3. Given B and z, we define v, = (r; — x| B) exp(—z,/2) = ope,. Thus, {v, }
is a sequence of iid normal random variables with mean zero and variance o_.
If the prior distribution of of is (mA)/og ~ x2, then the conditional posterior
distribution of 002 is an inverted chi-squared distribution with m + n degrees of

freedom; that is,

mi+y 1, v?

2
~ 2
2 m—+n
99
4. Given B, o0p, z, and o, we can easily obtain the bivariate innovation
b, = (¢,n;) fort =2, ..., n. The likelihood function of (p, 03) is readily avail-
able as

n 1 n ,
Up.o)) =[] F@IZ) |27 D exp (—5 Zb,z‘b,>
t=2

t=2

i 1 e
x |7V 2 exp |:—§tr (): 1;b,b;>:|,

where tr(A) denotes trace of the matrix A. However, this joint distribution is
complicated because one cannot separate p and 0,72. We adopt the technique of
Jacquier, Polson, and Rossi (2004) and reparameterize the covariance matrix as

[ : mn} [1 " }
Y= 2 = 2 |
poy o, p wtg

where v = U,%(l — ,02). It is easy to see that |X| = w and

1 2 _ 10 1 10
-1 _ @ @ _ -
e B R E e
where S contains ¢ only. Let e = (e3,...,¢,) and § = (2, ..., 1,)’ be the inno-

vations of the model in Eqgs. (12.40) and (12.41). The likelihood function then
becomes (keeping terms related to parameters only)

1
g, w) x o~ "D 2 exp <—2—tr(SR)> ,
w

where R =) "/_, b,;b, = (e, n)’(e, n), which is the 2 x 2 cross-product matrix of
the innovations. For simplicity, we use conjugate priors such that w is inverse
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gamma (IG) with hyperparameters (yy/2, y1/2): that is, o ~ IG(yy/2, y1/2) and
¢lo ~ N(0, w/2). Then, after some algebraic manipulation, the joint posterior
distribution of (¢, w) can be decomposed into a normal and an inverse gamma
distribution. Specifically,

¢~ N[@,w/2+¢€e)],
where ¢ = e'n/(2 + €’e), and
o ~IG[(n + 1+ 10)/2. {y1 + n'n — (¢n)*/ (2 + €'e)}/2].

In Gibbs sampling, once ¢ and w are available, we can obtain p and a”z easily
because 0772 —w+¢*and p=¢ /o,. Note that the probability density function of
an IG(«, B) random variable w is

fwla, B) = ﬂw_(‘”'” exp (—E> , forw>0,
I'(a) w

where @ > 2 and 8 > 0.

5. Finally, we consider the joint distribution of the log volatility z given the
data and other parameters. From Eq. (12.40), we have

(ry —x;ﬁ)z
2

99

= exp(z,)etz.

Therefore, letting y, = In[(r, — x,B)* /o], we obtain

Vi =2 + €, (12.42)

where € = In(e?). Since €2 ~ x7, € is not normally distributed. Treating Eq.

(12.42) as an observation equation and Eq. (12.41) as the state equation, we have
the form of a state-space model except that € is not Gaussian; see Eqgs. (11.25) and
(11.24) of Chapter 11. To overcome the difficulty associated with non-normality,
Kim, Shephard, and Chib (1998) use a mixture of seven normal distributions to
approximate the distribution of €. Specifically, we have

7
f€) =Y piN(ui, @),

i=1

where p;, u;, and wiz are given in Table 12.3. See also, Chib, Nardari, and Shephard
(2002).

To demonstrate the adequacy of the approximation, Figure 12.11 shows the density
function of €/ (solid line) and that of the mixture of seven normals (dashed line) in
Table 12.3. These densities are obtained using simulations with 100,000 observations.
From the plot, the approximation by the mixture of seven normals is very good.

Why is it important to have a Gaussian state-space model? The answer is that
such a Gaussian model enables us to draw the log volatility series z jointly and
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Table 12.3. Seven Components of Normal Distributions

Component i Probability p; Mean p;  Variable wiz

1 0.00730 —11.4004 5.7960
2 0.10556 —5.2432 2.6137
3 0.00002 —9.8373 5.1795
4 0.04395 1.5075 0.1674
5 0.34001 —0.6510 0.6401
6 0.24566 0.5248 0.3402
7 0.25750 —2.3586 1.2626
0.20
0.15 7
=2
[ —
é 0.10
0.05
0.0 -
T T T T T T T
—25 —20 -15 -10 -5 0 5

Figure 12.11. Density functions of log( Xlz), solid line, and that of a mixture of seven normal distribu-
tions, dashed line. Results are based on 100,000 observations.

efficiently. To see this, consider the following special Gaussian state-space model,
where 7, and e; are uncorrelated (i.e., no leverage effects):

=z 40, 0 ~ia NO, o), (12.43)
vi=c¢+z+e, e ~nd NQO, H) (12.44)

where, as will be seen later, (¢;, H;) assumes the value (u;, zzriz) of Table 12.3 for
some i. For this special state-space model, we have the Kalman filter algorithm

Vr =YVt — Ytjt—1 = Yt — Ct — Zt|t—1»

Vi=%y-1+H,,
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Zt)e = -1 T Ez|t71V,_lvz, (12.45)
Etlt = Et\t—l - z:t|t—1V;12t|t—],
L+l = Ot

2 2
Et+l|t = Et|t +U,7,

where V; = Var(v;) is the variance of the 1-step ahead prediction error v, of y;
given Fi_1 = (y1,...,¥—1), and z;; and X;|; are, respectively, the conditional
expectation and variance of the state variable z; given F;. See the Kalman filter
discussion of Chaper 11.

Forward Filtering and Backward Sampling (FFBS)
Let p(z|F,) be the joint conditional posterior distribution of z given the return
data and other parameters, where for simplicity the parameters are omitted from
the condition set. We can partition the distribution as

P(Z|Fn) = P(z2,23, ..., Zn|Fn)
= pzal Fu) p(Zn—11zns Fo) p(Zn—2|zn—1, 2n, Fn) - .. p(22123, .. ., Zus Fi)
= p(Zn|Fn)p(Zn—l|Zn9 Fn)p(zn—2|zn—19 Fn) e P(ZZ|ZS, Fn)v (1246)

where the last equality holds because z; in Eq. (12.43) is a Markov process so that
conditioned on z;41, z; is independent of z;; for j > 1.

From the Kalman filter in Eq. (12.45), we obtain that p(z,|F,) is normal with
mean z,, and variance X,,. Next, consider the second term p(z,—1lz,, F;,) of Eq.
(12.46). We have

p(anllznv Fn) = P(Zn—1|Zn» Fy1, yn) = P(Zn—1|Zn, Fy1, vn)’ (1247)

where v, =y, — yujn—1 is the 1-step ahead prediction error of y,. From the state-
space model in Eqgs. (12.43) and (12.44), z,— is independent of v,,. Therefore,

P(Zn—11zns Fu) = p@Zn—tlzn, Fuo1). (12.48)

This is an important property because it implies that we can derive the posterior
distribution p(z,—1|z,, F,) from the joint distribution of (z,,_1, z,) given F,_| via
Theorem 11.1 of Chapter 11. First, the joint distribution is bivariate normal under
the Gaussian assumption. Second, the conditional mean and covariance matrix of
(zn—1, 2n) given F,_ are readily available from the Kalman filter algorithm in Eq.
(12.45). Specifically, we have

Zn—1 Zn—1jn—1 Zh—lin—1 Op—1jn—1
~ N , , 12.49
|: Zn i|Fnl <|: Znln—1 ] |:Ol2n—l|n—1 z:nln—l i|> ( )
where the covariance is obtained by (i) multiplying z,—; by Eq. (12.43) and (ii)
taking conditional expectation. Note that all quantities involved in Eq. (12.49) are
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available from the Kalman filter. Consequently, by Theorem 11.1, we have
P@Zn—1lzns Fn) ~ N(up_1, 25 1), (12.50)
where
My = Zn—tja—1 + azn—l|n—12n_‘:,_1(zn = Znjn—1)>
1= Tyt — azzg—un—@;\i—r
Next, for the conditional posterior distribution p(z,—2|z,—1, Fy,), we have
P@n—2lzn-1, Fn) = p(zn—2lzn—1, Fu—2, Yn—1, Yn)
= p(zn—2lzn—1, Fu—2, Un—1, )
= p(zn-2lzn-1, Fu-2).

Consequently, we can obtain p(z,—2|z,—1, F,) from the bivariate normal distribu-
tion of p(z,_2,Zn_1|Fu_2) as before. In general, we have

P(zilziv1s Fu) = p(zilzepr, Fr), for 1 <t <n.

Furthermore, from the Kalman filter, p(z;, z,+1|F;) is bivariate normal as
EYRTEAIE T3 B
241 F, Zr+10t azt\t Zt+l|t

Pz, Fr) ~ N(/L;k, E,*),

Consequently,

where

—1
M;k =it + azt|t2,+1|,(zt+1 - Zt+1\t)v

D i D

The prior derivation implies that we can draw the volatility series z jointly
by a recursive method using quantities readily available from the Kalman filter
algorithm. That is, given the initial values zjjo and Xjjp, one uses the Kalman
filter in Eq. (12.45) to process the return data forward, then applies the recursive
backward method to draw a realization of the volatility series z. This scheme is
referred to as forward filtering and backward sampling (FFBS); see Carter and
Kohn (1994) and Frithwirth-Schnatter (1994). Because the volatility {z;} is serially
correlated, drawing the series jointly is more efficient.

Remark. The FFBS procedure applies to general linear Gaussian state-space
models. The main idea is to make use of the Markov property of the model and
the structure of the state-transition equation so that

p(Sf|Sf+17 Fn) - p(sl‘|sl+lﬂ Flﬂ vl+l7 D) Uﬂ) - p(sl|sl+la F[)v
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where §; denotes the state variable at time ¢ and v; is the 1-step ahead prediction
error. This identity enables us to apply Theorem 11.1 to derive a recursive method
to draw the state vectors jointly. U

Return to the estimation of the SV model. As in Eq. (12.42), let y, = In[(r;, —
x;ﬁ)z/aoz]. To implement FFBS, one must determine ¢, and H, of Eq. (12.44)
so that the mixture of normals provides a good approximation to the distribution
of €. To this end, we augment the model with a series of independent indicator
variables {I;}, where I, assumes a value in {1,...,7} such that P(l; = i) = p;;
with 21‘7:1 pir = 1 for each t. In practice, conditioned on {z;}, we can determine
¢; and H; as follows. Let

qir = ®[(yr — zr — i) /i), fori=1,...,7,

where p; and w; are the mean and standard error of the normal distributions given
in Table 12.3 and ®(.) denotes the cumulative distribution function of the standard
normal random variable. These probabilities g;, are the likelihood function of ;
given y; and z;. The probabilities p; of Table 12.3 form a prior distribution of ;.
Therefore, the posterior distribution of /; is
pitZ%, i=1,...,7.
> i=1 Pidji

We can draw a realization of I, using this posterior distribution. If the random
draw is I; = j, then we define ¢; = u; and H; = w}. In summary, conditioned
on the return data and other parameters of the model, we employ the approximate
linear Gaussian state-space model in Eqs. (12.43) and (12.44) to draw jointly the
log volatility series z. It turns out that the resulting Gibbs sampling is efficient in
estimating univariate stochastic volatility models.

On the other hand, the square transformation involved in Eq. (12.42) fails to
retain the correlation between 7, and ¢, if it exists, making the approximate state-
space model in Eqgs. (12.43) and (12.44) incapable of estimating the leverage effect.
To overcome this inadequacy, Artigas and Tsay (2004) propose using a time-varying
state-space model that maintains the leverage effect. Specifically, when p # 0,
we have

n = poye + 1y,
where 7; is a normal random variable independent of €, and Var(;) = 0”2( 1-— ,02).
The state-transition equation of Eq. (12.43) then becomes
Zip1 = Az + poyE + 1)
Substituting €, = (1/00)(r; — x,B) exp(—z,/2), we obtain

poy(r — x,B) .
Z =z + —eXp(—Z 2 +
1+1 1 p p(=z:/2) + 1, (12.52)

=G(z)+nf
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where G(z;) = az; + poy(r; — x;B) exp(—z;/2)/0p. This is a nonlinear transition
equation for the state variable z,. The Kalman filter in Eq. (12.45) is no longer
applicable. To overcome this difficulty, Artigas and Tsay (2004) use a time-varying
linear Kalman filter to approximate the system. Specifically, the last two equations
of Eq. (12.45) are modified as

L+t = G(Zt\t)a
_ 2 2 2
Zivir = @) By +0,(1 = p7),

where g(z;;) = 0G(x)/dx|y=,, is the first-order derivative of G(z,) evaluated at
the smoothed state z;;.

(12.53)

Example 12.5. To demonstrate the FFBS procedure, we consider the monthly
log returns of the S&P 500 index from January 1962 to November 2004 for 515
observations. Figure 12.12 shows the time plots of the logged S&P 500 index and
the log return series. The original data were obtained from Yahoo Finance Web
site. Let r, be the monthly log return series. We consider two stochastic volatility
models in the form:

rr =+ 0,exp(z:/2)e, € ~iia N(O, 1),

5 (12.54)
Zr+1 = 0Z + 1y, n: ~iia N (0, U,,)-
(a) In(SP 500 index)
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Figure 12.12. Time plots of monthly S&P 500 index from January 1962 to November 2004: (a) log
index series and (b) log return series.



A NEW APPROACH TO SV ESTIMATION 587

Table 12.4. Estimation of Stochastic Volatility Model in Eq. (12.54) for the Monthly
Log Returns of the S&P 500 Index from January 1962 to November 2004 Using
Gibbs Sampling with the FFBS Algorithm®

Parameter % o, o oy P

With Leverage Effect

Estimate 0.0081 0.0764 —0.0616 2.5639 —0.3892
Standard error 0.0274 0.0255 0.1186 0.3924 0.0292

Without Leverage Effect

Estimate 0.0080 0.0775 —0.0613 2.5827
Standard error 0.0279 0.0266 0.1164 0.3783

“The results are based on 2000 4 8000 iterations with the first 2000 iterations as burn-ins.

(a) Volatility series with leverage effect

0.25
= .
B 0.15
o
> .
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T T T T
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(b) Volatility series without leverage effect
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= .
B 0.15
(o]
> .
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T T T T
1970 1980 1990 2000
year

Figure 12.13. Estimated volatility of monthly log returns of the S&P 500 index from January 1962 to
November 2004 using stochastic volatility models: (a) with leverage effect (b) without leverage effect.

In model 1, {¢,} and {n,} are two independent Gaussian white noise series. That is,
there is no leverage effect in the model. In model 2, we assume that corr(e;, ¢;) = p,
which denotes the leverage effect.

We estimate the models via the FFBS procedure using a program written in
Matlab. The Gibbs sampling was run for 2000 + 8000 iterations with the first 2000
iterations as burn-ins. Table 12.4 gives the posterior means and standard errors of
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the parameter estimates. In particular, we have p = —0.39, which is close to the
value commonly seen in the literature. Figure 12.13 shows the time plots of the
posterior means of the estimated volatility. As expected, the two volatility series
are very close. Compared with the results of Example 12.3, which uses a shorter
series, the estimated volatility series exhibit similar patterns and are in the same
magnitude. Note that the volatility shown in Figure 12.5 is conditional variance
of percentage log returns whereas the volatility in Figure 12.13 is the conditional
standard error of log returns.

12.9 MARKOV SWITCHING MODELS

The Markov switching model is another econometric model for which MCMC
methods enjoy many advantages over the traditional likelihood method. McCulloch
and Tsay (1994b) discuss a Gibbs sampling procedure to estimate such a model
when the volatility in each state is constant over time. These authors applied the
procedure to estimate a Markov switching model with different dynamics and mean
levels for different states to the quarterly growth rate of U.S. real gross national
product, seasonally adjusted, and obtained some interesting results. For instance, the
dynamics of the growth rate are significantly different between periods of economic
“contraction” and “expansion.” Since this chapter is concerned with asset returns,
we focus on models with volatility switching.

Suppose that an asset return r, follows a simple two-state Markov switching
model with different risk premiums and different GARCH dynamics:

A + N hie,,  h, = a + ayih—1 +apar , ifs, =1,
_{,31\/—: \/_tz t 10 117 —1 124, t (12.55)

ry = .
Bovhi + hi€r,  hy =0+ ohi—y +ana’ | if s =2,

where a; = «/h;€;, {€} is a sequence of Gaussian white noises with mean zero
and variance 1, and the parameters o;; satisfy some regularity conditions so that
the unconditional variance of a, exists. The probability transition from one state to
another is governed by

P(sy=2lsici=1D=e, Pl =1lsi-1=2) =e, (12.56)

where 0 < ¢; < 1. A small ¢; means that the return series has a tendency to stay
in the ith state with expected duration 1/e;. For the model in Eq. (12.55) to be
identifiable, we assume that 8, > B; so that state 2 is associated with higher risk
premium. This is not a critical restriction because it is used to achieve uniqueness
in labeling the states. A special case of the model results if a;; = an; for all j
so that the model assumes a GARCH model for all states. However, if Bi«/h; is
replaced by f;, then model (12.55) reduces to a simple Markov switching GARCH
model.

Model (12.55) is a Markov switching GARCH-M model. For simplicity, we
assume that the initial volatility /| is given with value equal to the sample variance
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of r,. A more sophisticated analysis is to treat #; as a parameter and estimate it
jointly with other parameters. We expect the effect of fixing /4 will be negligible
in most applications, especially when the sample size is large. The “traditional”
parameters of the Markov switching GARCH-M model are 8 = (81, 82)’, &; =
(0, @1, a2) for i =1 and 2, and the transition probabilities e = (ej, ¢3)’. The
state vector § = (s1, 52, ..., s,)  contains the augmented parameters. The volatility
vector H = (ha, ..., h,)’ can be computed recursively if &y, o;, and the state
vector S are given.

Dependence of the return on volatility in model (12.55) implies that the return
is also serially correlated. The model thus has some predictivity in the return.
However, states of the future returns are unknown and a prediction produced by
the model is necessarily a mixture of those over possible state configurations. This
often results in high uncertainty in point prediction of future returns.

Turn to estimation. The likelihood function of model (12.55) is complicated as it
is a mixture over all possible state configurations. Yet the Gibbs sampling approach
only requires the following conditional posterior distributions:

fBIR, S, H, a1, a2), f(e;|R, S, H, o),

P(SIR, hy, a1, 00), f(elS), i=1,2,

where R is the collection of observed returns. For simplicity, we use conjugate
prior distributions discussed in Section 12.3—that is,

Bi ~ N(Bio, 02), e ~ Beta(yi1, yin).

The prior distribution of parameter «;; is uniform over a properly specified interval.
Since «;; is a nonlinear parameter of the likelihood function, we use the Griddy
Gibbs to draw its random realizations. A uniform prior distribution simplifies the
computation involved. Details of the prior conditional posterior distributions are
given below:

1. The posterior distribution of §; only depends on the data in state i. Define

{rt/\/h—t if s, =14,
rit =

0 otherwise.

Then we have
ritzﬂi+€t, for S,=i.

Therefore, information of the data on f; is contained in the sample mean
of riy. Letr; = (Zs,:i r,-,)/ n;, where the summation is over all data points
in state i and n; is the number of data points in state i. Then the con-
ditional posterior distribution of f; is normal with mean B/ and variance

o2, where

s =ni+—. B =0, (n¥i+pBoloy). i=12
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2. Next, the parameters o;; can be drawn one by one using the Griddy Gibbs
method. Given hy, S, oy, and o;, with v # j, the conditional posterior dis-
tribution function of «;; does not correspond to a well-known distribution,
but it can be evaluated easily as

(rt—ﬂ,-\/h_,ﬂ) .
_— ), if s =1,

1
f(OlijI.)OC—E <1nhr+ 3

where h; contains «;;. We evaluate this function at a grid of points for o;;
over a properly specified interval. For example, 0 < o7 < 1 — «».

3. The conditional posterior distribution of ¢; only involves S. Let £; be the
number of switches from state 1 to state 2 and £, be the number of switches
from state 2 to state 1 in S. Also, let n; be the number of data points in state
i. Then by Result 3 of conjugate prior distributions, the posterior distribution
of e; is Beta(y;1 + 4i, vio +n; — ;).

4. Finally, elements of S can be drawn one by one. Let S_; be the vector
obtained by removing s; from S. Given S_; and other information, s; can
assume two possibilities (i.e., s; = 1 or s; = 2), and its conditional posterior
distribution is

P(sjl) o [ [ f@lH)P(s;1S-)).

1=j
The probability
P(s;=i|S—j) = P(s; =ilsj-1.s5541). =12

can be computed by the Markov transition probabilities in Eq. (12.56). In
addition, assuming s; =i, one can compute h; for t > j recursively. The
relevant likelihood function, denoted by L(s;), is given by

n

n 1 2
L(sj=i) =[] f@|H) cexp(fin),  fii=) —= <1n(ht> + ;‘—> :

: <2
t=y t:j

for i =1 and 2, where a; = r, — B1/h; if s, = 1 and a; = r; — Ba/h; oth-
erwise. Consequently, the conditional posterior probability of s; = 1 is
P(s;=1].)
_ P(sj=1sj_1,85;+1)L(s; = 1)
P(s;j =1lsj—1,5j41)L(sj = 1) + P(s; =2|sj_1, 541D L(s; =2)

The state s; can then be drawn easily using a uniform distribution on the
unit interval [0, 1].

Remark. Since s; and s;41 are highly correlated when e; and e, are small, it is
more efficient to draw several s; jointly. However, the computation involved in
enumerating the possible state configurations increases quickly with the number of
states drawn jointly. 0
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Figure 12.14. (a) Time plot of the monthly log returns, in percentages, of GE stock from 1926 to 1999.
(b) Time plot of the posterior probability of being in state 2 based on results of the last 2000 iterations
of a Gibbs sampling with 5000 + 2000 total iterations. The model used is a two-state Markov switching
GARCH-M model.

Example 12.6. In this example, we consider the monthly log stock returns of
General Electric Company from January 1926 to December 1999 for 888 observa-
tions. The returns are in percentages and shown in Figure 12.14a. For comparison
purposes, we start with a GARCH-M model for the series and obtain

o= 0.182vh +ar,  a =i,

h; = 0.546 + 1.740h,_y — 0.775h; _» 4+ 0.025a> |, (12.57)

where r, is the monthly log return and {e,} is a sequence of independent Gaussian
white noises with mean zero and variance 1. All parameter estimates are highly
significant with p-values less than 0.0006. The Ljung—Box statistics of the stan-
dardized residuals and their squared series fail to suggest any model inadequacy. It
is reassuring to see that the risk premium is positive and significant. The GARCH
model in Eq. (12.57) can be written as

(1 —1.765B +0.775B%)a? = 0.546 + (1 — 0.025B)1,,

where 1, = a? — h, and B is the back-shift operator such that Ba? = a? |. As
discussed in Chapter 3, the prior equation can be regarded as an ARMA(2,1) model
with nonhomogeneous innovations for the squared series atz. The AR polynomial
can be factorized as (1 — 0.945B)(1 — 0.820B), indicating two real characteristic
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roots with magnitudes less than 1. Consequently, the unconditional variance of r;
is finite and equal to 0.546/(1 — 1.765 + 0.775) ~ 49.64.
Turn to Markov switching models. We use the following prior distributions:

B1 ~N(0.3,0.09), B~ N(.3,0.09), ¢ ~ Beta(5,95).

The initial parameter values used are (a) ¢; = 0.1, (b) 51 is a Bernoulli trial with
equal probabilities and s, is generated sequentially using the initial transition prob-
abilities, and (c) o1 = (1.0, 0.6, 0.2)" and a» = (2, 0.7,0.1)". Gibbs samples of «;;
are drawn using the Griddy Gibbs with 400 grid points, equally spaced over the
following ranges: «;o € [0, 6.0], «;1 € [0, 1], and «;, € [0, 0.5]. In addition, we
implement the constraints «;; + «;» < 1 for i = 1, 2. The Gibbs sampler is run for
5000 + 2000 iterations but only results of the last 2000 iterations are used to make
inference.

Table 12.5 shows the posterior means and standard deviations of parameters
of the Markov switching GARCH-M model in Eq. (12.55). In particular, it also
contains some statistics showing the difference between the two states such as
0 = B> — Bi1. The difference between the risk premiums is statistically significant
at the 5% level. The differences in posterior means of the volatility parameters
between the two states appear to be insignificant. Yet the posterior distributions of
volatility parameters show some different characteristics. Figures 12.15 and 12.16
show the histograms of all parameters in the Markov switching GARCH-M model.

Table 12.5. A Fitted Markov Switching GARCH-M Model for the Monthly Log
Returns of GE Stock from January 1926 to December 1999

State 1
Parameter Bi e 10 o] o2
Posterior mean 0.111 0.089 2.070 0.844 0.033
Posterior standard error 0.043 0.012 1.001 0.038 0.033
State 2
Parameter B> e 20 o] a2
Posterior mean 0.247 0.112 2.740 0.869 0.068
Posterior standard error 0.050 0.014 1.073 0.031 0.024
Difference Between States
Parameter B2 — B ey — e ) — g a1 — g ap —ap
Posterior mean 0.135 0.023 0.670 0.026 —0.064
Posterior standard error 0.063 0.019 1.608 0.050 0.043

“The numbers shown are the posterior means and standard deviations based on a Gibbs sampling with
5000 + 2000 iterations. Results of the first 5000 iterations are discarded. The prior distributions and
initial parameter estimates are given in the text.



MARKOV SWITCHING MODELS 593

300 500
200 300
100 I I " I
. A i N m_

[ I I 1 [ I I I 1
-0.1 0.0 0.1 0.2 0.06 0.08 0.10 0.12 0.14

beta1 el

o

o

300

500
400
200
300
100 I I 20
50 I I 100 I
0 - I l - 0 — . .
[ I I |
0.1 0

o

[ 1
0.06 0.08 0.10 0.12 0.14 0.16

beta2 e2

Figure 12.15. Histograms of the risk premium and transition probabilities of a two-state Markov switch-
ing GARCH-M model for the monthly log returns of GE stock from 1926 to 1999. The results are
based on the last 2000 iterations of a Gibbs sampling with 5000 + 2000 total iterations.
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Figure 12.16. Histograms of volatility parameters of a two-state Markov switching GARCH-M model
for the monthly log returns of GE stock from 1926 to 1999. The results are based on the last 2000
iterations of a Gibbs sampling with 5000 + 2000 total iterations.



594 MARKOV CHAIN MONTE CARLO METHODS WITH APPLICATIONS

(a) State 1
1.00
© 0.95
o
[&]
S 0.90
€
@ 0.85 —
0.80 = T T T T
0 500 1000 1500 2000
iterations
(b) State 2
1.00
© 0.95 —
o
o
S 0.90
€
3 0.85 —
0.80 < | | | |
0 500 1000 1500 2000
iterations

Figure 12.17. Time plots of the persistent parameter «;; + o2 of a two-state Markov switching
GARCH-M model for the monthly log returns of GE stock from 1926 to 1999. The results are based
on the last 2000 iterations of a Gibbs sampling with 5000 + 2000 total iterations.

They exhibit some differences between the two states. Figure 12.17 shows the
time plot of the persistent parameter «;; + «;» for the two states. It shows that the
persistent parameter of state 1 reaches the boundary 1.0 frequently, but that of state
2 does not. The expected durations of the two states are about 11 and 9 months,
respectively. Figure 12.14b shows the posterior probability of being in state 2 for
each observation.

Finally, we compare the fitted volatility series of the simple GARCH-M model
in Eq. (12.57) and the Markov switching GARCH-M model in Eq. (12.55). The two
fitted volatility series (Figure 12.18) show similar patterns and are consistent with
the behavior of the squared log returns. The simple GARCH-M model produces a
smoother volatility series with lower estimated volatilities.

12.10 FORECASTING

Forecasting under the MCMC framework can be done easily. The procedure is
simply to use the fitted model in each Gibbs iteration to generate samples for
the forecasting period. In a sense, forecasting here is done by using the fitted
model to simulate realizations for the forecasting period. We use the univariate
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Figure 12.18. Fitted volatility series for the monthly log returns of GE stock from 1926 to 1999: (a) the
squared log returns, (b) the GARCH-M model in Eq. (12.57), and (c) the two-state Markov switching
GARCH-M model in Eq. (12.55).

stochastic volatility model to illustrate the procedure; forecasts of other models
can be obtained by the same method.

Consider the stochastic volatility model in Egs. (12.20) and (12.21). Suppose that
there are n returns available and we are interested in predicting the return r,; and
volatility h,; fori =1, ..., ¢, where £ > 0. Assume that the explanatory variables
xj; in Eq. (12.20) are either available or can be predicted sequentially during the
forecasting period. Recall that estimation of the model under the MCMC framework
is done by Gibbs sampling, which draws parameter values from their conditional
posterior distributions iteratively. Denote the parameters by 8; = (Bo.j, - - -, Bp.;)’,
o; = (ao,j, o, j)’, and JUZ’ j for the jth Gibbs iteration. In other words, at the jth
Gibbs iteration, the model is

rtZ,BO,j+,31,jx1t+"'+,8p,jxpt+atv (12.58)
Inh, =g +ay;Inh_y +v, Var(y)=o, ;. (12.59)
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We can use this model to generate a realization of r,4; and h,4; fori =1,...,¢.
Denote the simulated realizations by r,4; ; and h,4;, ;, respectively. These realiza-
tions are generated as follows:

e Draw a random sample v,4+; from N (0, avz’ j) and use Eq. (12.59) to compute
hn+1,j-

e Draw a random sample €, from N(0, 1) to obtain a,i1,j = /A1, j€nt1
and use Eq. (12.58) to compute 7,41, ;.

e Repeat the prior two steps sequentially for n +i withi =2,..., (.

If we run a Gibbs sampling for M + N iterations in model estimation, we only
need to compute the forecasts for the last N iterations. This results in a random
sample for r,4; and h,;. More specifically, we obtain

N N
{rns1js oo oo mmte izt Ahntr g, oo hnge 12

These two random samples can be used to make inference. For example, point
forecasts of the return r,4; and volatility A,,; are simply the sample means of the
two random samples. Similarly, the sample standard deviations can be used as the
standard deviations of forecast errors. To improve the computational efficiency in
volatility forecast, importance sampling can be used; see Gelman, Carlin, Stern,
and Rubin (2003).

Example 12.7 (Example 12.3 Continued). As a demonstration, we consider
the monthly log return series of the S&P 500 index from 1962 to 1999. Table 12.6
gives the point forecasts of the return and its volatility for five forecast horizons
starting with December 1999. Both the GARCH model in Eq. (12.26) and the
stochastic volatility model in Eq. (12.27) are used in the forecasting. The volatility
forecasts of the GARCH(1,1) model increase gradually with the forecast horizon
to the unconditional variance 3.349/(1 — 0.086 — 0.735) = 18.78. The volatility

Table 12.6. Volatility Forecasts for the Monthly Log
Return of the S&P 500 Index

Horizon 1 2 3 4 5

Log Return

GARCH 0.66 0.66 0.66 0.66 0.66
SVM 0.53 0.78 0.92 0.88 0.84

Volatility

GARCH 17.98 18.12 18.24 18.34 18.42
SVM 19.31 19.36 19.35 19.65 20.13

“The data span is from January 1962 to December 1999 and
the forecast origin is December 1999. Forecasts of the stochas-
tic volatility model are obtained by a Gibbs sampling with 2000 +
2000 iterations.
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forecasts of the stochastic volatility model are higher than those of the GARCH
model. This is understandable because the stochastic volatility model takes into
consideration the parameter uncertainty in producing forecasts. In contrast, the
GARCH model assumes that the parameters are fixed and given in Eq. (12.26).
This is an important difference and is one of the reasons that GARCH models tend
to underestimate the volatility in comparison with the implied volatility obtained
from derivative pricing.

Remark. Besides the advantage of taking into consideration parameter uncer-
tainty in forecast, the MCMC method produces in effect a predictive distribution
of the volatility of interest. The predictive distribution is more informative than a
simple point forecast. It can be used, for instance, to obtain the quantiles needed
in value at risk calculation. ]

12.11 OTHER APPLICATIONS

The MCMC method is applicable to many other financial problems. For example,
Zhang, Russell, and Tsay (2000) use it to analyze information determinants of
bid and ask quotes, McCulloch and Tsay (2001) use the method to estimate a
hierarchical model for IBM transaction data, and Eraker (2001) and Elerian, Chib,
and Shephard (2001) use it to estimate diffusion equations. The method is also
useful in value at risk calculation because it provides a natural way to evaluate
predictive distributions. The main question is not whether the methods can be used
in most financial applications, but how efficient the methods can become. Only
time and experience can provide an adequate answer to the question.

EXERCISES

12.1. Suppose that x is normally distributed with mean p and variance 4. Assume
that the prior distribution of p is also normal with mean O and variance 25.
What is the posterior distribution of u given the data point x?

12.2. Consider the linear regression model with time series errors in Section 12.5.
Assume that z, is an AR(p) process (i.e., 2y = ¢12—1 + - + Pp2i—p + a;).
Let ¢ = (¢1,...,¢,) be the vector of AR parameters. Derive the con-
ditional posterior distributions of f(B|Y, X, ¢, o?), f(@Y, X, B, 0?), and
f (02 Y, X, B, ¢) assuming that conjugate prior distributions are used: that is,

B~N@PB, Z,), ¢~N@,A,), Wr)/o>~ 2.

12.3. Consider the linear AR(p) model in Section 12.6.1. Suppose that x; and
Xp+1 are two missing values with a joint prior distribution being multivariate
normal with mean p, and covariance matrix X,. Other prior distributions
are the same as that in the text. What is the conditional posterior distribution
of the two missing values?
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12.4. Consider the monthly log returns of General Motors stock from 1950 to 1999
with 600 observations: (a) build a GARCH model for the series, (b) build
a stochastic volatility model for the series, and (c) compare and discuss the
two volatility models.

12.5. Build a stochastic volatility model for the daily log return of Cisco Systems
stock from January 1991 to December 1999. You may download the data from
the CRSP database or the file d-csco09199.txt. Use the model to obtain
a predictive distribution for 1-step ahead volatility forecast at the forecast
origin December 1999. Finally, use the predictive distribution to compute
the value at risk of a long position worth $1 million with probability 0.01
for the next trading day.

12.6. Build a bivariate stochastic volatility model for the monthly log returns of
General Motors stock and the S&P 500 index for the sample period from
January 1950 to December 1999. Discuss the relationship between the two
volatility processes and compute the time-varying beta for GM stock.

REFERENCES

Artigas, J. C. and Tsay, R. S. (2004). Effective estimation of stochastic diffusion models with
leverage effects and jumps. Working paper, Graduate School of Business, University
of Chicago.

Box, G. E. P. and Tiao, G. C. (1973). Bayesian Inference in Statistical Analysis. Addison-
Wesley, Reading, MA.

Carter, C. K. and Kohn, R. (1994). On Gibbs sampling for state space models. Biometrika
81: 541-553.

Chang, I., Tiao, G. C., and Chen, C. (1988). Estimation of time series parameters in the
presence of outliers. Technometrics 30: 193-204.

Carlin, B. P. and Louis, T. A. (2000). Bayes and Empirical Bayes Methods for Data Analysis,
2nd edition. Chapman and Hall, London.

Chib, S., Nardari, F., and Shephard, N. (2002). Markov chain Monte Carlo methods for
stochastic volatility models. Journal of Econometrics 108: 281-316.

DeGroot, M. H. (1990). Optimal Statistical Decisions. McGraw-Hill, New York.

Dempster, A. P., Laird, N. M., and Rubin, D. B. (1977). Maximum likelihood from incom-
plete data via the EM algorithm (with discussion). Journal of the Royal Statistical
Society Series B 39: 1-38.

Elerian, O., Chib, S. and Shephard, N. (2001). Likelihood inference for discretely observed
nonlinear diffusions. Econometrica 69: 959—-993.

Eraker, B. (2001). Markov chain Monte Carlo analysis of diffusion with application to
finance. Journal of Business & Economic Statistics 19: 177-191.

Frithwirth-Schnatter, S. (1994). Data augmentation and dynamic linear models. Journal of
Time Series Analysis 15: 183-202.



REFERENCES 599

Gelfand, A. E. and Smith, A. F. M. (1990). Sampling-based approaches to calculating
marginal densities. Journal of the American Statistical Association 85: 398—409.
Gelfand, A. E., Hills, S. E., Racine-Poon, A., and Smith, A. F. M. (1990). Illustration
of Bayesian inference in normal data models using Gibbs sampling, Journal of the

American Statistical Association 85: 972-985.

Gelman, A., Carlin, J. B., Stern, H. S., and Rubin, D. B. (2003). Bayesian Data Analysis,
2nd edition. Chapman and Hall/CRC Press, London.

Geman, S. and Geman, D. (1984). Stochastic relaxation, Gibbs distributions, and the Bayesian
restoration of images. /IEEE Transactions on Pattern Analysis and Machine Intelligence
6: 721-741.

Hasting, W. K. (1970). Monte Carlo sampling methods using Markov chains and their
applications. Biometrika 57: 97—109.

Jacquier, E., Polson, N. G., and Rossi, P. E. (1994). Bayesian analysis of stochastic volatility
models (with discussion). Journal of Business & Economic Statistics 12: 371-417.

Jacquier, E., Polson, N. G., and Rossi, P. E. (2004). Bayesian analysis of stochastic volatility
models with fat-tails and correlated errors. Journal of Econometrics 122: 185-212.

Jones, R. H.(1980). Maximum likelihood fitting of ARMA models to time series with missing
observations. Technometrics 22: 389-395.

Justel, A., Pefia, D., and Tsay, R. S. (2001). Detection of outlier patches in autoregressive
time series. Statistica Sinica 11: 651-673.

Kim, S., Shephard, N., and Chib, S. (1998). Stochastic volatility: Likelihood inference and
comparison with ARCH models. Review of Economic Studies 65: 361-393.

Liu, J., Wong, W. H., and Kong, A. (1994). Correlation structure and convergence rate of
the Gibbs samplers I: Applications to the comparison of estimators and augmentation
schemes. Biometrika 81: 27-40.

McCulloch, R. E. and Tsay, R. S. (1994a), Bayesian analysis of autoregressive time series
via the Gibbs sampler. Journal of Time Series Analysis 15: 235-250.

McCulloch, R. E. and Tsay, R. S. (1994b). Statistical analysis of economic time series via
Markov switching models. Journal of Time Series Analysis 15: 523-539.

McCulloch, R. E. and Tsay, R. S. (2001). Nonlinearity in high-frequency financial data and
hierarchical models. Studies in Nonlinear Dynamics and Econometrics 5: 1-17.
Metropolis, N. and Ulam, S. (1949). The Monte Carlo method. Journal of the American

Statistical Association 44: 335-341.

Metropolis, N., Rosenbluth, A. W., Rosenbluth, M. N., Teller, A. H., and Teller, E. (1953).
Equation of state calculations by fast computing machines. Journal of Chemical Physics
21: 1087-1092.

Tanner, M. A. (1996). Tools for Statistical Inference: Methods for the Exploration of Posterior
Distributions and Likelihood Functions, 3rd edition. Springer-Verlag, New York.
Tanner, M. A. and Wong, W. H. (1987). The calculation of posterior distributions by data
augmentation (with discussion). Journal of the American Statistical Association 82:

528-550.

Tierney, L. (1994). Markov chains for exploring posterior distributions (with discussion).
Annals of Statistics 22: 1701-1762.

Tsay, R. S. (1988). Outliers, level shifts, and variance changes in time series. Journal of
Forecasting 7: 1-20.



600 MARKOV CHAIN MONTE CARLO METHODS WITH APPLICATIONS

Tsay, R. S., Pefia, D., and Pankratz, A. (2000). Outliers in multivariate time series. Biometrika
87: 789-804.

Zhang, M. Y., Russell, J. R., and Tsay, R. S. (2000). Determinants of bid and ask quotes
and implications for the cost of trading. Working paper, Statistics Research Center,
Graduate School of Business, University of Chicago.



Index

ACD, see Autoregressive conditional duration Bayesian information criterion
Activation function, see Neural network (BIC), 42
Airline model, 75 Bid—ask bounce, 211
Akaike information criterion (AIC), 41, 356 Bid—ask spread, 211
Arbitrage, 391 Bilinear model, 156
Autoregressive conditional hetereoscedastic Black—Scholes
(ARCH) effect, 101 differential equation, 263
Autoregressive conditional hetereoscedastic Black—Scholes formula
(ARCH) model, 102 European call option, 97, 265
estimation, 107 European put option, 265
t distribution, 108 Brownian motion, 255
GED innovation, 108 geometric, 258
normal, 107 standard, 253
Arranged autoregression, 189 Business cycle, 37

Augmented Dickey—Fuller test, 69
Autocorrelation function (ACF), 26
Autoregressive conditional duration (ACD)
model, 227
exponential, 228
generalized Gamma, 229
threshold, 236
Weibull, 228
Autoregressive integrated moving-average
(ARIMA) model, 67
Autoregressive model, 32
estimation, 43
forecasting, 47
order, 41
stationarity, 40
Autoregressive moving-average
(ARMA) model, 56
forecasting, 61

Canonical correlation analysis, 385
Characteristic equation, 40
Characteristic root, 36, 40
Cholesky decomposition, 350, 397, 455
Co-integration, 82, 376
Co-integration test

maximum eigenvalue, 385

trace, 385
Common factor, 477
Common trend, 378
Companion matrix, 354
Compounding, 4
Conditional distribution, 8
Conditional forecast, 48
Conditional heteroscedasticity, 86

HAC covariance estimator, 86
Conditional heteroscedasticity ARMA

(CHARMA) model, 131

Back propagation (BP) neural network, 180 Conditional likelihood method, 53
Back-shift operator, 36 Conjugate prior, see Distribution
Bartlett’s formula, 27
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Correlation

coefficient, 25

constant, 459

time-varying, 464
Cost-of-carry model, 390
Covariance matrix, 340
Cross-correlation matrix, 340, 341
Cross-validation, 170

Data
3M stock return, 19, 59, 66, 164
Cisco stock return, 260, 472, 480
Citi-Group stock return, 19
Civilian employment number, 412
consumer price index, 412
equal-weighted index, 19, 52, 54, 91, 157, 190
GE stock return, 591
Hewlett-Packard stock return, 423
Hong Kong market index, 445
IBM stock return, 19, 28, 126, 135, 136, 161,
180, 190, 259, 292, 295, 298, 300, 307,
313, 323, 343, 423, 462, 478, 573
IBM transactions, 213, 215, 219, 223, 234, 240
Intel stock return, 19, 100, 109, 299, 423, 472,
480
Japan market index, 445
Johnson and Johnson’s earning, 72
Mark/Dollar exchange rate, 104
Merrill Lynch stock return, 423
Microsoft stock return, 19
Morgan Stanley Dean Witter stock return, 423
SP 500 excess return, 116, 132
SP 500 index futures, 390, 392
SP 500 index return, 135, 138, 141, 343, 462,
472, 478, 569, 573, 586
SP 500 spot price, 392
U.S. 3-month treasury bill rate, 173
U.S. government bond, 21, 345, 431
U.S. interest rate, 21, 80, 556, 564
U.S. monthly unemployment rate, 159
U.S. real GNP, 38, 165
U.S. unemployment rate, 194
value-weighted index, 19, 28, 41, 91, 126, 190
Data augmentation, 544
Decomposition model, 221
Descriptive statistics, 19
Diagonal VEC model, 447
Dickey—Fuller test, 68
Differencing, 68
seasonal, 74
Distribution
beta, 549
conjugate prior, 548
double exponential, 276

INDEX

Frechet family, 303
gamma, 243, 549
generalized error, 108
generalized extreme value, 302
generalized Gamma, 245
generalized Pareto, 320, 330
inverted chi-squared, 551
Laplacian, 275
multivariate ¢, 482
multivariate normal, 399, 549
negative binomial, 550
Poisson, 550
posterior, 548
prior, 548
Weibull, 244
Diurnal pattern, 212
Donsker’s theorem, 254
Duration
between trades, 215
model, 225
Durbin—Watson statistic, 85

EGARCH model, 124

forecasting, 128
Eigenvalue, 396
Eigenvector, 396
EM algorithm, 544
Error-correction model, 380
Estimation, extreme value parameter, 304
Exact likelihood method, 53
Exceedance, 318
Exceeding times, 318
Excess return, 5
Extended autocorrelation function, 59
Extreme value theory, 301

Factor analysis, 426
Factor mimicking portfolio, 420
Factor model
common factor, 406
estimation, 428
factor loading, 406
specific factor, 406
Factor rotation, varimax, 429
Filtering, 493
Forecast
horizon, 47
origin, 47
Forecast updating formula, 513
Forecasting, see Markov chain Monte Carlo
method
Forward filtering and backward sampling, 583
Fractional differencing, 89
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GARCH model, 114 Local linear regression, 173
Cholesky decomposition, 468 Local trend model, 491
diagonal multivariate Log return, 5
multivariate, 459 Logit model, 239
time-varying correlation, 466 Long position, 6

GARCH-M model, 123, 588 Long-memory

Generalized least squares, 415 stochastic volatility, 135

Generalized Pareto distribution, 320 time series, 89

Geometric ergodicity, 158

Gibbs sampling, 545

Global minimum variance portfolio, 411
Griddy Gibbs, 553

Marginal distribution, 7
Market model, 408
Markov chain Monte Carlo method (MCMC),

177, 594
Hazard function, 245 Markov process, 543
Hh function, 281 Markov property, 32
Hill estimator, 306 Markov switching model, 164, 588
Hyperparameter, 554 Martingale difference, 114
Maximum likelihood estimate (MLE),
exact, 368

Identifiability, 371
IGARCH model, 122, 290
Implied volatility, 98
Impulse response function, 63, 362
Innovation, 31
Inverted yield curve, 82
Invertibility, 52, 379
Invertible ARMA model, 62
Ito’s lemma, 258
multivariate, 273
Ito process, 256

Mean equation, 101
Mean excess function, 321
Mean excess plot, 321
Mean reversion, 49, 63

half-life, 49
Metropolis algorithm, 551
Metropolis—Hasting algorithm, 552
Missing value, 531, 558
Model checking, 44
Moment of a random variable, 8
Moving-average model, 50

Joint distribution function, 7

Jump diffusion, 275 Nadaraya—Watson estimator, 169

Neural network, 177
activation function, 178

Kalman filter, 496, 524 feed-forward, 177
Kalman gain, 495, 524 skip layer, 179
Kernel, 168 Neuron, see Neural network
bandwidth, 169 Node, see Neural network
Epanechnikov, 169 Nonlinearity test, 183
Gaussian, 169 Brock-Dechert-Scheinkman (BDS), 185
Kernel regression, 168 bispectral, 184
Kurtosis, 9 F-test, 188
excess, 9 Keenan, 187
RESET, 186
Tar-F, 190

Lag operator, 36

Lead-lag relationship, 341
Leptokurtic, 9

Leverage effect, 99, 125, 579
Likelihood function, 17

Nonstationarity, unit-root, 64
Nonsynchronous trading, 207
Nuisance parameter, 188

Linear time series, 31 Options
Liquidity, 210 American, 252
Ljung—Box statistic, 27, 101 at-the-money, 252

multivariate, 346 European call, 97
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in-the-money, 252
out-of-the-money, 252
stock, 252
strike price, 97, 252
Order statistics, 299
Ordered probit model, 218
Orthogonal factor model, 427
Outlier
additive, 558
detection, 561

Parametric bootstrap, 192
Partial autoregressive function (PACF), 40
Peaks over thresholds, 318
m-weight, 62
Pickands estimator, 306
Platykurtic, 9
Poisson process, 275
inhomogeneous, 329
intensity function, 322
Portmanteau test, 27. See also Ljung—Box
statistic
Positive definite matrix, 396
Prediction, 493
Present value, 4
Price change and duration (PCD) model, 238
Principal component analysis, 421, 478
Y-weight, 31
Put-call parity, 266

Quantile, 8
definition, 289

R-square, 46
adjusted, 47
Random coefficient (RCA) model, 133
Random walk, 64
with drift, 65
Realized volatility, 141, 492
Reduced form model, 349
Regression, with time series errors, 80
Return level, 317
stress period, 317
RiskMetrics, 290

Sample autocorrelation, 26

Scree plot, 425

Seasonal adjustment, 72

Seasonal model, 72
multiplicative, 75

INDEX

Shape parameter of a distribution, 302
Shock, 31, 48, 101
Short position, 6
Simple return, 3
Skewness, 9
Smoothed disturbance, 528
Smoothing, 167, 493
Square root of time rule, 291
Standard Brownian motion, 69
State space model, 509
nonlinear, 176
Stationarity, 25
weak, 340
Steady state, 525
Stochastic diffusion equation, 256
Stochastic volatility model, 134, 565
multivariate, 571
Structural equation, 350
Structural form, 350
Structural time series model (STSM), 491, 521
Student-7 distribution
standardized, 108
Survival function, 322

Tail index, 302

TGARCH model, 130
general form, 161

Threshold, 159

Threshold autoregressive model
multivariate, 392
self-exciting, 159
smooth, 163

Threshold co-integration, 392

Time plot, 17

Transactions data, 212

Trend stationary model, 67

Unit-root test, 68
Unit-root time series, 64
Unobserved component model, 521

Value at Risk (VaR), 287, 480
econometric approach, 294
homogeneous Poisson process, 324
inhomogeneous Poisson process, 328
RiskMetrics, 290
of a short position, 316
traditional extreme value, 312

Vector autoregressive (VAR) model, 349

Vector ARMA model, 371
marginal models, 375
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Vector moving average model, 365
VIX Volatility Index, 98
Volatility, 97
Volatility equation, 101
Volatility model
factor, 477
Volatility smile, 274

Weighted least squares, 415

White noise, 31

Wiener process, 253
generalized, 255

Yule—Walker equation
multivariate, 354
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